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1 Institute for Applied Information Processing and Communications,
Graz University of Technology, Inffeldgasse 16a, A–8010 Graz, Austria

Tobias.Vejda@iaik.tugraz.at
2 University of Bristol, Department of Computer Science,

Merchant Venturers Building, Woodland Road, Bristol, BS8 1UB, U.K.
{page,johann}@cs.bris.ac.uk

Abstract. A series of recent algorithmic advances has delivered highly
effective methods for pairing evaluation and parameter generation. How-
ever, the resulting multitude of options means many different variations
of base field must ideally be supported on the target platform. Typical
hardware accelerators in the form of co-processors possess neither the
flexibility nor the scalability to support fields of different characteristic
and order. On the other hand, extending the instruction set of a general-
purpose processor by custom instructions for field arithmetic allows to
combine the performance of hardware with the flexibility of software. To
this end, we investigate the integration of a tri-field multiply-accumulate
(MAC) unit into a SPARC V8 processor core to support arithmetic in
Fp, F2n and F3n . Besides integer multiplication, the MAC unit can also
execute dedicated multiply and MAC instructions for binary and ternary
polynomials. Our results show that the tri-field MAC unit adds only a
small size overhead while significantly accelerating arithmetic in F2n and
F3n , which sheds new light on the relative performance of Fp, F2n and
F3n in the context of pairing-based cryptography.

1 Introduction

Although pairings, or bilinear maps, on elliptic curves were initially only useful
as a destructive tool for cryptanalysis, a slew of constructive applications [12] has
motivated research into efficient pairing evaluation. Clearly the dominant form
of optimisation for pairing evaluation lies at the algorithmic level; for a good
overview of the evolution of optimisations, see the description of Scott [37]. In
short, improvement of seminal but unpublished work by Miller [31] resulted in
the first practical algorithms for evaluation of the Tate pairing [7,16]. These
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results were further optimised by Duursma and Lee [13] who developed an in-
expensive, closed form for specific parameterisations, later improved by Kwon
[30]. Their techniques were generalised and extended to produce the Eta [6] and
Ate [26] pairings, currently considered the fastest means of evaluating crypto-
graphic pairings.

Much like the situation with vanilla elliptic curve cryptography (ECC), there
is a broad range of choices to consider when actually implementing these algo-
rithms; this range is amplified by the larger number of parameterisation options
[37]. There are three major regions within the hardware/software design space
for pairing evaluation, each offering a different cost versus performance trade-
off. At one end of the design space, the composition of arithmetic in Fqk has
motivated numerous designs for hardware accelerators [42,10,27,28,8], which fol-
low high-performance ECC accelerator design by utilising dedicated, parallel
execution units. Coupled with the potential for pipelining, this approach trades
area in favour of low latency. One can make the opposite trade-off by following
ECC co-processor design and utilising a single execution unit in a more iterative
manner [35,17]. With the co-processor coupled to a general-purpose processor
core, this approach moves toward a more flexible solution in that it can, for
example, be used to accelerate curve and field operations that are both vital
within pairing-based protocols. Both these approaches have lent to some extent
on efficient hardware implementation [34,9,19] of arithmetic in Fq. Finally, and
at the other end of the design spectrum, one can consider implementation en-
tirely in software. Utilising niche techniques for representation and arithmetic
in F3m [25,3] and better known techniques drawn from experience with ECC for
F2n and Fp, one can efficiently evaluate pairings on general-purpose desktop [37]
and embedded [38] processors.

Somewhere between purely software and co-processor-assisted implementa-
tion lies the technique of instruction set extension (ISE) [22]. The premise here
is that after careful workload characterisation, it is possible to identify a small
set of operations that dominate performance in a software implementation. By
supporting these specific operations using additional or modified hardware and
exposing their behaviour to the programmer via the instruction set architecture
(ISA), performance can be significantly improved. This is possible with only mi-
nor penalties in terms of datapath disruption and logic overhead. In the context
of ECC, the use of ISEs has focused on acceleration of arithmetic in Fq; see for
example [29,21]. Since the efficacy of Fq underpins the performance of pairing
evaluation, one can clearly reuse this work to gain an advantage. Moreover, as
pairings can be parameterised by several different types of base field, one can
leverage the advantages of unified multiplier circuits [36,20,2].

To summarise, the implementation of a means for pairing evaluation depends
on arithmetic in Fq; if the performance of said arithmetic can be improved, one
can expect incremental but non-trivial improvements in the cost of pairing eval-
uation. Our goal in this paper is the construction of an ISE for the SPARC V8
compliant LEON-2 processor that enables acceleration of pairings parameterised
over F2n , F3n and Fp for large p. To this end, we developed an efficient tri-field
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arithmetic unit based on redundant signed digit (RSD) encoding [4]. Algorithms
and hardware architectures for long integer modular multiplication using RSD
encoding were first proposed by Takagi et al. [39,40]. Other work in this area
includes that of Öztürk et al. [33], who designed a tri-field Montgomery multi-
plier; we are careful to compare and contrast our results with their work. The
major advantage of hardware acceleration through instruction set extensions is
the ability to use optimised algorithms for fast squaring (resp. fast cubing) in
F2n (resp. F3n). This is significant since squaring (resp. cubing) is fundamental
to the overall performance of pairing evaluation.

The rest of this paper is organised as follows. In Section 2 we present an
overview of cryptographic pairings. Our aim is to construct a flexible cost model
to use in comparisons of performance; this is presented in Appendix A. Section 3
details algorithms for arithmetic in the three fields F2n , F3n and Fp and Section 4
introduces our tri-field multiplier design. Section 5 describes the LEON-2 proces-
sor and the modifications required to accommodate the tri-field multiplier before
a set of experimental results are analysed in Section 6. Finally, we present some
conclusions in Section 7 that demonstrate a clear improvement in arithmetic and
pairing performance for all three fields.

2 Cryptographic Pairings

Let E be an elliptic curve over a finite field Fq, and let O denote the identity
element of the associated group of rational points E(Fq). For a positive integer
l|#E(Fq) co-prime to q, let k be the minimal positive integer such that l|(qk−1);
k is often called the embedding degree or security multiplier. Let E(Fq)[l] denote
the subgroup of E(Fq) of all points whose order is divisible by l, and similarly
for the degree k extension of Fq. Thus, the Tate pairing of order l is a map from
elements of two source groups to a target group

el : E(Fq)[l]× E(Fqk)[l] → F∗qk/(F∗qk)l

which satisfies the following properties

– For each P 6= O there exists Q ∈ E(Fqk)[l] such that el(P,Q) 6= 1 ∈
F∗qk/(F∗qk)l.

– For any integer n, el([n]P,Q) = el(P, [n]Q) = el(P,Q)n for all P ∈ E(Fq)[l]
and Q ∈ E(Fqk)[l].

– Let L = hl. Then el(P,Q)(q
k−1)/l = eL(P,Q)(q

k−1)/L.
– It is efficiently computable.

Since el is defined as taking P ∈ E(Fq)[l] and Q ∈ E(Fqk)[l] as input, it is com-
mon to define a distortion map Ψ to lift elements of E(Fq)[l] into elements
of E(Fqk)[l]; careful selection of the map permits specific optimisation within the
algorithm to evaluate the pairing. Selection of parameters involves many subtle
trade-offs between security and performance in source and target groups; it is
far from clear which is the single best parameterisation. Ignoring issues of curve
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generating and concentrating on performance of the pairing (instead of curve
operations), one might opt to compare different selections for q by balancing the
target group size. For example

q = 2m → k = 4,m = 233 → log2(qk) ∼ 932
q = 3m → k = 6,m = 97 → log2(qk) ∼ 922
q = p → k = 6, log2(p) ∼ 160 → log2(qk) ∼ 960.

In reality, these parameters probably provide slightly less than the level of se-
curity typically required. However, they allow us to make somewhat reasoned
comparisons later on; we derive a rough cost estimate for pairing evaluation in
Appendix A.

3 Field Arithmetic

In this section we briefly review the basic algorithms for arithmetic operations
in Fp, F2m , and F3m . The elements of a prime field Fp can be represented by
the integers from 0 to p− 1. On the other hand, the elements of extension fields
of characteristic two and three are commonly represented by binary and ternary
polynomials, respectively. Addition and multiplication in Fp is performed modulo
the prime p, while arithmetic in F2m and F3m is carried out modulo an irreducible
polynomial of degree exactly m with coefficients from the respective base field
(F2 or F3).

Due to the large field orders used in pairing-based cryptography, the field
elements can not be directly processed on a processor with a 32 or 64-bit data-
path. Software implementations usually solve the mismatch between the operand
length and the size of the processor datapath by storing the field elements in
arrays of single-precision words (e.g. arrays of 32-bit unsigned integers) and using
efficient arithmetic algorithms that manipulate these arrays with help of the
instructions provided by the processor, e.g. (32 × 32)-bit multiply instructions
[11]. In the following, we will denote the wordsize of the processor by w and the
number of w-bit words required to store an n-bit field element by t, i.e. we have
t = dn/we. For example, an n-bit integer A can be stored in an array of t words,
each consisting of w bits: A = (At−1, . . . , A1, A0). The words At−1 and A0 are
the most and least significant word of A, respectively. Equation (1) specifies the
relation between the integer A and the w-bit words Ai.

A =
t−1∑
i=0

Ai · 2i·w = At−1 · 2(t−1)·w + · · ·+ A1 · 2w + A0 (1)

The elements of F2m are polynomials of degree up to m− 1 with coefficients
from F2 = {0, 1}. A binary polynomial of degree m− 1 can be represented by a
bitstring of length m in which each bit corresponds to a coefficient. This bitstring
can be stored in an array of w-bit words, similar to a long integer. The same holds
for elements of F3m , but it must be considered that two bits are necessary for
each coefficient of a ternary polynomial. Therefore, the number of w-bit words
required for storing a ternary polynomial of degree m− 1 is t = d2m/we.
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3.1 Addition and Subtraction

Both addition and subtraction of two elements of a prime field is straightforward
to implement. The long integers representing the field elements are added/sub-
tracted, followed by a reduction modulo the prime p if the result is not within
the interval [0, p − 1]. This reduction is simply done by subtracting or adding
p. Many processor architectures, including SPARC, feature an add-with-carry
and subtract-with-borrow instruction to facilitate long integer arithmetic.

Addition of elements of F2m is simply a logical XOR operation and does not
require a reduction. Addition and subtraction in ternary extension fields is more
complex than addition in the two other field types [25]. An addition of ternary
polynomials requires to add the coefficients modulo 3, which is relatively costly
since this operation is not supported by general-purpose processors.

3.2 Multiplication and Squaring/Cubing

Multiplication in Fp is done by multiplying the two integers representing the
field elements and then reducing the product modulo the prime p. Long integer
multiplication can be performed through operand scanning or product scanning
[24]. In the following we will discuss one method in more detail, namely product
scanning, which is based on Comba’s multiplication technique [11].

Algorithm 1. Comba multiplication [11].

Input: Two t-word integers A = (At−1, . . . , A1, A0) and B = (Bt−1, . . . , B1, B0).
Output: The 2t-word product C = A ·B = (C2t−1, . . . , C1, C0).
1: S ← 0
2: for i from 0 to t− 1 do
3: for j from 0 to i do
4: S ← S + Aj ·Bi−j

5: end for
6: Ci ← S mod 2w

7: S ← S/2w

8: end for
9: for i from t to 2t− 2 do

10: for j from i− t + 1 to t− 1 do
11: S ← S + Aj ·Bi−j

12: end for
13: Ci ← S mod 2w

14: S ← S/2w

15: end for
16: C2t−1 ← S mod 2w

Comba’s method [11] for multiple-precision multiplication is shown in Algo-
rithm 1. It has a nested loop structure and accumulates the inner-product terms
Aj · Bi−j on a column-by-column basis. The operation carried out in the inner
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loop of this algorithm is a multiply-and-accumulate operation. That is, two w-bit
words Ai, Bj are multiplied and the 2w-bit product is then added to a running
sum S. As this sum can become 2w+dlog2(t)e bits long, three word-size registers
are needed to hold it during the computation [24]. Algorithm 1 performs a total
of t2 single-precision multiplications when A and B consist of t words.

Long integer squaring is a special case of long integer multiplication and al-
lows for optimisation to reduce the execution time. Algorithm 1 can be rewritten
such that only (t2 + t)/2 single-precision multiplications to need to be carried
out when A = B, which corresponds to a reduction of almost 50% compared to
the t2 single-precision multiplications when multiplying two distinct integers. In
practice, however, squaring is only slightly faster than multiplication.

Multiplication in F2m requires to multiply two binary polynomials, followed
by a reduction modulo an irreducible polynomial. A well-known algorithm for
polynomial multiplication over F2 is the so-called shift-and-xor method [24]. The
multiplicand is scanned coefficient-wise and the multiplier added to a running
sum, depending on the value of the coefficient. More advanced methods, like the
right-to-left comb method [24], use look-up tables to reduce the number of shifts
and xor operations. However, if the target processor provides an instruction for
word-level multiplication of binary polynomials, then two elements of F2m can
be multiplied in a similar way as shown in Algorithm 1. Squaring of a binary
polynomial is a linear operation and hence much faster than multiplication.

Multiplication in F3m can be performed in a similar way as in F2m , namely
through polynomial multiplication and reduction modulo an irreducible polyno-
mial. All algorithms for the multiplication of binary polynomials, ranging from
the shift-and-xor method to the left-to-right comb method, can be adapted to
work for the multiplication of ternary polynomials as well. Moreover, Comba’s
multiplication technique could also be used for multiplying ternary polynomials
if the processor provides a suitable word-level multiply instruction. Unfortu-
nately, this is not the case for today’s general-purpose processors, but a custom
instruction for word-level multiplication of ternary polynomials can be easily
integrated into any standard RISC architecture, as will be demonstrated in the
following sections. Cubing a ternary polynomial is a linear operation, similar to
squaring of a binary polynomial, and thus much faster than multiplication.

3.3 Modular Reduction

A widely-used algorithm for modular reduction of integers is due to Montgomery
[32]. Montgomery’s algorithm is a generic modular reduction method that works
for any odd prime. However, certain primes, like pseudo-Mersenne primes or
generalised-Mersenne primes, facilitate faster reduction methods. A reduction
modulo such special primes can be performed efficiently with additions and shift
operations [24].

Polynomial modular reduction is also very fast if the irreducible polynomial
has few non-zero coefficients. Of particular importance are irreducible trinomials
and pentanomials since they allow to accomplish a reduction with simple shift
operations and polynomial additions (see [24] for further details).
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4 Tri-Field Multiplier

Recent research [36,20,2] has provided a number of so-called unified multipliers
that reuse elements of the datapath for different field types. They rely on multi-
field adder cells (e.g. dual-field adders) as basic building block. Most previous
work focussed on the unification of integers and binary polynomials. The first
unified multiplier for integers, binary and ternary polynomials was presented
by Öztürk et al. [33]. Multiplier designs making use of unified components are
efficient in terms of silicon area as the adder cells are reused for different types
of operands. We exploit the advantages of this approach and introduce a unified
multiply-accumulate (MAC) unit able to support our custom instruction set.

4.1 Redundant Signed Digit (RSD) Representation

The design of fast parallel multipliers relies on efficient arithmetic that restricts
the carry propagation in addition to a few positions. Previous work examined
the use of (3:2) counters or (4:2) compressors and carry-save representation. A
different approach is to use a signed representation. Instead of splitting the sum
of two numbers into carry and sum vectors, each number is split into a positive
and a negative part. This representation is called borrow-save [5] and follows the
relation

X =
n−1∑
i=0

xi · 2i =
n−1∑
i=0

(x+
i − x−i ) · 2i (2)

where X denotes an n-digit number with digit set {−1, 0, 1}. Such digit systems
were first studied by Avizienis [4] and are called redundant signed digit (RSD)
systems. This digit set gives an advantage over the two’s complement form as it
naturally handles signed numbers, which simplifies the design of a multiplier for
signed and unsigned integers. Furthermore, the RSD system allows a straight-
forward representation of the coefficients of ternary polynomials.

RSD addition of radix-2 numbers is performed in two steps whereby in each
step a carry can occur. Hence, the maximum carry propagation distance is re-
stricted to two digits, which facilitates efficient hardware implementation. Our
design of the RSD adder performs the addition of integers in the conventional
way following the rules of RSD arithmetic. The addition of binary polynomials
uses a different recoding to prevent carry propagation. Ternary polynomials, on
the other hand, are recoded after each step to ensure that the coefficients of the
result remain in F3.

4.2 Architecture of the Multiply-Accumulate Unit

Figure 1 shows the main components of our unified MAC unit. It consists of a
unified multiplier followed by a unified adder acting as accumulator. The MAC
unit is pipelined, and hence we need to store the result of the multiplier for
one cycle. Our design is scalable to any operand length and allows for different
trade-offs between silicon area and critical path delay. We explored two specific
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Fig. 1. Main components of the unified multiply-accumulate unit.

implementations of the MAC unit; the first contains a (32 × 16)-bit multiplier
and the second a smaller (32×8)-bit multiplier. These multipliers perform a full
(32× 32)-bit multiplication in two and four clock cycles, respectively.

Parallel multipliers can be implemented in from of an array structure or a
tree structure. Array multipliers feature high regularity and short interconnect
wires, while tree multipliers have a smaller critical path delay. When using RSD
representation, this trade-off can be crucial since a single RSD adder cell is more
complex than a conventional full adder. Due to negatively weighted inputs to
adders, common techniques developed for the summation of partial products are
difficult to apply in this setting. We implemented both the array and the tree
architecture to assess the resulting area and delay complexities.

As shown in Figure 1, the result of the multiplication is converted from RSD
to binary representation before it is buffered in the pipeline register, and then
converted back into RSD form. These conversions increase the critical path, but
reduce the silicon area since the binary representation requires only half of the
storage that would be needed for RSD representation. A typical standard-cell
implementation of the MAC unit has a delay between 12 and 22 ns, depending
on the architecture and size of the multiplier (see Section 6 for details). These
delays correspond to a maximum clock frequency between 45 and 83 MHz, which
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is reasonable for embedded devices like smart cards. Higher clock frequencies are
possible through the integration of additional pipeline registers.

5 Extended LEON-2 Processor

SPARC V8 [43] is a general-purpose RISC architecture with a 32-bit datapath
and a “windowed” register file containing an implementation-dependent number
of general-purpose registers (GPRs), of which 32 are visible to the programmer
at a time. Besides the GPRs, the SPARC V8 architecture also includes several
special-purpose registers like the multiply-divide register (%y) and a total of 31
ancillary state registers (%asr1 to %asr31).

The SPARC instruction set contains Delayed Control Transfer Instructions
(DCTI). In particular, branches and calls have an architectural delay slot of one
instruction, which means that the instruction immediately following a DCTI
is executed (unless the DCTI annuls it) before the control transfer to the target
address is completed. Arithmetic and logical instructions have a conventional
three-operand format with two source registers and a single destination register
[43]. Multiply instructions like smul and umul write the 32 least significant bits
of the product to a destination register and the 32 most significant bits to the
multiply-divide register (%y). The rdy instruction allows to transfer the content
of register %y to a GPR.

5.1 Main Characteristics of the LEON-2 Core

The LEON-2 processor [15] is a configurable and synthesizable VHDL implemen-
tation of the SPARC V8 instruction set. Originally developed by the European
Space Agency, the LEON-2 softcore is now maintained by Gaisler Research and
has found widespread use in system-on-chip (SOC) designs in recent years. The
LEON-2 VHDL model is highly configurable; various options like the number
of register windows, the size and organisation of caches, and performance/area
trade-offs for the integer multiplier can be defined through a single configuration
file. In addition, the LEON-2 core is extensible since the full VHDL source code
is available under the GNU LGPL license.

The LEON-2 pipeline can be configured to have either one or two load delay
cycles. We used a LEON-2 core with one load delay cycle as this configuration
allows to achieve better performance in FPGAs. The LEON-2 processor also
contains a hardware multiplier that can be configured to perform a (32×32)-bit
integer multiplication in either 35, 4, 2, or 1 clock cycles.

5.2 Custom Instructions

The extensions for pairing-based cryptography we propose in this paper include
a total of five custom instructions to accelerate arithmetic operations in prime
fields, binary fields, and ternary fields. Table 1 gives an overview of the instruc-
tions and summarises the operations they perform. The first two instructions
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Table 1. Custom instructions for pairing-based cryptography.

Format Description Operation

umac rs1, rs2 Unsigned Mul. and Acc. accu ← accu + rs1 × rs2

umac2 rs1, rs2 Unsigned Mul. and Acc. Twice accu ← accu + 2(rs1 × rs2 )

shacr rd Shift Accu Registers Right rd ← accu[31 : 0] ; accu ← accu � 32

gf2mac rs1, rs2 Binary Poly. Mul. and Acc. accu ← accu ⊕ rs1 ⊗ rs2

gf3mac rs1, rs2 Ternary Poly. Mul. and Acc. accu ← accu + rs1 × rs2

(umac and umac2) allow to speed up the inner loop operations of long integer
multiplication and squaring according to Comba’s algorithm. The instructions
gf2mac and gf3mac can be used to implement the multiplication of binary and
ternary polynomials, respectively.

The umac instruction performs a MAC operation on unsigned 32-bit integers.
More precisely, umac multiplies the content of two GPRs, treating both operands
as unsigned integers, and adds the 64-bit product to a cumulative sum stored in
the three registers %asr20, %y, and %asr18, subsequently called accu registers.
The cumulative sum is, in general, exceeding 64 bits in precision when several
64-bit products are summed up. Therefore, three 32-bit registers are needed
to accommodate the cumulative sum, whereby the 32 least significant bits are
stored in %asr18, the bits 32 through 63 in register %y, and the most significant
bits in %asr20, respectively. After adding the 64-bit product to the cumulative
sum, the result is written back to the accu registers (see Figure 2). The custom
instruction shacr allows to shift the cumulative sum held in the accu registers
32 bits to the right, whereby the least significant 32-bit word of the cumulative
sum (i.e. the content of %asr18) is written to a destination register rd.

Register File IU

rs1 rs2

MAC

%asr18
hi part lo partrd

%asr20 %y

Fig. 2. Datapath consisting of integer unit (IU) and MAC unit with accu registers.

We implemented a “pairing-friendly” MAC unit for the LEON-2 core con-
sisting of a (32× 16)-bit tree multiplier and a 72-bit accumulator. The 72-bit
accumulator guarantees that up to 256 double-precision (i.e. 64-bit) products can
be summed up without overflow or loss of precision, which is sufficient for cryp-
tographic applications. Besides the custom instructions shown in Table 1, the
MAC unit is also capable to execute the “native” SPARC multiply instructions
like umul and smul [23]. Therefore, the proposed extensions for pairing-based
cryptography can be easily integrated into the LEON-2 core by simply replacing
the integer multiplier with a MAC unit that provides the extra functionality. In
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addition to modifications of the LEON-2 core, we also adapted the tool-chain, in
particular the GNU assembler gas, to support the custom instructions.

A LEON-2 core equipped with a (32×16+72)-bit MAC unit executes the “na-
tive” SPARC V8 multiply instructions smul/umul in two clock cycles, whereby
higher part of the product is written to the %y register, while the lower part is
directed to a GPR in the register file. The custom instruction umac also has a
latency of two cycles, but places its result in the accu registers (and not in a
GPR), and therefore an independent instruction can be executed in the integer
unit during the second cycle of a umac instruction [23]. This parallel execution
is possible since the buses connecting the register file and the functional units
are not occupied during the second cycle of a umac instruction, similar to the
execution of the madd instruction in MIPS32 processors.

6 Experimental Results

We prototyped the extended LEON-2 processor on a Xess XSV800 board which
houses a Xilinx Virtex FPGA providing about 800k gates. The LEON-2 source
code contains scripts and configuration files for several FPGA boards, including
the XSV800. We used Xilinx XST 8.3 to perform the synthesis. As mentioned
in Section 4, we implemented several versions of the MAC unit with different
multiplier dimensions (32 × 16 bit, 32 × 8 bit) and structures (array, tree). In
order to assess area and delay of the different implementations, we synthesised
the MAC unit not only as part of the LEON-2, but also as stand-alone circuit
using a 0.35 µm standard cell library. The results of these synthesis runs are
summarised in Table 2. The gate equivalents were calculated taking a 2-NAND
gate from the same library as reference. This gate has an area of 55 µm2.

Table 2. Synthesis results of different implementations of the MAC unit.

MAC Type Silicon Area Delay Max. Frequency Latency

(32× 16)-array 16, 400 GE 22 ns 45 MHz 2 cycles

(32× 16)-tree 16, 200 GE 16 ns 62 MHz 2 cycles

(32× 8)-array 11, 900 GE 14 ns 71 MHz 4 cycles

(32× 8)-tree 12, 700 GE 12 ns 83 MHz 4 cycles

Besides area and delay, we also evaluated the performance gain due to the inte-
gration of the MAC unit and the custom instructions. Table 3 and 4 summarise
the execution times of arithmetic operations in Fp, F2m , and F3m when using
native SPARC instructions and the extended instruction set, respectively. Our
reference implementation (Table 3) is based on a ANSI C library for arithmetic
in Fp, F2m and F3m that was developed at the University of Bristol. It uses
Montgomery multiplication in Fp and features a number of Assembler macros
for performance-critical operations. The multiplication of binary polynomials is
performed via a recursive Karatsuba technique, while the polynomial squaring
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Table 3. Arithmetic performance (in clock cycles) of the SPARC V8 instruction set.

Field Arithmetic in F2n

Field Addition Multiplication Squaring

F2163 162 4,978 1,468

F2233 197 7,010 1,463

F2283 215 14,531 1,861

F2353 275 14,154 2,359

F2457 323 21,496 2,840

F2557 413 42,863 3,264

Field Arithmetic in F3m

Field Addition Multiplication Cubing

F379 96 8,992 1,360

F397 116 13,460 1,448

F3163 156 26,779 1,996

F3193 176 35,690 2,251

F3239 196 39,855 2,448

F3353 276 79,195 3,650

Field Arithmetic in Fp

Field Addition Multiplication Squaring

Fp, log2(p) = 160 69 1,183 1,183

Fp, log2(p) = 192 80 1,334 1,334

Fp, log2(p) = 224 92 1,618 1,618

Fp, log2(p) = 256 104 1,907 1,907

Fp, log2(p) = 384 152 3,866 3,866

Fp, log2(p) = 512 200 6,254 6,089

is done via table look-up. Ternary polynomials use a bit-sliced representation
where high and low parts of the coefficients are stored in separate vectors. Mul-
tiplication of ternary polynomials is also based on the Karatsuba approach and
cubing on the table look-up method. The addition of ternary polynomials is
realised in a straightforward way. We compiled the library using a GCC cross
compiler for the SPARC V8 architecture with optimisations enabled. All timings
shown in Table 3 were measured under warm cache conditions with help of the
built-in cycle counter (register %cycnt) of the modified LEON-2 core.

Table 4 shows the cycle counts of the arithmetic operations when using our
custom instructions described in Section 5. In short, the custom instructions
accelerate multiplication in F2m and F3m by a factor of (at least) 10 and 20, re-
spectively, while multiplication in Fp achieves a two-fold performance gain.

7 Conclusions

Considering the results from the previous section in the context of approximate
costs for pairing evaluation given in Appendix A, the value of ISE and our
tri-field MAC unit is clear. Specifically, for similar sized base fields outlined in
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Table 4. Arithmetic performance (in clock cycles) of the extended instruction set.

Field Arithmetic in F2n

Field Addition Multiplication Squaring

F2163 65 415 166

F2233 81 634 207

F2283 89 778 244

F2353 113 1,238 311

F2457 137 1,806 378

F2557 161 2,545 508

Field Arithmetic in F3m

Field Addition Multiplication Cubing

F379 65 422 475

F397 85 637 593

F3163 125 1,257 927

F3193 125 1,295 984

F3239 165 2,069 1,261

F3353 245 4,247 1,896

Field Arithmetic in Fp

Field Addition Multiplication Squaring

Fp, log2(p) = 160 68 498 498

Fp, log2(p) = 192 80 574 574

Fp, log2(p) = 224 92 759 759

Fp, log2(p) = 256 104 913 913

Fp, log2(p) = 384 152 1,883 1,883

Fp, log2(p) = 512 200 3,094 3,094

Section 2 (and ignoring issues of curve generation) we find that the number
of clock cycles required to evaluate a pairing in F2n is reduced from 6, 762, 354
to 646, 554, in F3n from 12, 061, 117 to 981, 984, and in Fp from 10, 788, 960 to
4, 541, 760. Clearly these are only estimates, but they equate to between a two
and twelve-fold saving depending on the field choice, a significant improvement
for such little overhead. Further, utilising the tri-field MAC greatly reduces the
cost ratio between F3n and other choices. Previously this parameterisation was at
least twice as slow as the selection of F2n , for example, with this gap widening for
larger n. However, with custom instructions and the integration of our tri-field
MAC unit, the two choices are roughly comparable in performance.

The advantages of this result are two-fold. Firstly, with only minor modifica-
tion to the processor datapath and ISA one can significantly improve the perfor-
mance of pairing evaluation. Unlike some dedicated hardware accelerators, this
improvement costs only a moderate size overhead and is useful in accelerating
operations within the pairing, at the protocol level and within vanilla ECC. Sec-
ondly, the acceleration of pairings over F3n , which were previously prohibitively
slow, allows a more free choice of parameterisation: if this is a good choice for
the application, it need not be restrictive in terms of performance.
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A The Cost of Pairing Evaluation

We are generally interested in algorithms for pairing evaluation from the per-
spective of operation count rather than rigorous mathematical definition; this
stems from our focus on implementation of arithmetic in Fq. As such, we lean
on other work to provide the most current, most efficient cost model. Let Af ,
Sf , Cf , Mf and If denote the cost of computing addition, squaring, cubing,
multiplication and inversion in some finite field f . We quote a given cost model
in terms of dominant operations; this typically means neglecting the cost of Af

for example, and concentrating on Mf and If . Thanks to efficient methods for
computing square roots [14] and cube roots [1] in F2m and F3m , respectively, we
estimate their cost to be equivalent to squaring/cubing in the same fields; this
makes sense given the usual opportunity to pre-compute square roots (resp. cube
roots) via repeated squaring (resp. cubing).

We do not allow for pre-computation based on fixed values of either input
to the pairing. Further, we are not concerned with compatibility, specifically we
assume that if one utilises the Eta or Ate pairings their output need not be
further powered to provide the same result as a comparable invocation of the
Tate pairing.

Eta Pairing in Characteristic 2. Following Barreto et al. [6], consider the
Eta pairing with source groups instantiated using the supersingular curve

E : y2 + y = x3 + x + b

over F2m where b ∈ {0, 1} and the embedding degree k = 4. One can construct a
tower of fields to form the required extension via F22m = F2m [α]/(α2−α+1) and

ftp://ftp.computing.dcu.ie/pub/resources/crypto/pairings.pdf
http://www.sparc.org/standards/V8.pdf
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F24m = F22m [β]/(β2−β−α). The distortion map Ψ(x, y) = (α2 +x, β +αx+y).
The cost of evaluating the Eta pairing can be approximated by

(7(m + 1)/2)MF2m + (4(m + 1)/2)SF2m

while the final powering costs roughly

36MF2m + IF24m .

Estimating IF24m ∼ 12MF3m , we get an overall cost of roughly

(3.5m + 51.5)MF2m + (2m + 2)SF2m .

For m = 233 this yields
867MF2m + 468SF2m .

Eta Pairing in Characteristic 3. Following Shirase et al. [41], consider the
Eta pairing with source groups instantiated using the supersingular curve

E : y2 = x3 − x + b

over F3m where b ∈ {−1,+1} and the embedding degree k = 6. One can construct
a tower of fields to form the required extension via F33m = F3m [ρ]/(ρ3 − ρ −
b) and F36m = F33m [σ]/(σ2 + 1). The distortion map Ψ(x, y) = (ρ − x, σy).
Shirase et al. [41][Table 2] show that evaluation of the Eta pairing with this
parameterisation can cost as little as

(7.5m + 68.5)MF3m + (8m + 8)CF3m + IF33m

where they estimate IF33m ∼ 15.73MF3m to get an overall cost of roughly

(7.5m + 84.23)MF3m + (8m + 8)CF3m .

For m = 97 this yields
811.73MF3m + 784CF3m .

Ate Pairing in Characteristic p. Using curve-specific optimisations, the Ate
pairing [26] redefines the bilinear map as

êl : E(Fp)× E(Fpk/2) → F∗pk

where E is the quadratic twist of an elliptic curve E defined over Fpk/2 . As such,
efficient arithmetic in Fpk/2 and Fpk is required, both underpinned by arithmetic
in Fp. Granger et al. [18] describe a range of options for arithmetic in different
instantiations of these fields; selection of log2(p) ∼ 256 and k = 6 implies Case
A of [18][Section 5] which estimates the cost of pairing evaluation to be

9120MFp
.
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