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Abstract: During the evaluation of Information Retrieval Algorithms, measurements are often 
made against a Gold Standard. Since the construction of such a Gold Standard requires 
considerable resources, a high validity and a high degree of reusability would be an advantage. 
From a scientific point of view, a high comparability between different Gold Standards would 
be advantageous, in order to enable the comparison of the results of different measurements. 
Unfortunately, the validity of such a standard can be negatively affected by many different 
factors and the reusability and comparability is often limited. In this article, we enumerate some 
problems, which can negatively affect the result. We show, by the creation of an annotated set 
of pathology reports, in which form these problems can emerge and how we have tried to 
minimize their influence. 
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1 Introduction and Motivation for Research 

The Recall, Precision and Fall-out measurements have proved useful in the 
evaluation of the tools and algorithms used for information retrieval [Holzinger et al., 
2007]. Essentially, they correspond to the yardsticks used by statistics: Sensitivity, 
positive predicative value and 1-specificity. One common method of accomplishing 
this is the measurement against a so-called Gold Standard [Darmoni et al., 2003]. 
Thus, this Gold Standard is a truth within the context of this evaluation.  

In medicine, truth is classically determined – when not clearly establishable 
through measurements – by the consensus of several specialists. This procedure is 
also applied, in a modified form, by the production of an annotated set of findings. 
Several selected persons annotate the selected documents. Should, thereby, deviations 
arise between the specialists’ decisions; there are several possibilities for solving 
these and arriving at a consensus.  

Usually, there is a further person, who makes the final decision, however there 
are also other methods, which can be used, such as the Delphi-method [Graham et al., 
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2003], average values [Michaelis et al., 1990], or the majority decision [Zhang et al., 
2006].  

The annotation procedure appears relatively simple and in publications there is 
usually only a short reference to the creation of the reference set, although a faulty 
reference set has the same influence on an evaluation as a badly calibrated measuring 
instrument on a physical measurement. In our study we investigated the possible 
sources of error and problems arising with the creation of a Gold Standard, and show 
how we can avoid these. 

2 Problems identified 

2.1 Problem: Badly or insufficiently specified questions 

All scientific work must begin with a hypothesis or the statement of a problem. When 
measuring the quality of the Information Retrieval, the measurement is naturally not 
the actual question but only a gauge of how far the actual goal – the (re-) procurement 
of the relevant information – was reached. The design of the evaluation should, 
therefore, be determined by the intended goal of the information retrieval. The 
selection of the annotation strategy, the catalogs and the range of the set to be 
annotated must be dependent on this. Since the designs differ in detail, according to 
the setting, it is usually not possible to use the same reference set for different 
questions without revision.  

The central aim of our project is to reduce the information overflow in electronic 
health records. Consequently, we are developing algorithms, which annotate reports 
with regard to the following characteristics for refining the pathologists’ search: 

 
a) Is it possible to conclude the presence of a neoplasm from this pathological 
report and/or 
b) Does the report contain a statement, which indicates an inflammation? 
 
During our project, we were faced in particular with the problem of whether to 

classify as relevant a pathological report, which contains a clear reference to an 
existing neoplasm but which either, makes no statement about a neoplasm or at least 
fails to mention one explicitly. 

Examples can be found in the area of tests (e.g.: HER-2-Test) carried out by 
existing neoplasm or by the explicit declaration of a connected neoplasm (e.g.: 
investigation of normal lymph nodes with known Mamma Carcinoma). With regard 
to a ranking of the relevance of a report, this question would be answered with a clear 
“Yes”; with regard to a collective structuring for further processing (e.g.: 
administrative statistics or Quality Management) with “No”. Naturally, in this case it 
is possible to increase the number of regarded attributes but the expenditure rises, 
lineally at the least, with each new question. We are of the opinion that a difference 
must be made between certain diagnoses (found/not found) and uncertain diagnoses. 
Since the organs involved represent also an important refinement criterion for 
pathologists’ report retrieval we also decided to realize an annotation of these organs. 
As a secondary goal, we examined our data set building algorithms for validity, 
whereby we accepted the possible necessity of a re-annotation and/or manual control.  
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2.2 Problem: Unsuitable Catalogue for Annotation 

In medicine, there are many schemas, with which it is possible to code medical issues 
and entities [Strang et al., 2002]. The Unified Medical Language System (UMLS) 
currently encompasses over 140 terminologies [Chen et al., 2007]. Nevertheless it is 
also thoroughly possible, and also often meaningful, to create an individual annotation 
system, particularly by adapting one of internationally usage. Therefore, choosing the 
correct one from this abundance of possibilities is not straightforward. The fitting 
system must at the least: 

a)  Be exact enough to be able to act as a clear reference for the question 
b)  Be simple enough for practically usage 
c)  Be unique with regard to the facts to be annotated  
d)  Be complete, in order to be able to annotate all relevant facts  
 
The following example from our project clarifies the form in which the above 

questions can appear in practice. For the primary question, a binary annotation of our 
reference set would actually have been sufficient. 

However, with regard to the secondary question, it was necessary to refine the 
statements in particular those referring to neoplasm. We decided, on the basis of 
neoplasm, for the topology and/or morphology axis of the ICD-O-3. However we 
thereby limited the neoplasm, which we could annotate, to those which were 
oncologically interesting. With regard to the granularity, we effected a compromise. 
We only required from our annotators the indication of an ICD-O group, not however 
the selection of a specific code. However, by an appropriate configuration of the user 
interface, we succeeded in receiving, the accurate ICD-O Morphology code as 
annotation. In order to make a clear allocation to a group possible, we had to suspend 
the hierarchical structure of the ICD-O, as they are specified, for example, in the area 
of the Hodgkin Lymphomas and Non-Hodgkin Lymphomas. Also, we did not 
explicitly require the indication of a four digit organ code but were satisfied with the 
three digit code. Both of these were a result of the circumstance that accurate codes 
cannot also be clearly derived retrospectively from the pathological text and increased 
granularity meant greater expenditure. With regard to the coding rules, we oriented 
ourselves to the instructions for coding available over the DIMDI (Deutsches Institut 
für Medizinische Dokumentation und Information), however, in some cases we 
deliberately deviated from it, especially if the coding rules recommend accumulative 
codes like C26[.8 ] digestive system – several parts overlapped. In order to minimize 
the sources of error, we also used the topology axis of the classification for the 
annotation with regard to the inflammations.  

 
In order to annotate the diagnostic certainty, we selected the appropriate codes 

from the SNOMED CT [Schulz et al., 2006]. However, practical preliminary tests 
soon showed that the values are not clearly interpretable with regard to the degree of 
certainty expressed (see table 1).  

In order to make a reproducible annotation of all documents possible, and to be 
able to differentiate between diagnoses found and not found respectively, it was 
necessary for a conclusion of neoplasm as well as for inflammation, to insert two 
further values in the axis diagnostic certainty - "not found" and "not mentioned". 
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2.3 Problem: Unsuitable Selection of Annotators 

Humans differ from each other and their sensory impressions influence both their 
behavior and their perception, in particular when these are embodied in their long-
term memory [Holzinger, 2002]. This statement appears trivial; however it is often 
not taken into account during annotation.  

Most studies, insofar as they indicate the context of the annotators at all, try to 
avoid this problem of different mental models by selecting annotators with 
comparable context. What is nearly always missing is the indication as to why this 
group of annotations was chosen. Usually the answer might be trivial, for example: 
“because they were the best that were obtained”, however, an exact definition of “the 
best” is not always possible. 

To take an example of an actual case, which arose during the annotation of a 
pathological report at our Institute:  

 
“Stomach mucosa of antrum type without substantial 
pathological changes. No appreciable inflammation. No 
helicobacter pylori provable”.  

 
The report was to be annotated, with regard to the presence of an inflammation.  

The following annotators with divergent prior knowledge annotate differently: 
 

a) A medical computer scientist with sound, predominantly theoretical, 
knowledge of coding in medicine and a basic knowledge of medicine:  
Without substantial pathological change → an insignificant change exists; no 
appreciable inflammation → there is an inflammation, but it is not significant → 
inflammation available – certain diagnosis. 

  
b) A pathologist  
Without substantial pathological change → thus only insignificant pathological 

change, thus practically no inflammation; no appreciable inflammation → no 
inflammation is still supported; no inflammation – certain diagnosis.  

 
c) Accounting personnel 
no considerable inflammation → there is a diagnosis with suspicion of tentative 

diagnosis of inflammation, also a test was made, this caused expenditure and the 
suspicion was not explicitly excluded → inflammation existent – uncertain diagnosis. 
 

The meaning of levels of conclusiveness or degrees of certainty in a diagnosis 
offers another example: 

 
We took the 7 codes for the indication of diagnostic certainty provided by 

SNOMED, and ask 14 different people; (physicians, computer scientists, 
biometricians). to sort the codes in descending order. We received 11 different lin- 
ups (lu).  
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Definite  (1) Consistent with (2) Equivocal (3)  Inprobable (4) 
Probable (5) Possible (6) Uncertain (7)  
lu1 lu2 lu3 lu4 lu5 lu6 lu7 lu8 lu9 lu10 lu11 
1 1 1 1 1 1 1 1 1 1 1 
2 2 2 2 2 2 3 3 3 3 4 
3 3 3 4 4 6 2 2 2 4 2 
4 4 5 3 3 5 4 4 4 2 3 
5 6 4 5 6 4 5 6 7 6 5 
6 5 7 7 5 3 7 5 5 5 7 
7 7 6 6 7 7 6 7 6 7 6 

Table 1: Diagnosis Certainty Look-ups  

Consequently, it makes sense to select end users with a similar background to 
annotate, since one would otherwise have to expect a degeneration of the inter-rater 
reliability. However, the fact that another group, with different background can also 
annotate just as reliably and congruently and nevertheless come to different results 
with "flexible" formulations, remains unheeded. The specification of strict annotation 
rules only appears to solve this problem, since these regulations were provided, in 
principle, by people who are shaped and influenced by their own background. We 
have tried to moderate this dilemma by allowing different groups (computer 
scientists; biometricians; medical students and physicians) to work together on 
defining the relatively strict annotation rules. 

2.4 Problem: Quality control of the Gold Standard  

A Gold Standard stands for the truth, in evaluations, however it must not necessarily 
be correct from a specialist point of view. Continuing from our example of the 2+1 
annotators; if the two primary annotators come to the same, nevertheless wrong result, 
the report is not submitted to the third annotator and is therefore adopted unchecked. 
An equally wrong result can arise when a characteristic attribute occurs very 
frequently or many findings are attribute-free and therefore high probability exists 
that inattentiveness can cause this annotation code to be falsely selected. Since Gold 
standards can also be incorrect, for other reasons, it is recommended to submit it to a 
quality control. 

The measurement of the inter-rater reliability provides a first measure for the 
quality of the annotation, in order to principally determine the measure of agreement. 

2.4.1 Problem: Relativity of Inter-rater Reliability Measure according to the 
Cohen's Kappa example 

The Inter-rater reliability states the measure of homogeneity of categorisation, 
between two or more Raters, in excess of the incidental congruency. Therefore, the 
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larger the coincidental agreement – the smaller, the Kappa value [Thompson and 
Walter, 1988].  

In order to determine these, there must be a valid model, which permits 
estimation of the size of the incidental conformity. If this rate of incidental conformity 
is not known, the usual measure of Inter-rater reliability cannot be used, even when 
there are approaches for other methods [Hripcsak and Rothschild, 2005].  

The size of the inter-rater reliability gives some indication of how high the 
reliability of the rater is, but does not indicate how large the actual match is or how 
correct the annotation is. One reason why it does not represent a measure of the actual 
identicalness is that also statistic methods have restrictions. The readily used Kappa 
coefficient [Cohen, 1968], for example, is encumbered with a number of problems, 
which make a comparison between the Kappa values of the individual studies 
difficult. On the one hand, the value of Kappa depends on the distribution of the non-
identical values [Feinstein and Cicchetti, 1990], on the other hand, also it also 
depends on the prevalence of the characteristic. Example of the dependence on the 
prevalence of the characteristic: Pathology reports are to be annotated with regard to 
the tumor dignity of possible existing neoplasms. When the annotations are 
distributed as in the following table we receive a Kappa of 0.800: 

 
dignity benign in 

situ 
malign metastasis without 

neoplasm 
total result 

benign 14 1 1 1 1 18 
in situ 1 2 1 1 1 6 
malign 1 1 31  1 34 

metastasis 1 1  1  2 
without 

neoplasm 
1 1 1  61 64 

total result 18 6 34 3 64 125 

Table 2: Example Kappa 0.800 

However, when most pathology reports contain no neoplasm, which means that 
the incidental congruency has a clear maximum in one place, the Kappa value in the 
example below is drastically reduced to 0.574. Although the rater agreed just as often, 
and the number of non-identically annotated reports, to be examined by the 3rd 
annotator remained the same, the result was a fundamentally different reliability. 

In our case, we made direct comparisons of equality and made certain that each 
deviating error was accomplished either due to single usage of the Delphi-method or, 
in case that failed, an annotation by a third specialist lead to clarification. To our third 
specialist it was also recommended to secure his judgment, where possible, by 
references and afterwards replied to the questions of the other annotators. This 
occasionally led to a change of the annotation and, by indicating references, to a 
higher level of comprehension. Unfortunately however, it also led to a rise in the 
expenditure of time. 
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dignity benign in 

situ 
malign metastasis without 

neoplasm 
total result 

benign 2 1 1 1 1 6 
in situ 1 2 1 1 1 6 
malign 1 1 2  1 5 

metastasis 1 1  2  3 
without 

neoplasm 
1 1 1  101 104 

total result 6 6 5 4 104 125 

Table 3: Example Kappa 0.574 

2.4.2 Problem: Examination of conforming false annotations   

When the above mentioned primary annotators came to the same incorrect result, then 
the annotation was adopted in the standard. One possibility of reducing the probability 
of this error would be to increase the number of primary annotators. However, this 
only lowers the rate of coincidental errors, not the systematic errors. Another method 
would be to submit ALL reports to the third specialist for examination. This can 
reveal both systematic and coincidental errors. Both methods together are responsible 
for the increase in personnel expenditure for the annotation, examination and co-
ordination.  

The systematic errors can be decreased by exact annotation rules. A disadvantage 
of this method is, however, the necessity of determining rules in advance, which must 
be medically well-founded, and which essentially cover the range to be annotated. 
Unfortunately, it is not easy to find such rules in medical science.  

When it is possible to develop such rules, at least for a sub-division of the field, 
then it becomes possible to design a computer program that makes a parallel 
annotation possible and thus to effect a further annotation, which is free of the results 
of inattentiveness, fatigue and variable interpretation. However, this program must be 
designed by people other than the developers of the program to be tested, in order to 
prevent the algorithm being tested from reproducing the annotations, rather than using 
the fundamental hypotheses und techniques. Unfortunately, this method also clearly 
increases the expenditure of time and personnel. We tested this approach, and had 
good results. Due to our good inter-rater reliability, we found non systematic errors, 
probably caused by fatigue or inattentiveness. 

3 Conclusion and Future Outlook 

We observed various difficulties and factors of influence on the validity and 
reusability of a Gold Standard. It appeared necessary to indicate at least the 
benchmark data of the factors of influence mentioned above, in order to enable the 
reader to compare the results of the evaluation with others. This does not by any 
means claim to provide a complete list of all influencing factors; such as the 
necessary size of the random sample or how the sample is chosen. Both these factors 
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of influence are of crucial importance for the extrapolation of the results of the total. 
With the increasing size of data collections, they already represent a problem, due to 
the necessarily increasing sample size or the unknown total volume and composition 
(e.g.: WWW). Generally, we discovered that the effort to achieve higher quality is 
always connected to higher expenditure and thus to higher costs. It therefore appeared 
meaningful, to reuse such reference sets in the future, including spanning groups of 
researchers, in order to lower the costs per evaluation for a well documented Gold 
Standard to an extent, thereby permitting the evaluation of ever larger amounts of 
data. However, much further research is necessary within this area. 
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