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Abstract. The Advanced Encryption Standard (AES) specifies an al-
gorithm for a symmetric-key cryptosystem that has already found wide
adoption in security applications. A substantial part of the AES algo-
rithm are the MixColumns and InvMixColumns operations, which in-
volve multiplications in the binary extension field GF(28). Recently pro-
posed instruction set extensions for elliptic curve cryptography (ECC)
include custom instructions for the multiplication of binary polynomi-
als. In the present paper we analyze how well these custom instructions
are suited to accelerate a software implementation of the AES. We used
the SPARC V8-compatible LEON-2 processor with ECC extensions for
verification and to obtain realistic timing results. Taking the fastest im-
plementation for 32-bit processors as reference, we were able to achieve
speedups of up to 25% for encryption and nearly 20% for decryption.

Keywords: Advanced Encryption Standard, Rijndael, 32-bit implemen-
tation, software acceleration, instruction set extensions.

1 Introduction

A lot of research has been conducted towards the efficient implementation of
AES in both hardware and software. There exists a considerable literature about
hardware architectures for AES, which target a wide spectrum of platforms
ranging from high-end servers [11] to smart cards [10] and RFID tags [4].

Even highly optimized software implementations of the AES are, in general,
orders of magnitude slower than dedicated hardware solutions. This is partly due
to the fact that secret-key cryptosystems (and also some public-key systems)
have to carry out operations which are not very well supported by general-
purpose processors. An example for such operations are multiplications in the
binary extension field GF(28), which are used in some modern block ciphers like
the AES or Twofish. General-purpose processors do not provide an instruction
for the multiplication of binary polynomials, and therefore this operation must
be “emulated” using Shift and XOR instructions.

A recent trend in embedded processor design is to extend a general-purpose
instruction set architecture (ISA) by special instructions for performance-critical
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operations. The concept of instruction set extensions, which may be considered
as a hardware/software co-design approach, can significantly improve the per-
formance of certain applications, e.g. secret-key or public-key cryptosystems. In
general, such extensions allow to achieve much better performance compared to
a “conventional” software implementation, but require less silicon area than a
dedicated hardware solution like a cryptographic co-processor [7,9]. One possi-
ble application that could make use of ECC instruction set extensions are secure
sensor nodes which authenticate connections and exchange session keys with
ECC mechanisms and perform secure data transfer using AES encryption.

In this paper we analyze a typical AES software implementation to show
that the MixColumns and InvMixColumns transformations can be optimized
with instruction set extensions. We try to estimate the achievable performance
gain for two implementation strategies of AES and present timing figures for an
extended version of the SPARC V8 LEON-2 embedded processor [5,8].

The rest of the paper is organized as follows. In Section 2 we consider im-
plementation options of AES for 32-bit processors. Section 3 shows how ECC
instruction set extensions can be employed to accelerate AES. We also try to
estimate the number of instructions for important parts of MixColumns and
InvMixColumns in this section. In Section 4 we present the timing measure-
ments on the LEON-2 processor implemented on an FPGA prototyping board.
In Section 5 conclusions are drawn and a short outlook on future work is given.

2 AES Implementations on 32-bit Processors

The AES transforms the input data in a number of rounds, where each round
consists of four individual transformations. For encryption these transformations
are SubBytes, ShiftRows, MixColumns and AddRoundKey. Decryption uses the
inverse of these functions, where AddRoundKey is its own inverse. The order of
functions for a decryption round is InvShiftRows, InvSubBytes, AddRoundKey
and InvMixColumns. The final round of both encryption and decryption dif-
fers in that it has no MixColumns and InvMixColumns, respectively. An initial
AddRoundKey is done at the start of both encryption and decryption.

The 128 bits of the input are grouped into 16 bytes which are logically ar-
ranged in a 4×4 matrix. SubBytes and InvSubBytes substitute each byte of the
state individually using a non-linear function. ShiftRows and its inverse perform
a bytewise rotation of the rows of the state matrix. MixColumns and InvMix-
Columns calculate new state columns, where each byte completely depends on
the respective old column. Finally, the AddRoundKey operation is a bitwise
XOR of the current state and the current round key, which is derived from the
cipher key in an operation called the key expansion. For more details on the
AES transformations refer to the NIST specification [12].

The first four bytes of the input to AES constitute the first column of the state
matrix, the next four bytes the second column, and so on. On 32-bit platforms it
is therefore a common choice to hold the four columns of the state in four 32-bit
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words. The AES implementation of Brian Gladman [6], which we have used as
reference, is a good example of such a column-oriented implementation.

On 32-bit platforms most of the AES operations can be implemented with
table lookups [3]. One or four tables with 256 32-bit entries, i.e. 1 kB per table,
can be used. Different tables are required for encryption and decryption so that
the total size of the lookup tables can be up to 8 kB. Depending on the accept-
able code size, these tables can be static or generated at runtime. However, our
experience shows that table lookup does not necessarily deliver the best per-
formance. Especially on systems with slow memory and no or minimal cache, it
can be faster to calculate the AES round transformations directly. Cryptographic
instruction set extensions are mainly designed for use in embedded processors.
Embedded systems are limited in size of working memory, memory access latency
and also maximal power consumption. A table lookup implementation of AES
for such a system therefore puts a strain on working memory and its performance
will depend primarily on the memory access time.

A software AES implementation requires at least a lookup table of 256 bytes
for SubBytes and InvSubBytes, respectively. The other AES round transforma-
tions can be done without lookups. SubBytes and InvSubBytes can be combined
with ShiftRows and InvShiftRows, respectively, if the bytes are arranged accord-
ingly after substitution. This is possible because SubBytes and ShiftRows and
their inverses are consecutive operations and their order of execution can be
switched arbitrarily. The combination delivers the shifting of the rows at no
additional cost. As almost all microprocessors offer bitwise XOR instructions,
AddRoundKey can be implemented very efficiently. The MixColumns and Inv-
MixColumns operations interpret the state bytes and state columns as elements
of finite fields and require operations which are normally not supported by com-
mon microprocessors. These finite field operations must instead be done with
logical and integer instructions. Therefore, a considerable part of AES is spent
on calculating the MixColumns and InvMixColumns operations.

Bertoni et al. [1] have presented a more effective method of calculating Mix-
Columns and InvMixColumns by operating on the rows of the state matrix
instead of the columns. Although this strategy requires a transposition of the
state matrix at the beginning and end of AES, a transposition of the cipher key
and a more complex key expansion, the whole AES operation is commonly faster
than a column-oriented implementation. The performance gains are especially
significant for decryption, because InvMixColumns is much easier to calculate
with the rows of the state than with the columns. The algorithms for calculating
MixColumns and InvMixColumns using the state columns and state rows, as well
as possible optimizations using ECC instruction set extensions, will be discussed
in the next section.

3 Optimizing AES using Instruction Set Extensions

MixColumns and InvMixColumns require addition and multiplication of ele-
ments of the binary extension field GF(28) and of polynomials over GF(28). Ad-
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dition in GF(28) is defined as a bitwise XOR. Multiplication in GF(28) can be
seen as multiplication of binary polynomials (i.e. coefficients mod 2), followed
by a reduction with an irreducible polynomial. Arithmetic with polynomials
over GF(28) follows the conventional rules for polynomials, using addition and
multiplication in GF(28) for the coefficients. More details on the mathematical
background can be found in the original Rijndael specification [3].

For our work we have used three of the instructions described in [7] for the
MIPS32 architecture. Table 1 lists the instruction names for SPARC and MIPS32
(as given in [7]) with a short description. In this paper we will use the SPARC
names. All three instructions work on a dedicated accumulator whose size must
be at least twice the word size, i.e. at least 64 bits in our case.

Table 1. The employed ECC instruction set extension

SPARC MIPS32 Description

gf2mul mulgf2 Multiply two binary polynomials

gf2mac maddgf2 Same as gf2mul with addition to accumulator

shacr sha Shift lowest word out of accumulator

The instructions gf2mul and gf2mac interpret the two operands as binary
polynomials, multiply them and put the result in the accumulator. They differ
in that gf2mul overwrites the previous accumulator value while gf2mac adds the
polynomial product to it. The shacr instruction writes the lowest word of the
accumulator to a given destination register and shifts the accumulator value 32
bits to the right. All timing estimations presented in this paper are based on the
following properties of the SPARC V8 architecture:

– No rotate instruction (rotate must be done with two shifts and an OR/XOR).
– Setting a constant value (> 13 bits) in a register takes 2 instructions.
– There are enough free registers to hold up to three constants throughout

calculation of MixColumns or InvMixColumns.

3.1 Column-oriented Implementation

For MixColumns and InvMixColumns, each new column can be calculated sepa-
rately from the old column. This property is used if the state is held in four 32-bit
words corresponding to its columns. The following code performs MixColumns
for a state column contained in the variable column without using extensions.

1 byte double, triple;

2 double = GFDOUBLE(column);

3 triple = double ^ column;

4 column = double ^ ROTL(triple,8) ^ ROTL(column,16) ^ ROTL(column,24);

MixColumns for a single state column (conventional)
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The function GFDOUBLE interprets the four bytes of column as four elements
of GF(28) and doubles them individually. The function ROTL rotates the word to
the left by the given number of bits. The basic idea behind the code is that each
byte of the resulting column consists of a weighed summation of the four bytes
of the old column. The multiplication with the constant factors is done for four
bytes each in line 2 and 3 and the bytes are rotated into the correct positions and
summed up in line 5. GFDOUBLE takes about 10 instructions, which will be shown
in Section 3.2 in more detail. ROTL takes between one and three instructions
depending on whether the processor offers a dedicated rotate instruction. We
will consider ROTL to take three instructions in the following. The calculation
of a single column in MixColumns therefore takes about 23 instructions for one
GFDOUBLE, three ROTL and four XOR.

Using the ECC instruction set extensions it is possible to calculate a column
much faster. This can be done using the three instructions described in Table 1.
We use the original definition of MixColumns, which is a multiplication of two
polynomials of degree 3 with coefficients in GF(28) [3]. Hereby the column makes
up the first polynomial, while the second polynomial is constant. The following
code calculates MixColumns for a single column.

1 word mask, low_word, high_word;

2 mask = column & 0x80808080; // MSBs (s0 s1 s2 s3)

3 mask = mask >> 7; // logical shift right

4 GF2MUL(column, 0x01010302); // Polynomial multiplicaton

5 GF2MAC(mask, 0x00011a1b); // GF(2^8) coefficient reduction

6 SHACR(low_word); // Degrees 0-3 of polynomial

7 SHACR(high_word); // Degrees 4-6 (== 0-2) of polynomial

8 column = low_word ^ high_word; // Polynomial reduction mod (x^4 + 1)

MixColumns for a single state column (using extensions)

Using the instruction set extensions the functions GF2MUL, GF2MAC and SHACR
can be done with the corresponding processor instructions. The main idea be-
hind this code is illustrated in Figure 1. There are three phases in the whole
calculation: Polynomial multiplication, coefficient reduction and polynomial re-
duction. Line 4 performs the multiplication of the column with the constant
polynomial x3 + x2 + 03x1 + 02. Note that as the bytes of the column represent
the polynomial coefficients with ascending degree (i.e. the byte at the word’s
most significant position is the coefficient of x0) [3], the coefficients of the con-
stant polynomial have been rearranged accordingly to arrive at a product with
ascending coefficient degree. The polynomial multiplication puts the first block
of coefficients in Figure 1 in the accumulator.

The coefficients si, which have been multiplied with the value 03 or 02, may
no longer be elements of GF(28). More specifically, 3si or 2si are no elements of
GF(28) if the most significant bit (MSB) of si is 1. Such values are called residue
values and they can be reduced to an element of GF(28) by adding the reduction
polynomial of the finite field, which is x8 +x4 +x3 +x+1 (0x11b) in the case of
AES. To get an element of GF(28) we need to add a reduction value ri for each



670 S. Tillich, J. Großschädl
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Fig. 1. Polynomial multiplication and reduction to yield a column in MixColumns

coefficient 3si and 2si, which has value 0x11b if MSB(si) is 1 and 0 if MSB(si) is
0. In Figure 1 the reduction values are shown in the middle with corresponding
coefficients and reduction values marked in the same grey tone. After adding the
reduction values to the result of the polynomial multiplication, all coefficients
are reduced to elements of GF(28). In order to calculate the reduction values we
extract the corresponding MSBs (line 2 and 3) of the coefficients si and multiply
them with the value 0x00011a1b (line 5), which is the sum of 0x11b aligned to
the two lower bytes of the word. In line 5, the reduction values are also added
to the previous multiplication result in the accumulator.

In line 6 and 7, the polynomial is read into two variables and in line 8
the reduction of the polynomial is performed. Due to the special nature of the
reduction polynomial x4 +1, the coefficients for degrees 4 to 6 must be added to
the coefficients of degree 0 to 2, respectively. This is easily done by an XOR of the
low and the high word of the accumulator. The calculation of a single column for
MixColumns requires 13 instructions. This includes the generation of the three
constant values which are used in the process (0x80808080, 0x01010302 and
0x00011a1b). But these values need only be generated once per MixColumns, so
that in average it takes about 9 instructions to calculate a single column.

The optimizations for InvMixColumns work in a similar fashion, with the
exception that the reduction values are generated with an additional GF2MUL
operation by performing the polynomial multiplication with the highest three
bits of each coefficient alone. It takes approximately 16 instructions to calculate
one column, which is much faster than the conventional approach.



Accelerating AES using Instruction Set Extensions for ECC 671

3.2 Row-oriented Implementation

In a row-oriented AES implementation [1] the MixColumns and InvMixColumns
operations are calculated for the whole state altogether. The strength of this
method lies in the possibility to reuse intermediate results for all four columns
of the state. This advantage is especially significant in the relatively complex
InvMixColumns operation. The conventional row-oriented MixColumns uses 4
GFDOUBLE operations, while InvMixColumns requires 7. This code shows a con-
ventional implementation of GFDOUBLE for the value in poly.

1 word mask;

2 mask = poly & 0x80808080;

3 mask = mask >> 7;

4 mask = mask * 0x1b // reduction mask

5 poly = (poly & 0x7f7f7f7f) << 1;

6 poly = poly ^ mask;

GFDOUBLE for row-wise MixColumns/InvMixColumns (conventional)

Here the reduction information is extracted from poly in lines 2 to 4. After
the actual doubling in line 5, the reduction is performed (line 6). This version
of GFDOUBLE takes 10 instructions, but the reuse of the bitmasks in consecutive
GFDOUBLE leads to a lower instruction count. There are four consecutive doublings
in both MixColumns and InvMixColumns, which can be done in an average of 7
instructions each. Using the GF2MUL, GF2MAC and SHACR instructions, GFDOUBLE
can be done slightly faster than with conventional instructions. An optimized
GFDOUBLE is shown in the following.

1 word mask;

2 mask = poly & 0x80808080;

3 mask = mask >> 7; // reduction mask

4 GF2MUL(poly, 0x2);

5 GF2MAC(mask, 0x11b); // GF(2^8) coefficient reduction

6 SHACR(poly);

GFDOUBLE for row-wise MixColumns/InvMixColumns (using extensions)

The reduction information is extracted in a similar manner, but doubling
and reduction are done with GF2MUL and GF2MAC, respectively. The optimized
version takes about 7 instructions. When reusing the bitmask in four consecutive
doublings, the average instruction count goes down to approximately 6.

4 Practical Results

We have used a version of the SPARC V8-compatible LEON-2 processor [5]
which includes the instructions described in Table 1 developed in course of the
ISEC project [8]. The processor has been implemented on the GR-PCI-XC2V



672 S. Tillich, J. Großschädl

FPGA board from Gaisler Research and features a (32×16)-bit integer/poly-
nomial multiplier with a 72-bit accumulator (including 8 guard bits for integer
multiply-accumulate). A gf2mul instruction executes in three cycles, while a
gf2mac instruction takes one cycle1, provided that the next instruction does
not depend on its result. The shacr instruction always finishes in one cycle.
To estimate the hardware cost of the extensions, we have compared the syn-
thesis results of a “conventional” LEON-2 with a (32×16)-bit integer multiplier
and one with the ECC extensions as described in [7]. The extended version re-
quires about 3.5% more gates than the reference version, whereby the added
functionality encompasses not only all the extensions from [7], but also a signed
multiply-accumulate instruction. Unfortunately, the LEON-2 does not offer a
configuration with a (32×16)-bit multiply-accumulate unit, so the sole cost of
the instructions for binary polynomials cannot be determined easily.

We have made tests with Gladman’s AES code using it both as reference as
well as an instance of a column-oriented implementation. However, Gladman’s
code only allows to optimize the calculation of a single column and not the
whole MixColumns operation. Therefore, we have implemented our own ver-
sion of a column-oriented AES, which can be better optimized. Furthermore, we
have implemented a row-oriented AES. Our column- and row-oriented versions
are written in C and support both encryption and decryption for a precom-
puted key schedule and also for on-the-fly key expansion. Moreover, all versions
feature a conventional and an optimized implementation of MixColumns and
InvMixColumns using the ECC instruction set extensions.

Timing measurements have been done using the integrated cycle counter of
the extended LEON-2. The code which performs the measurements has been
derived from Gladman’s code. In order to get a fair comparison of the different
implementation options, we have used a LEON-2 processor with a very large
instruction and data cache (4 sets with 16 kB each, organized in lines of 8 words).
This was done to get rid of cache effects with one-way associative caches, where
the performance of different implementations depended on the actual memory
addresses of their stack variables. The results therefore reflect performance in a
environment with fast memory access or with “perfect” cache.

4.1 Precomputed Key Schedule

Table 2 lists the timing results for AES-128 encryption and decryption when
using a precomputed key schedule. The time for doing the key expansion is also
stated. The speedup is calculated between the best conventional implementa-
tion and the best optimized implementation. The row-oriented AES is best for
both conventional encryption and decryption. For the optimized variants, the
column-oriented implementation is best for encryption, while the performance
for decryption is nearly identical for the column- and row-oriented versions.

1 This is possible because the LEON-2 processor allows to execute other instructions
in parallel to a gf2mac instruction (similar to MIPS32 processors [7]).
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Table 2. Execution times of AES-128 encryption, decryption and key expansion in
clock cycles

Key expansion Encryption Decryption

Gladman NOTABLES 522 1,860 3,125
Gladman NOTABLES optimized 522 1,755 1,906
Column-oriented 497 1,672 2,962
Column-oriented optimized 497 1,257 1,576
Row-oriented 738 1,636 1,954
Row-oriented optimized 738 1,502 1,567

Speedup 23.1% 19.8%

Table 3. Execution times of AES-128 encryption and decryption with on-the-fly key
expansion in clock cycles

Encryption Decryption

Column-oriented 2,254 3,357
Column-oriented optimized 1,674 2,018
Row-oriented 2,328 2,433
Row-oriented optimized 2,230 2,176

Speedup 25.7% 17.0%

4.2 On-the-fly Key Expansion

The timing results in Table 3 refer to AES-128 encryption and decryption with
on-the-fly key expansion. As Gladman’s code does not support this mode, only
the results for our column- and row-oriented versions are stated. Note that the
last roundkey is supplied to the decryption routine, so that it does not have to
do the whole key expansion at the beginning.

For conventional encryption, the column-oriented AES is slightly better,
while for decryption, the row-oriented version is fastest. For the versions which
use the ECC extensions, the column-oriented AES is better for both encryption
and decryption. The speedup is again calculated considering the best conven-
tional and optimized version.

4.3 Code Size and Side-channel Attacks

The code size for the implementations ranges between 2.5 and 3.5 kB, where
the optimized variants are always smaller than the non-optimized ones. Note,
however, that the implementations have been optimized for speed and not for
code size. Savings through optimizations go up to 15% (column-wise decryption
with precomputed key schedule).

The susceptibility to side-channel attacks is not changed through the use
of the instruction set extensions. It is therefore necessary to integrate counter-
measures into a system which calculates AES using the presented methods, if
resistance against side-channel attacks is required. However, a detailed treat-
ment of countermeasures against side-channel attacks is outside the scope of
this paper. We refer the interested reader to the relevant literature on this topic,
ranging from secure logic styles [14] to masking schemes [2,13].
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5 Conclusions and Future Work

In this work we have demonstrated how to use instruction set extensions origi-
nally designed for elliptic curve cryptography to accelerate software implementa-
tions of the AES. Although not specifically designed for that purpose, the use of
the three instructions gf2mul, gf2mac and shacr allows performance gains of up
to 25%. This speedup can be considered as “free” on processors which already
feature these instructions. Generally, the column-oriented AES implementations
can be optimized very well with the instruction set extensions.

As future work we will investigate the potential of dedicated instructions for
AES. A possible instruction could interpret the four bytes in a 32-bit word as
elements of GF(28) and perform multiplication and reduction in one step. Such
an instruction would be very useful for InvMixColumns.
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