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Abstract

Digital computing devices continue to be increasingly dispersed within our ev-
eryday environments. Computers are “embedded” into everyday appliances in
order to serve predominantly one of two purposes: Either take over the func-
tionality of analog electronic components or enable new services in their own
right. While such digital computing capabilities are arguably a key enabler
for exciting new applications, the potential hazards should not be overlooked.
Problems which exist in the much more familiar domain of desktop computing
(e.g., development of correct software) are now introduced into these new fields.
At the same time, embedded computers also face new challenges, e.g., severe
restrictions of resources like computing power, memory, and energy.

One of the more pressing problems of embedded computing is the provision of
adequate security mechanisms. While there are some robust solutions available
for the desktop domain, resource restrictions often prevent their direct applica-
tion for embedded devices. The basic problem is constituted by the fact that
modern cryptographic algorithms still present a significant overhead for such
constrained systems.

As most embedded processors will be charged with the execution of cryp-
tographic algorithms, it is worthwhile to revisit these processors’ capabilities in
this regard and to consider the benefits of “tweaking” their functionality towards
these specific workloads. The main vehicle for such a tweaking is the addition
of custom instructions into the default instruction set architecture of the pro-
cessor. Such instruction set extensions have been highly successful in areas like
multimedia and digital signal processing. In this thesis we examine instruction
set extensions for cryptography, with a special focus on secret-key algorithms.

Three main goals are pursued within this thesis. The first goal is the investi-
gation of potential new instructions (design space exploration) and the proposal
of worthwhile candidates. The second goal is concerned with the efficient imple-
mentation of the proposed instructions and the evaluation of their effectiveness
in a realistic setup. This activity has lead to the creation of the LEON2-CIS
embedded processor, which is a variant of the SPARC V8-compatible LEON2
processor and which incorporates all of the instructions which we propose in this
thesis. The LEON2-CIS is available under the GNU LGPL in order to document
our efforts and to provide a basis for further research. The third goal of this
thesis is concerned with strategies for securing embedded processors against the
threat of implementation attacks (most importantly side channel attacks).

This thesis collects our research work from the last years, most of which has
already been disseminated through academic publication. The publications have
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been put into a coherent form and have been complemented with new material.
In addition to documenting our work, we have strived to provide references to
relevant publications by research groups dealing with related topics.
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Notation

Throughout this thesis, we make a distinction between operations (functions)
and instructions. Operations are more general, e.g., the multiplication of two
binary polynomials, and they are written in capital letters, e.g., GF2MUL. In-
structions realize operations (or parts thereof) for a specific processor architec-
ture. Instruction mnemonics are written in lower-case non-proportional font,
e.g., sbox4s. Instruction operands have the same format, e.g., rs1.

Whenever new instructions are defined for a specific processor architecture,
we follow the respective notation conventions for that architecture. For the
SPARC V8 architecture, typical instructions have the following form:

sbox4s rs1, rs2, rd

The two source registers rs1 and rs2 are specified first, followed by the
destination register rd. Instructions for the AVR architecture are written in this
form:

aessbox Rd, Rr

Here, the destination register Rd is specified first, followed by the first source
register Rr (Note that the destination register also acts as second source regis-
ter.).

The finite field notations GF(q) and Fq are used interchangeably. Constants
in the binary extension field GF(28) are written as two uppercase hexadecimal
digits, e.g., 0E, where the most significant bit of the byte value corresponds to
the coefficients of the highest power in the polynomial representation, i.e., x7.
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1
Introduction

This chapter gives a motivation of the research work of this thesis by describ-
ing the imminent security challenges faced by embedded computing devices in
Sections 1.1 and 1.2. Cryptography is identified as a key enabler for security
in Section 1.3. The challenges of implementing cryptography on constrained
devices are outlined in Section 1.4. The approach of instruction set extensions
is introduced as an attractive solution to the implementation problem in Sec-
tion 1.5. This section also contains a brief outline of some important research
work in this field and a summary of our contributions and research methodology.
Section 1.6 tries to give a fairly complete overview of the research towards ex-
tensions for public-key cryptography. For secret-key cryptography, the overview
is distributed amongst the following two sections, where Section 1.7 treats the
work of other research groups, while Section 1.8 is concerned specifically with our
contributions and results. In Section 1.9, the structure of the thesis is outlined.

1.1 The Future of Computing

About a decade ago, the term ubiquitous computing arose as a buzzword to
describe the next model of human-computer interaction beyond the desktop
paradigm. The future environment is envisioned to be filled with objects capable
of information processing and interaction. Heterogeneous devices embedded in
everyday objects will contribute to a concerted effort in order to provide specific
services for humans. Some services will require explicit human interaction in
some form or another, while other services will remain completely hidden from
the beneficiaries.

One of the main enablers of this new computing paradigm is undoubtedly the
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continuing advancement of the manufacturing techniques of integrated circuits.
Postulated in the mid-60s, Moore’s law [177]—which predicts a doubling of max-
imal transistor number per integrated circuit every two years—has up to now
largely held up to the test of time. It is not certain how long the current pace of
development can be sustained. In 2005, Gordon Moore himself predicted his law
to be able to uphold for another 10 to 20 years, before the fundamental barrier
(i.e., the size of atoms) would be reached [63]. Industry roadmaps [137] and
upcoming technological advances (e.g., multigate devices [204]) support Moore’s
view. However, whether it will be possible to transfer the momentum over to a
new technology remains an open question.

The increase in integration density has been supported by advances in Elec-
tronic Design Automation (EDA). Modern EDA tools allow for the creation of
increasingly complex designs, e.g., heterogeneous multi-core processors like the
Cell processor [122], while modern Integrated Circuit (IC) production technology
affords for transistor counts well above one billion per chip [222]. As a conse-
quence, even smaller devices like PDAs and cell phones can now be equipped
with complex digital processing capabilities.

Of the billions of processors produced today, only a tiny fraction is used
in conventional general-purpose computers like PCs [22]. The vast majority is
built into so-called embedded systems, which are designed to serve a special pur-
pose. Embedded systems are found in many modern everyday appliances like
wristwatches, bike tachometers, toothbrushes, TVs, PDAs, cell phones, etc. Em-
bedded systems are also at the heart of critical equipment like medical diagnosis
and treatment devices or flight control systems.

One of the challenges for modern embedded system design lies with the im-
plementation of whole digital systems and networks of such systems on a single
chip. These design paradigms are commonly denoted as System on Chip and
Network on Chip. The development and adoption of new communication stan-
dards for low-cost devices continues to allow for improved networking capabilities
of embedded systems.

Exciting new application domains have arisen as a consequence of the afore-
mentioned technological advances. One example is the domain of Radio-Frequen-
cy Identification (RFID). The principal idea is to facilitate the identification of
objects by attaching simple electronic devices which can deliver an ID over a
wireless connection. Originally intended as a replacement for the barcode, the
growing capabilities of modern RFID tags have enabled many new applications
beyond simple identification.

Another example is the field of Wireless Sensor Networks (WSNs) which
has attracted a great deal of scientific and commercial interest. The basic com-
ponents are low-cost devices (often denoted sensor nodes or motes) which can
interact with their environment, gather data over sensors and manipulate the
surroundings over actuators, process and store data, and communicate with
nearby devices. The general description of WSNs already captures many of the
features required for ubiquitous computing. Possible applications range from
large-scale monitoring (e.g., battlefield surveillance, detection of forest fires) and
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small-scale monitoring (e.g., home intrusion detection) over tracking (e.g., goods
in a warehouse) to controlling (e.g., in power plants, chemical plants).

1.2 Challenges for Ubiquitous Computing

In ubiquitous computing applications, many participating devices will have to
operate for prolonged periods without the possibility of manual replenishment
of their energy source. This may be due to physical unattainability (e.g., stress
sensor devices cast in the concrete of buildings), undiscoverability (e.g., sensors
attached to free-roaming animals), or simply due to economic reasons (e.g., too
large number of devices). Similar problems are already faced by many WSN
applications and have led to research into different solutions. One avenue of ap-
proaches deals with enhancements on the power supply side, such as the increase
of battery capacity or the gathering of energy from the environment (energy har-
vesting). On the other side, reduction of power consumption can be effected on
several levels with appropriate semiconductor technology, hardware architecture,
software architecture, or overall system architecture.

Another evident challenge of ubiquitous computing is the security of the
systems. Many of the devices will have wireless network interfaces for com-
munication. Due to their broadcast nature, wireless networks are inherently
susceptible to eavesdropping. Furthermore, as access to the medium is virtually
unrestricted, attacks like jamming or message injection can be easily performed.
Furthermore, many devices will be deployed in public areas, allowing for physical
adjacency or even physical contact for attackers. This is not only relevant for
general problems like vandalism or theft. The protection of sensitive data stored
in the devices is of critical importance in many applications and must be ensured
in the face of new attack methods (e.g., side-channel attacks, cf. Chapter 11).
For example, a ubiquitous computing environment where many of the deployed
devices have come under the control of a malicious entity can lead to a multitude
of threats to its users, ranging from compromise of privacy to physical harm.

1.3 The Role of Cryptography

The foundation for security is laid by the application of sound cryptographic
primitives (algorithms) and protocols. An important point to note is that cryp-
tographic methods cannot generate trust in a system. What they can do is to
shift the assumptions made by the system’s user (the truster) into the system
(the trustee) from unreasonable ones (e.g., no unauthorized entity will eavesdrop
on the wireless medium) to reasonable ones (e.g., a specific cryptographic key
is only available to authorized communication participants). More elaborated
security schemes will not even rely on the full validity of these “reasonable” secu-
rity assumptions. They will try to detect possible breaches and take appropriate
actions to minimize the resulting damage to the overall system.
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This thesis deals with the cryptographic foundation which needs to be avail-
able in the ubiquitous computing devices as an enabler of security and trust.
The basic problem that is investigated is that current embedded microproces-
sors, which are at the heart of virtually any embedded device, are not designed
to handle cryptographic workloads efficiently. The reason for this is that pro-
cessors were originally conceived to perform arithmetic operations natively only
on integer and real numbers. Cryptography on the other hand usually employs
arithmetic on diverse finite fields which cannot be performed directly with na-
tive operations of the processor. This may be due to the size of the operands,
which may well exceed the word size of the processor, and/or to the specific
characteristics of the required finite field operations.

Additionally, many cryptographic primitives include functions like permuta-
tions or bit operations which do not map very well to the operations offered by
processors. Fortunately, most modern cryptographers are aware of this problem
and try to omit too “cumbersome” operations in the design of new cryptographic
primitives. There have been even attempts to design cryptographic primitives
solely based on native operations of processors, e.g., the TEA family of block ci-
phers [187, 256, 257]. But while they definitely have some advantages over other
modern block ciphers, e.g., simplicity of implementation and small code size, em-
pirical data indicates that performance of the TEA ciphers is not significantly
better than that of several other modern block ciphers (e.g., AES) [104, 203].
The reason for this is that although ciphers like TEA use only simple operations,
it is in turn necessary to perform a great number of such operations in order to
gain reasonable cryptographic security (e.g., TEA has a suggested number of 64
rounds).

1.4 Implementing Cryptography on Constrained
Devices

In addition to meeting performance demands, cryptography in embedded sys-
tems must also be efficient in terms of resources (e.g., working memory, code
size) and energy efficient (mostly to prolong battery life). Depending on the em-
phasis of the application, these constraints need to be taken into account when
implementing cryptographic methods. Whenever the constraints cannot be met
by software optimization, the system designer has to enhance the system’s hard-
ware to increase performance and efficiency. The traditional approach is to add
a cryptographic coprocessor to the general-purpose processor of the system and
to offload the bulk of the cryptographic operations to this coprocessor.

The use of cryptographic coprocessors has several advantages. The most
obvious one is that computations on the coprocessor are typically much faster
than on the host processor and normally result in increased energy efficiency.
Also, cryptographic implementations using a coprocessor typically require sig-
nificantly less resources. Simultaneous operation of processor and coprocessor is
usually possible, leading to additional speedup if the application at hand allows
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concurrent execution. Another important point is that coprocessor design and
integration are relatively mature and well-understood techniques. The border
between host processor and coprocessor is typically clear cut, which facilitates
the job of the hardware developer.

On the other hand, the coprocessor approach is not devoid of shortcomings.
Cryptographic coprocessors have a fixed functionality, handling specific algo-
rithms in specific modes of operation. Often the choice of key length and other
cryptographic parameters is limited or all parameters are predetermined. Due
to the clear separation of the coprocessor, facilities of the host processor (e.g.,
registers files, decode logic) cannot be used and need to be replicated, requiring
more silicon area. Furthermore, the use of a coprocessor can result in a con-
siderable communication overhead, which may significantly impair the overall
benefit. Also, in a multi-tasking environment, different processes might compete
for the coprocessor, which requires some form of arbitration.

Flexibility is normally a much desired feature of a cryptographic device in
order to react to advances in cryptanalysis. On the one hand, it is possible to
update the cryptographic implementation to replace or strengthen algorithms
and protocols found to be too vulnerable to traditional cryptanalytic attacks.
On the other hand, side-channel cryptanalysis targets the implementation itself
and it might be necessary to continually adapt to new and more powerful attacks.

In this thesis, we have investigated a new strategy to fill the existing gap
between state-of-the-art cryptography and embedded processing devices. The
basic idea is to integrate the cryptographic support in the general-purpose pro-
cessor rather than in a separate coprocessor. The new operations are available as
custom instructions, thus extending the original instruction set of the processor.
This approach of instruction set extensions has already been highly successful
in other fields of application. Instruction set extensions have been designed for
efficient handling of multimedia content. Prominent examples include Hewlett-
Packard’s Multimedia Acceleration eXtension (MAX) [155], Intel’s MMX [195]
and Streaming SIMD Extensions (SSE) [231], AMD’s 3DNow! [1], Sun’s Visual
Instruction Set (VIS) [229], and Freescale’s AltiVec [79]. In the domain of digital
signal processing, appropriate instruction set extensions have been so successful
that they have spawned a whole new branch of processors, namely the digital
signal processors (DSPs).

1.5 Instruction Set Extensions for Cryptogra-
phy

The widespread need for security in future embedded applications has called for
the adaptation of the instruction set extension approach to the domain of cryp-
tography. The ambitious goal of this thesis is to take the “best of both worlds”
from software and hardware in order to make strong cryptography available on
low-cost embedded processors in a flexible and scalable way, with good perfor-
mance and economical use of resources. Our work spans from the analysis of
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cryptographic algorithms and design space exploration for possible extensions,
over design and integration of instruction set extensions and supporting tools, to
performance analysis and investigation of implementation security. Most of the
practical aspects of our research have been performed in relation to a state-of-
the-art embedded processor design, thus allowing for a coherent and thorough
analysis.

Cryptographic primitives can be separated into the three major categories
of asymmetric (public-key) algorithms, symmetric (secret-key) algorithms, and
unkeyed algorithms. Symmetric and unkeyed primitives bear many similarities
and are sometimes regarded as a single class. Symmetric cryptography deals
with methods of securing communication, i.e., protecting the confidentiality,
integrity and authenticity of messages, provided that a shared key is known by
all authorized participants (and only by them). In asymmetric methods, each
participant has a unique key pair, where one key is distributed publicly (the
public key) and the other key is kept secret (the private key). As private keys are
in the sole possession of a single entity, cryptographic operations with a private
key can be distinctly attributed to an entity using the corresponding public key.
Therefore, asymmetric primitives can be used to provide the service of non-
repudiation, i.e., the undeniability of performed actions. This is not possible
with symmetric primitives as the key is shared among several participants and
actions performed with it cannot be attributed to a specific entity.

From a functional standpoint, asymmetric primitives can provide a superset
of the services of symmetric primitives. However, practical implementations of
asymmetric primitives are several orders of magnitude slower than their symmet-
ric counterparts. Therefore, the primary application of asymmetric primitives
lies in the additional services they can deliver. One of the most important ap-
plications of asymmetric primitives is to use them for establishing shared secrets
between communicating parties. This makes for a perfect addition to the meth-
ods of symmetric cryptography.

Cryptographic protocols and applications normally use both asymmetric and
symmetric primitives to provide security services. Asymmetric primitives are
slow and require considerable resources. They are used rather infrequently in
most scenarios (e.g., key refreshing in a regular interval). Symmetric primi-
tives are more light-weight to implement and much faster, hence they are used
much more frequently (e.g., for encryption of messages). When it comes to
implementation in embedded systems, asymmetric cryptography tends to pose
problems of feasibility and latency, while symmetric cryptography is more con-
nected to challenges of adequate performance and minimizing required resources.
Consequently, all solutions which try to alleviate the problems of implementing
cryptography in embedded systems have to take these basic goals into account.

Our work has been accompanied by an interesting paradigm shift in indus-
try towards configurable embedded processors. Companies have started to offer
complete solutions for developing processors which are customized towards the
application(s) at hand. Some of the most important examples are Tensilica
Xtensa [230], MIPS CorExtend [175], ARC ARChitect [10], STMicroelectron-
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ics ST200 [58], and CoWare Processor Designer [54]. The starting point is a
base processor which can be enhanced by the embedded system developer in a
more or less automated way. Custom instructions can be added either manually
or automatically through analysis of application code and selection of worth-
while candidates. Additionally, other characteristics of the processor can also
be configured, e.g., cache size and organization. The configured processor is
then delivered by the tools in a standard hardware description language (e.g.,
VHDL or Verilog) which can be used for hardware implementation. Usually, a
customized toolchain which incorporates the new instructions is also generated
and can be used for software development. In addition to the general advantages
of the instruction set extension approach, the companies claim that the reliance
on the (hopefully sound) design of the base processor and the tool support for
processor configuration and toolchain generation minimizes the chance for de-
sign errors and that the development time can be reduced. Currently, some
companies offer different base processor designs which are already geared to-
wards specific application domains (e.g., multimedia processing or digital signal
processing).

Important providers of microprocessors have included support for security
into their products, e.g., ARM SecurCore [11], MIPS SmartMIPS [174], STMi-
croelectronics SmartJ [227], Atmel XMEGA [17], VIA PadLock [250], and Sun
UltraSPARC T2 [228]. The IA-64 architecture by Intel and Hewlett-Packard,
as implemented in the Itanium processor, has also been optimized to address
cryptographic needs [131]. Intel has also announced instruction set support for
AES and binary polynomial multiplication in future generations of their proces-
sors (with the Westmere code name) [129, 130] Unfortunately, as companies try
to retain competitive advantages, many implementation details of these crypto-
graphic extensions are unavailable to the public.

1.5.1 Previous Work

More than a decade ago, Nahum et al. were the first to suggest “to do classic
RISC processor (or coprocessor) design on a large set of cryptographic software
implementations” [181]. This was amongst three strategies to bring crypto-
graphic performance up to Gigabit/s network speeds: Design of new (more ef-
ficient) cryptographic algorithms, processor parallelism, and processor enhance-
ments. While throughput of secret-key algorithms on current desktop processors
has now reached the Gigabit/s range [160, 167], the introduction of 10 Gigabit/s
Ethernet [128] and work commencing on 100 Gigabit/s Ethernet [123] has con-
tinued to leave software performance trailing behind. In his PhD thesis, Jean-
François Dhem was the first to propose concrete enhancements to a processor
architecture (ARM7M) in order to support long integer modular multiplication
as a benefit for public-key algorithms [59]. Dhem concluded that his thesis “could
be continued by a similar work on emerging cryptographic algorithms like the
ones on elliptic curves”.

First publications proposing concrete instruction set extensions for sym-
metric-key primitives started to appear around 2000 [38, 84, 221]. Johann
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Großschädl (in cooperation with several other researchers) dealt with many as-
pects of instruction set extensions for public-key cryptography. This includes
the design of custom instructions and proposals for integration into standard
processor architectures [90, 91, 95, 96, 98, 99, 101, 249], development and imple-
mentation of according hardware [89, 94, 97], and performance evaluation from
a protocol level [150].

1.5.2 Our Contribution

The work described in this thesis complements the efforts of Johann Großschädl
towards public-key extensions in many regards. Most importantly, the focus
has been set on instruction set extensions for secret-key algorithms. Apart from
the design and implementation of such extensions [237, 240], synergies between
public-key and secret-key support have been investigated [236, 239]. Another
very important point has been research towards the role of instruction set ex-
tensions in secure implementation of cryptographic algorithms, i.e., resistance
against implementation attacks (most notably side-channel attacks) [238, 241,
243].

Further research work has been concerned with low-cost extensions for Ellip-
tic Curve Cryptography [234], evaluation of performance and energy efficiency of
cryptographic primitives on embedded devices [92, 103, 104, 235], design space
and algorithm exploration for public-key extensions [93, 100, 102, 151], optimiza-
tion of implementations of secret-key extensions [232], evaluation of proposed
public-key extensions [105], and practical investigation of advanced side-channel
attacks [191].

One important feature of our research has been the continuous alternation
between theoretical investigation and practical implementation and verification.
Most of our proposed extensions have been implemented and tested in real hard-
ware in order to gain a deeper insight into general practicability and opportuni-
ties for further improvements. As platform we have chosen the LEON2 embedded
processor, which is compliant to the SPARC V8 architecture. The Scalable Pro-
cessor Architecture, Version 8 (SPARC V8) [225] is a 32-bit RISC instruction set
architecture (ISA) which possesses many typical features that are common to
all major ISAs for embedded processors. Another big advantage of the LEON2
is that its HDL source code is distributed under the liberal terms of the GNU
Lesser General Public License (LGPL), which allows for convenient use in re-
search projects. Practical results obtained on the LEON2 processor allow to
draw conclusions which apply to most 32-bit embedded RISC processors in use
today. In our practical work we have implemented the proposed custom instruc-
tions and architectural enhancements in the LEON2 processor. This applies to
the secret-key extensions presented in this thesis as well as to the public-key
extensions proposed by Johann Großschädl. The resulting enhanced processor
has been labeled LEON2 with Cryptography Instruction Set (LEON2-CIS) and
has been made publicly available to document and disseminate our results as
well as to facilitate and foster additional research into the same direction [134].

The research work underlying this thesis has been done mainly in the years
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2004 to 2008. As a very rough general outline, the work can be divided into five
main activities:

Study of previous work Research into instruction set extensions for secret-
key cryptography can benefit from the results of several related research
directions. Most notable is work on Application-Specific Instruction Set
Processors (ASIPs) and Application Domain-Specific Processors (ADSPs)
which can contribute new approaches for architectural enhancements of
general-purpose processors. Some concepts from the design and imple-
mentation of dedicated hardware like cryptographic processors or copro-
cessors can also be applied to instruction set extensions. Furthermore, we
have drawn benefit from work on automatic design space exploration and
side-channel attacks.

Design space exploration This activity dealt with the identification of per-
formance bottlenecks and suitable areas for support with instruction set
extensions. Methods of both manual and automatic design space explo-
ration have been applied.

Extensions design Following the findings of design space exploration, we tried
to identify specific custom instructions and architectural enhancements
“optimal” under specific constraints (e.g., low memory usage, low cost,
high performance). A general goal was to achieve a high degree of flexibility
for cryptographic software in regard to the extensions.

Implementation and evaluation As already outlined above, the proposed
extensions have been implemented on the LEON2 processor. The func-
tionality of the custom instructions has been mapped to extended or new
functional units (FUs). In order to make use of these instructions, the
GNU assembler (gas) has been enhanced with new opcodes. The proces-
sor has been synthesized with standard-cell technologies in order to get an
accurate estimate of the resulting hardware overhead. On the other hand,
optimized cryptographic software has been benchmarked on real hardware
on an FPGA prototype implementation of the enhanced LEON2.

Increasing implementation security Another body of work was concerned
with strategies to enhance the implementation security of cryptographic
algorithms in the face of instruction set extensions. We have investigated
to what extent our proposed cryptographic enhancements can contribute
to secure software implementations. Furthermore, we have tried to in-
crease the implementation security through hardware modifications of the
processor.

The next sections try to give a more detailed overview of the most important
research work conducted in the field of instruction set extensions for cryptogra-
phy. Section 1.6 treats support for public-key cryptography. The subsequent two
sections describe the work for secret-key cryptography support: Section 1.7 fea-
tures the most important results from other research groups, while Section 1.8
summarizes our contributions to this research field.
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1.6 International Research Work Regarding Sup-
port for Public-Key Cryptography

1.6.1 Integer Modulo Arithmetic

Koç has examined the suitability of the Intel MMX instructions for imple-
menting public-key cryptography [42]. He concluded that these multi-media
extensions bore no benefit for this kind of workload, mainly due to the sole
availability of signed integer operations. Dhem proposed ARM7M support for
a (32× 32 + 32 + 32)-bit multiply-accumulate operation for long integer mod-
ular multiplication [59]. He also described a (8× 32 + 8 + 32)-bit multiply-
accumulate (MAC) unit which could be used to execute the required operation
in four clock cycles. Großschädl examined support for the same operation for the
MIPS32 architecture [90]. Cycle-accurate simulation of a SystemC model of a
MIPS32 core yielded a speedup factor of 2 for multiple-precision integer modular
multiplication using the Montgomery method [176]. The algorithm considers the
coarsely integrated operand scanning (CIOS) method [44]. A concrete implemen-
tation of a multiply-accumulate unit has been given by Großschädl et al. in [94].
Further refinements of the instructions and use of finely integrated operand scan-
ning (FIOS) and finely integrated product scanning (FIPS) methods have been
given in [98] and [95], respectively.

In a joint work with Johann Großschädl, we have investigated the energy
characteristics of different algorithms for long integer modular arithmetic [92].
Using power simulation with the tool JouleTrack [223], we were able to show that
the Karatsuba and Comba multiplication with Montgomery reduction (KCM
method) required the least energy of all surveyed algorithms. On the other
hand, in a follow-up work we demonstrated that the FIPS methods outperforms
the KCM method in terms of pure performance for typical operand sizes used
in state-of-the-art cryptography [102].

1.6.2 Non-Integer Arithmetic

Another line of work deals with support of operations in arithmetic structures
other than integers. The main focus has been set on finite binary extension
fields, commonly denoted as GF(2m) or F2m . Nahum et al. already suggested
to add support for arithmetic in GF(2155) to RISC processors, without giving a
concrete implementation [181]. Koç et al. proposed bit-level and word-level al-
gorithms for Montgomery multiplication over binary extension fields [43]. They
found that a basic operation for word-level algorithms was the multiplication of
two binary polynomials. Furthermore, they suggested to add support for mul-
tiplication of two word-size binary polynomials to processors in order to speed
up the proposed algorithms. The name given to this operation was MULGF2.
Previously, Drescher et al. had proposed to integrate support for GF(2m) mul-
tiplication into a conventional integer multiplier [62]. Their architecture is able
to perform (17× 17)-bit integer multiplication and finite field multiplication on
fields of degree 8 or less. It has been conceived for supporting error correction
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codes on digital signal processors. However, public-key cryptography requires
finite field degrees larger by more than an order of magnitude. The architecture
proposed by Drescher et al. does not scale well with increasing degree and is
therefore not directly applicable to public-key algorithms.

Bucci presented ideas for a dual-mode modular multiplier, which could han-
dle integers and binary polynomials, having cryptography as primary field of
application [35]. Goodman et al. presented a reconfigurable cryptographic pro-
cessor which integrated polynomials operations into an integer modular multi-
plier [85, 86]. The processor was denoted Domain Specific Reconfigurable Cryp-
tographic Processor (DSRCP). It includes a bit-serial multiplier for operands of
up to 1,024 bits, which can be adapted in 32-bit steps to the actual operand
size. The design of the DSRCP is described in detail in James Goodman’s PhD
thesis [87]. Savaş et al. gave word-level algorithms for Montgomery multipli-
cation in GF(p) and GF(2m) along with a multiplier suited for both types of
fields [210]. The authors showed that such a unified multiplier only required
the availability of adder cells (so-called dual-field adders) which could suppress
the carry for GF(2m) operations. The resulting hardware implementation can
handle operands of arbitrary size. Großschädl [89] and Au et al. [20] presented
optimized components for unified multipliers.

Support for the MULGF2 operation has been investigated by Großschädl et
al. in the context of a 16-bit RISC processor [96]. The resulting speedup for
polynomial multiplication has been shown to range between a factor of 6 to 10.
A low-power multiply-accumulator design for 32-bit processors has also been
presented by the same authors [97]. This unit can perform (32× 32 + 64)-bit
multiply-accumulate operations for signed and unsigned integers as well as bi-
nary polynomials in a single clock cycle at a size of about 10,000 gate equiva-
lents (GEs). An extensive treatment of extensions for arithmetic in GF(p) and
GF(2m) was given by Großschädl et al. in [101]. A total of five custom instruc-
tions was proposed to support word-level algorithms over both finite fields.

Fiskiran and Lee have investigated instruction set extensions for binary ex-
tension fields in relation to varying word size and superscalar processing [71].
They were able to demonstrate a potential speedup of 22.4 for ECC point multi-
plication. Furthermore, the authors showed that—when it comes to accelerating
public-key algorithms with architectural enhancements—a doubled word size is
to be preferred over a doubling of the execution parallelism. Eberle et al. have
targeted an 8-bit microcontroller for integrating support for ECC over binary
extensions fields GF(2m) [65]. Their implementation of an ECC point multi-
plication over GF(2163) on an enhanced ATmega128 required about 2.3 million
clock cycles and was considerably faster than implementations of 160-bit ECC
over GF(p) and 1,024-bit RSA, which offer approximately equivalent security.

Support for so-called Optimal Extension Fields (OEFs) was investigated
in [99]. An OEF is a field of the form GF(pm), where p is a pseudo-Mersenne
prime with a structure p = 2n − c, which fits into a single register of the target
processor platform. Two custom instructions for the MIPS32 architecture were
demonstrated to lead to a speedup of about 1.8 for ECC scalar multiplication
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over such a field.
Our cooperative work with Johann Großschädl also touched on the field of

public-key cryptography support. The main contribution dealt with very low-
cost support of GF(2m) operations, which could be integrated into the integer
adder of RISC processors [234]. We demonstrated that ECC point multiplication
over GF(2191) accommodating an arbitrarily chosen reduction polynomial can
be sped up by a factor of up to 10. For a single fixed reduction polynomial, the
speedup can reach nearly 2. Other joint work has dealt with synergies of digital
signal processing workloads with cryptographic operations and the comparison of
two common RISC architectures (MIPS32 and ARMv5TE) for their suitability
to accommodate architectural enhancements [100]. In this regard the MIPS32
architecture showed slight advantages over its competitor.

For pairing-based cryptography, instruction set support for ternary finite
fields GF(3m) has also been investigated [249]. The authors employ a so-called
tri-field multiplier, in order to handle integer operations as well as operations in
binary and ternary extensions fields.

1.7 Work on Support for Secret-Key Cryptog-
raphy by Other Research Groups

1.7.1 General Permutations

Shi and Lee were the amongst the first to propose instruction set extensions for
secret-key cryptography [221]. They suggested to provide architectural support
for arbitrary bit-level permutations; an operation perceived to be beneficial for
symmetric ciphers in order to increase diffusion1. The authors presented two in-
structions for performing fast arbitrary permutations of word-size values: While
pperm3r can be used for permutations with repetitions, the grp instruction is
also useable for permuting operands exceeding the word size. In a follow-up
work, Lee et al. proposed a lower-cost variant of the pperm3r instruction (de-
noted pperm) [156]. Furthermore, the cross instruction was presented, which
performs permutations based on the principles of a Benes network. It has also
been shown that the same functionality can be achieved with the omflip instruc-
tion, which exploits the properties of an omega-flip network. The advantage of
omflip is a much reduced implementation cost. Another strategy for performing
permutations was discussed by McGregor and Lee [171]. The basic idea was to
combine subword-level permutation (swperm instruction) with bit selection and
permutation within subwords (sieve instruction) in order to achieve arbitrary
bit-level permutations.

1.7.2 Broad Algorithm Support

Burke et al. conducted a detailed performance analysis of eight symmetric ciphers
(seven block ciphers and one stream cipher) [38]. An important conclusion was

1Property to break connection between plaintext and corresponding ciphertext.
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that modern block ciphers show a significant degree of parallelism which can be
exploited in suitable hardware architectures. Architectural enhancements have
also been proposed with the goal of a broad support of current and (possibly)
future symmetric ciphers. This includes a 16-bit modular multiplication (with a
fixed modulus), several rotate instructions, support for byte substitution using
arbitrary tables and a bit-level permutation instruction similar in functionality
to those investigated by the group around Ruby Lee. Follow-up work by Wu
et al. led to the development of the CryptoManiac cryptographic coprocessor
[262]. This processor is a Very Long Instruction Word (VLIW) machine which
is able to execute up to four instructions per cycle. A distinguishing feature is the
processor’s ability to combine short-latency instructions (e.g., bitwise logical and
arithmetic instructions) to be executed in a single cycle. This is supported by
CryptoManiac’s ability to handle instructions with up to three source operands.

Another cryptographic processor with an VLIW architecture is the Cryp-
tonite processor [37]. Similar to CryptoManiac, Cryptonite’s design is based on
analysis of secret-key ciphers, but also on hash algorithms. Cryptonite includes
two 64-bit datapaths supporting operations for cryptographic algorithms (e.g.,
byte permutation and rotation). Each datapath is complemented by 32KB of
dedicated local memory, which can be accessed with different address and data
widths and which can be used to implement arbitrary substitution operations.
The work of Ravi et al. has targeted the 32-bit extensible processor Xtensa from
Tensilica [202]. The authors investigated the application of automatic generation
of instruction set extensions for different cryptographic algorithms.

Fiskiran and Lee’s work has shown that extended addressing modes can
lead to substantial performance gains for cryptographic algorithms [76]. The
same authors discuss support for table lookup to speed up various symmetric
ciphers [73, 74, 75]. Their solutions consists of a number of parallel lookup tables
with 256 entries of 32-bit words each, which are made available through the spe-
cialized ptlu instruction. The PAX processor is an interesting architecture which
integrates this instruction as part of its cryptographic support [72, 78]. Neverthe-
less, PAX is not a pure cryptographic processor and also features general-purpose
RISC functionality. A very interesting feature is the scalability of the datapath,
which allows PAX processors to be configured to word sizes of 32, 64, and 128
bits.

Smyth et al. have investigated custom instructions for speeding up secret-key
algorithms and hash functions [224]. They proposed generic cryptographic ex-
tensions in the form of bit-oriented and byte-oriented permutation instructions,
support for multiplication and inversion in binary extension fields, and dedicated
lookup tables. For support of hash functions, a so-called sequence cache with
256 words of 32 bits each is described. This sequence cache allows data access in
a specific order. Dedicated instructions for Rijndael are also proposed, including
explicit support for ShiftRows and a combination of SubBytes and MixColumns.
For DES, instructions for bit permutation and S-box support are included. Fur-
thermore, Smyth et al.’s processor also incorporates coprocessors for Rijndael
and DES.
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1.7.3 Specific Algorithm Support for the Advanced En-
cryption Standard

Irwin and Page have investigated extensions for the Advanced Encryption Stan-
dard (AES) in the context of the PLX general-purpose RISC processor with
a 128-bit datapath [133]. However, the presented solutions do not scale down
to architectures with a smaller word size. Nadehara et al. [180] and Bertoni et
al. [26] focused on the AES and proposed different extensions for general-purpose
processors. Nadehara et al. suggested a single custom instruction to calculate the
AES round transformations for a single State byte in a dedicated functional unit.
Effectively, this maps the so-called round lookup (T-lookup), which is commonly
used for AES software implementations on 32-bit platforms, into hardware. In
contrast, Bertoni et al. started from an AES software implementation which uses
only S-box lookup tables and a transposed State representation, which has been
described in [25]. They proposed both byte-oriented and word-oriented exten-
sions for a 32-bit Intel StrongARM processor. The byte-oriented extensions have
similar functionality as those of Nadehara et al., but they offer more flexibility
(e.g., additional support for the key expansion). The word-oriented extensions
allow for increased performance at a higher implementation cost.

Interesting insights have also been offered by the works of Schaumont et
al. [213] and Hodjat et al. [119], who investigated the integration of an AES co-
processor into the 32-bit SPARC V8-compatible LEON2 processor. They showed
that communication bottlenecks can easily become the dominant factor in overall
system performance.

1.8 Our Contributions and Results for Secret-
Key Cryptography Support

Our contributions to this research field consist of an in-depth study of the sup-
port for a single secret-key algorithm, namely the AES. The main goal was to
maximize performance and to minimize implementation cost while retaining the
scalability and flexibility of software implementation. We believe that in the
future there will be an increasing need for constrained embedded devices to sup-
port cryptography at a low cost. Therefore we envision devices with a strong
support for a core set of asymmetric and symmetric algorithms, which can be
used to implement cryptographic protocols and to realize all required security
assurances. Devices sharing support for this core set then have a cheap and effec-
tive means for secure communication. If necessary, communication with systems
using other algorithms can still be achieved through software implementation.
An overview of our most important contributions is given in the subsequent
sections.
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1.8.1 Synergies Between Secret-Key Algorithms and Pub-
lic-Key Algorithms

We have investigated synergies between instruction set support for public-key
cryptography and secret-key cryptography in two regards. On the one hand,
we looked at the use of existing public-key extensions for secret-key algorithms.
On the other hand, we tried to implement functional units which could support
instructions for both kinds of cryptographic algorithms. In [236] a subset of the
public-key enhancements (for ECC over binary extension fields) from Großschädl
et al. [101] has been reused to speed up AES implementations. This has been
possible because the AES algorithm also employs arithmetic operations over bi-
nary extension fields. We have mainly made use of the multiplication of two
binary polynomials realized by the mulgf2 instruction to implement the rela-
tively costly MixColumns transformation of AES. In this fashion it is possible
to increase the performance of an optimized software implementation by up to
25%. A limiting factor is the greatly differing field size employed by the different
algorithms. While ECC uses operands of hundreds of bits in length, the AES
transformations work in GF(28) and small extensions thereof. We integrated
explicit support for GF(28) into an existing unified multiply-accumulate unit in
order to increase the attainable speedup for AES [239]. At an additional cost of
about 1.3 kGates, the AES execution can be accelerated by up to 43%.

1.8.2 Dedicated Support for AES

The central point of our work has been the architectural support for AES. Pri-
mary investigations focused on increasing memory efficiency, as memory is usu-
ally a very scarce resource in embedded systems. Furthermore, we demonstrated
on our experimental platform that the memory subsystem can quickly become a
performance bottleneck [240]. The T-lookup approach with several 1 KB or 4 KB
tables, which is usually the fastest software implementation option on desktop
processors, might end up several times slower than a memory-preserving S-box
lookup strategy, when the available memory resources are insufficient. Moreover,
several other factors can make T-lookup unattractive, e.g., the increased energy
consumption of memory accesses and vulnerability against cache-based timing
attacks. Our solution presented in [240] maps the S-box lookup for a single
byte into a dedicated functional unit. At the minimal hardware cost of a few
hundred gates, the need for memory accesses for the AES computation can be
completely removed. The resulting performance increase can be up to 30%. As
another advantage, the code size shrinks by up to 43%. In combination with
the concepts of [236], the calculation of AES is up to 3.7 times faster than in a
“pure-software” implementation.

After the encouraging results for memory efficiency, we turned our efforts
towards the improvement of performance. Benchmarking quickly showed that
better support for the MixColumns transformation could yield the best results.
In a first step, we mapped the MixColumns transformation (and its inverse)
into a dedicated hardware unit, which could produce a single-byte result per
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clock cycle. In combination with the (also byte-oriented) extension for the S-box
lookup from [240], the speedup already goes up to nearly 4.5 [237]. This solution
offers good performance at a relatively small extra hardware cost (less than 1,000
gate equivalents). However, there was still room for improvement with extensions
which were able to exploit the whole 32-bit datapath of the processor efficiently.

Nadehara et al.’s approach [180] with T-lookup support seemed suboptimal
for various reasons. The most important point was that their aesenc instruction
could only process a single byte of the State at a time. Another issue was the
relatively long critical path of their proposed functional unit, which went through
a multiplexer stage (for input byte selection), a hardware S-box (for SubBytes)
and a GF(2m) multiplier stage (for MixColumns).

We tried to increase datapath utilization by expanding the functionality of
our byte-oriented instruction set extensions. A natural step was to simply qua-
druplicate the functionality of the according functional units. With one instruc-
tion, all four bytes of a 32-bit register can be substituted according to the AES
S-box independently and in parallel. Another instruction interprets the contents
of a register as an AES State column and performs the MixColumns transforma-
tion on it. Although these instructions make better use of the 32-bit datapath,
it turns out that there is no effective way to combine their functionality in order
to yield a fast AES implementation. The reason for this problem is the neglect
of the ShiftRows transformation.

On 32-bit processors, each of the four columns of the 128-bit AES State is
normally packed into a single register. The SubBytes and MixColumns have
hardware support to transform the State columns effectively, but this does not
help in the manipulation of the rows of the State. Therefore, ShiftRows must be
done explicitly in software, which is very costly. Alternatively, the storage of the
State could be alternated in each round from column-oriented for MixColumns
to row-oriented for ShiftRows. But this would be even more inefficient than
explicit ShiftRows.

In their work performed at about the same time, Bertoni et al. experienced
the same problems with word-oriented AES extensions. Their solution is to
add non-standard access to the four registers containing the State, so that one
byte from each registers could be read in and assembled into a 32-bit word [26].
However, such a solution has rather unfavorable properties for implementation
in a processor’s register file.

Our solution to the problem with ShiftRows requires no modifications to
the register file and is therefore much easier to implement. The basic idea is
to exploit both existing read ports of the register file to access two AES State
columns at a time. In this fashion, the ShiftRows transformation can be per-
formed implicitly with SubBytes and MixColumns without extra computational
cost. Moreover, this functionality can be hardwired into the according functional
units—therefore resulting in virtually no extra hardware cost—while retaining
full flexibility for various AES implementation variants.

With our word-oriented extensions, the resulting performance gain reaches
an factor of up to 10, i.e., improvement by an order of magnitude. Moreover,
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the code becomes much more compact with reduction of over 80%. The imple-
mentation cost is about 3 kGates. For example, a complete AES-128 encryption
with a precomputed key schedule can be done with less than 200 clock cycles,
which is about twice as fast as the approach of Nadehara et al. Also, our exten-
sions provide support for the key expansion, which increases the key agility of
implementations. A complete encryption with on-the-fly key expansion can be
performed in 255 clock cycles with a code of 65 instructions (i.e., a code size of
260 bytes).

Another advantage of the proposed custom instructions is their eligibility
for superscalar processing. Our theoretical evaluation has shown that a 4-way
superscalar processor equipped with three instances of each of the proposed
functional units, could reach a fourfold increase in performance (i.e., about 50
clock cycles per encryption). This performance is achievable with a single data
memory read port. The maximum degree of parallelism would be exploited with
a 6-way superscalar processor with four instances of the AES extensions and two
data memory read ports. Such a machine could do the complete encryption in
37 clock cycles. However, this 25% increase in performance would bring about
a 50% increase of the size of the processor core.

Our practical results compete very well with previous ones from extended
general-purpose processors and cryptographic processors, especially when the
low demand for resources is taken into account. The performance of our single-
scalar extended processor is only surpassed by processors with large dedicated
lookup memories, which are very costly in terms of silicon area and relatively
hard to implement. The cycle count performance of the aforementioned hypo-
thetical 4-way superscalar processor is amongst the best to be reported for any
general-purpose or cryptographic processor.

We have also designed instruction set extensions for AES for the popular
AVR 8-bit architecture [242]. Our proposed extensions unify three strategies
in order to increase performance: Native support for required operations (i.e.,
GF(2m) arithmetic, S-box lookup), execution of several AES transformations in
a single instruction, and simultaneous operation on two State bytes. With an
additional cost of less than 800 gates the AES performance can be increased by
a factor of 3 for encryption and 3.6 for decryption.

1.8.3 Protection Against Side-Channel Attacks

Since the first publications on side-channel attacks (SCAs) by Kocher et al.
about a decade ago [147], the topic of implementation security has attracted an
ever increasing interest from the cryptographic research community. The prin-
cipal problem is that a concrete implementation of a cryptographic algorithm
normally leaks information about intermediate results via various physical val-
ues. Prominent examples of such physical values are execution time [147], power
consumption [148], and electromagnetic emanations [201, 81]. Capture and sub-
sequent analysis of these values allows to draw conclusions about the actual
intermediate results which occurred during the cryptographic computations and
in turn recover the key. One interesting variant of timing analysis in the context
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of software implementations is the cache-based timing attack [23, 194, 248].
A great bulk of research work is available, which discusses various forms of

SCA attacks and/or appropriate countermeasures for both software and hard-
ware implementations. In the context of software implementation on general-
purpose processors, the most important approaches are algorithmic masking
(e.g., [88]) and randomized execution (e.g., [170]). Moreover, the efficient ap-
plication of secure logic styles (e.g., [197, 244, 246]) is still an open research
problem. In any case, the advent of cryptography instruction set extensions has
added a new facet for research into SCA countermeasures.

We have investigated the challenges and opportunities for SCA countermea-
sures for processors with cryptography extensions. We have shown that ISEs
help to protect software implementations against implementation attacks [243].
The use of dedicated instructions for the S-box lookup can both prevent cache-
based timing attacks on the AES rounds and power analysis of the AES key
expansion [164]. However, protection against advanced power analysis methods
demands a dramatic overhead in terms of execution time. In order to increase
the protection against power analysis by a factor of about 104, the performance
degrades by a factor of about 100 (under conservative assumptions). This has
shown that software countermeasures alone might not be sufficient to protect
devices against SCA. Therefore, we have also considered to equip the implemen-
tation of the enhanced processor with hardware protection measures [238]. We
presented three approaches for increasing implementation security, which had a
relatively moderate impact on AES performance, with an increase in cycle count
from about 17% to 206%. Our approaches rely mainly on the application of so-
called secure logic styles, which provide protection at the hardware cell level.
Depending on the attainable security and implementation details, the hardware
overhead amounts to about 28 kGates. Although this is a considerable increase
in silicon area, our solution is relatively easy to implement as it leaves most of
the original processor’s hardware untouched.

In [241] we have performed a practical evaluation of software countermea-
sures on a typical 8-bit smart card. Although we were able to conduct successful
power analysis attacks on a protected AES implementation, our results indicated
that the examined countermeasures can be expected to add significant protec-
tion. The actual protection factor (i.e., the increase in the number of required
power traces) will therefore lie somewhere between the conservative theoretical
estimations of [243] and the practical results from [241].

1.9 Organization of This Thesis

In this thesis we have strived to provide an exhaustive description of all our
research results relevant to the large topic of cryptography instruction set ex-
tensions. Most of these results have already been disseminated through publica-
tion in international conferences and journals. Due to space restrictions, these
publications could only deal with specific results of our work. We hope that this
thesis can complement our dissemination efforts by providing a more complete
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and coherent view on this interesting research topic.
This thesis is organized in the following way: In Chapter 2, we give a short

overview of the most important concepts of modern cryptography and state-of-
the-art algorithms and protocols. Topics of special interest for embedded sys-
tems will be highlighted. We then review the implementation options for crypto-
graphic algorithms on embedded systems in Chapter 3. This encompasses both
pure-software and pure-hardware implementations as well as hardware/software
codesign approaches. We expand on the approach of instruction set extensions
for cryptography. The subsequent technical Chapters 4 to 13 largely correspond
to individual contributions to conferences and journals. The original publications
are cited in parentheses. We describe our low-cost extensions for public-key cryp-
tography in Chapter 4 ([234]). This chapter illustrates how even tiny changes to
a processor’s architecture can lead to significant improvements. In Chapter 5 we
demonstrate the versatility of custom instruction for public-key cryptography
by applying them to speed up AES ([236]). Subsequently, we investigate the
benefits of custom instructions for AES on 32-bit platforms with an analysis of
memory benefits in Chapter 6 ([240]). More extensive support, different trade-off
variants, and a thorough performance analysis are then presented in Chapter 7
([237]). In Chapter 8, the synergies of secret-key and public-key support are
investigated with the design of a flexible functional unit for multiply-accumulate
operations ([239]). The focus is shifted to small 8-bit architectures in Chapter 9,
where again support for AES is investigated ([242]). An evaluation and com-
parison of S-box hardware design options for implementation in a standard-cell
technology follows in Chapter 10 ([232, 233]). This is not only relevant for the
optimized implementation of our proposed instruction set extensions, but should
also serve as a useful guideline in regard to many different AES hardware imple-
mentation options. The last chapters are dedicated to secure implementations
in the face of side-channel attacks. Chapter 11 investigates the use of our pro-
posed AES extensions for realizing effective SCA countermeasures ([243]). In
Chapter 12 we deal with the question, how the implementation security can be
further enhanced by hardware modifications ([238]). The effectiveness of some
general software countermeasures in practically evaluated in Chapter 13 ([241]).
We summarize the main contributions of this thesis and draw conclusions in
Chapter 14.





2
Concepts and Methods of Modern

Cryptography

Most public-key algorithms and also an increasing number of modern secret-key
algorithms are defined in terms of arithmetic operations in finite algebraic struc-
tures. This chapter summarizes the most important properties of finite groups
and finite fields as far as they relate to cryptographic algorithms. Based on this
outline, state-of-the-art cryptographic algorithms are described. Emphasis will
be given to Elliptic Curve Cryptography and the Advanced Encryption Stan-
dard, as they exhibit very favorable properties for implementation in constrained
embedded devices.

2.1 Mathematical Preliminaries

A finite group consists of a finite set and an operation which maps two ele-
ments of the set to another element of the set. The group is hence said to be
closed under the operation. Additionally, the operation must be associative, an
identity element must exist, and each element must have an inverse element. If
the operation is also commutative, the group is a commutative group or Abelian
group. Commonly, the operations are denoted as addition or multiplication,
which are used in additive groups and multiplicative groups, respectively. How-
ever, the actual operations can differ significantly from traditional addition and
multiplication of integers or real numbers.

The order of a finite group is defined as the number of elements which it
contains. When the operation is continually applied to a chosen element (say
a) of the group (i.e., starting with the element a as initial sum or product, a
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is added or multiplied continually), the resulting elements form a subgroup and
a is denoted as generator of this subgroup. The order of the chosen element is
defined to be the order of the subgroup. Hence, a generator of the finite group
has the same order as the group. Groups which have a generator are denoted as
cyclic groups.

A finite field features a finite set of elements and two operations, which we
will denote as addition and multiplication. The set and each operation form
finite Abelian groups, with the exception that the identity element of addition
has no multiplicative inverse. Additional requirements are that the identity
elements of addition and multiplication may not be equal and that multiplication
is distributive over addition. If multiplication is not commutative and not each
element has a multiplicative inverse, the structure is called a finite ring.

Finite fields are often denoted as Galois fields (GF). A finite field with q
elements is denoted as GF(q) or Fq. A fundamental result of group theory states
that the order q of a finite field must be the power of a prime, i.e., GF(pm)
with p prime and m ∈ N, see [158]. Finite fields of degree m > 1 are also
called extension fields and their elements can be represented as polynomials of
degree smaller than m with coefficients in GF(p). Finite fields of the same size
are isomorphic, i.e., they can be transformed into one another, whereby their
structure is preserved. This property of finite fields can be exploited for choosing
computationally efficient representations on different platforms. Further details
on finite fields can be found in standard literature, e.g., [158].

2.2 Principles of Public-Key Cryptography

In public-key cryptosystems, each participant is in possession of an individual
pair of keys, i.e. the private and public key. While the private key must never
be revealed, the public key can be distributed freely. The public key can be
used to encrypt messages which are intended for the holder of the private key.
Likewise, the private key can be used to digitally sign data and the signature can
be verified with the public key. As the public key pair can be associated with
a specific entity, it is possible to attribute specific actions involving the private
key (e.g., digital signature generation) to that entity. This property cannot be
achieved with secret-key methods.

All public-key algorithms make use of so-called trapdoor one-way functions.
Such functions are deemed as hard to invert (hence one way) except where
some additional information (trapdoor information) is known. This trapdoor
information is used to generate the private key. The public key is connected to
the private key and it is used to calculate the “easy” direction of the trapdoor
one-way function. The private key can be used to calculate the “hard” inverse
function. The relation of the private and public key allows to build schemes for
encryption and decryption of messages as well as for digital signature generation
and verification. The trapdoor one-way functions used in most common public-
key cryptosystems are defined as arithmetic operations in finite groups or finite
fields.
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2.2.1 RSA

For RSA [208], modular exponentiation in a finite ring is used as one-way func-
tion. The finite ring is defined by a residue system modulo a product of two
large primes. The elements of this residue system can be represented by the
non-negative integers smaller than the modulus and the two operations are de-
fined as modular addition and multiplication. The trapdoor information of RSA
is the factorization of the modulus. The trapdoor one-way function is modu-
lar exponentiation with a public exponent. This function can be inverted by
modular exponentiation with a corresponding private exponent1, which can be
derived from the public exponent if the factorization of the modulus is known.

2.2.2 Digital Signature Algorithm (DSA)

Similar to RSA, the DSA [184] works with modular exponentiation. As DSA
uses a prime modulus, its underlying structure is a finite field. The public
key is the exponentiation of the generator of a large cyclic subgroup of the
multiplicative group with a private exponent. The trapdoor information is the
discrete logarithm (i.e., the used private exponent) of the public key.

2.2.3 Elliptic Curve Cryptography (ECC)

The trapdoor one-way function of ECC [145, 173] is a point multiplication (scalar
multiplication) on an elliptic curve. An elliptic curve is an additive Abelian group
with the set of curve points and a corresponding point addition operation. For
ECC, elliptic curves are defined over various finite fields. Elliptic curves will be
discussed in a more formal way in Section 2.3.

2.2.4 Other Public-Key Cryptosystems

In addition to ECC, the use of hyperelliptic curves has been proposed for cryptog-
raphy [146]. Hyperelliptic Curve Cryptography (HECC) allows for even smaller
operands than ECC but the implementation of the arithmetic operations tends
to be more complex.

The NTRU cryptosystem has been published by Hoffstein et al. in 1998 [120].
It relies on operations in the N -th degree truncated polynomial ring Z[x]/(xN −
1).

Another modern cryptosystem is XTR, which also relies on the difficulty of
the discrete logarithm problem [157]. XTR uses traces in order to calculate
powers of finite field elements.

1In non-optimized implementations which do not make use of the Chinese Remainder The-
orem (CRT).
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2.3 Details on Elliptic Curve Cryptography

An elliptic curve over a field can be formally defined as the set of all solutions
(x, y) ∈ K×K to the general (affine) Weierstraß equation

y2 + a1xy + a3y = x3 + a2x
2 + a4x + a6 (2.1)

with the coefficients ai ∈ K. If K is a finite field GF(q), then the set of all pairs
(x, y) satisfying Equation (2.1) is also finite.

The set of all solutions (x, y) ∈ GF(q)×GF(q), together with an additional
special point O, which is called the point at infinity, forms an Abelian group
whose identity element is O. The group operation is the addition of points, which
can be realized with addition, multiplication, squaring and inversion in GF(q).
Depending on the type of the underlying finite field, a variety of algorithms
for point addition exists, where each requires a different number of those field
operations. If, e.g., the points on the elliptic curve are represented in projective
coordinates, then the number of field inversions is reduced at the expense of
additional field multiplications, see [112].

If the finite field is a binary extension field GF(2m), then Equation (2.1) can
be simplified to

y2 + xy = x3 + ax2 + b with a, b ∈ GF(2m) (2.2)

The other common choice for the underlying finite field are prime fields GF(p),
where p is a large prime. For this case (in fact for all GF(pm) with p > 3) the
general Weierstraß equation becomes

y2 = x3 + ax + b with a, b ∈ GF(p) (2.3)

All EC cryptosystems are based on an computation of the form Q = k · P ,
with P and Q being points on the elliptic curve and k ∈ N. This operation is
called point multiplication or scalar multiplication and is defined as adding P
exactly k − 1 times to itself: k · P = P + P + · · ·+ P . The execution time of
the scalar multiplication is crucial to the overall performance of EC cryptosys-
tems. Scalar multiplication in an additive group corresponds to exponentiation
in a multiplicative group. The inverse operation, i.e., to recover k given P and
Q = k · P , is denoted as the elliptic curve discrete logarithm problem (ECDLP),
for which no subexponential-time algorithm has been discovered yet. More in-
formation on EC cryptography is available from various sources, e.g., [31, 112].

2.4 Modern Secret-Key Cryptography Algo-
rithms

In secret-key cryptosystems, a key is always shared by two or more participants.
This is especially useful for securing communication between these participants
(e.g., to assure confidentiality and data integrity). As the key is in possession of
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several entities, operations performed with it cannot be attributed to a specific
entity in the way as public-key methods allow.

This section describes the most commonly used secret-key cryptographic
primitives. A description of unkeyed hash algorithms is also included, as they
bear many similarities with block ciphers. This selection is a limited excerpt of
available block ciphers, hash functions, and stream ciphers. We will also present
a short historical overview of the algorithms and their use in standards and
applications.

2.4.1 Block Ciphers

As their name suggests, block ciphers operate on blocks of a fixed size. Each
secret key defines a bijective mapping between input and output blocks of the
same size. This mapping can also be seen as a permutation on the set of input
blocks. Thus, the same input block will always yield the same output block,
provided that the same secret key is used.

The Data Encryption Standard (DES) algorithm, which was approved in 1976
by the US National Institute of Standards and Technology (NIST) [183] has be-
come the most important block cipher for several decades. Due to its limited key
size of 56 bits and advances in technology, brute-force attacks became feasible
with relatively low budget in the late 1990s. Therefore, DES was extended to
Triple-DES in 1999. Two years later, DES was superseded by the Advanced En-
cryption Standard (AES) which offers larger key sizes (128, 192, and 256 bits).
The Rijndael algorithm was selected as the winner of an open selection pro-
cess initiated by NIST and has been standardized as the AES algorithm in the
year 2001 [185]. During this selection process the four algorithms MARS [39],
RC6 [207], Serpent [8], and Twofish [217] have also been selected as finalists
with no discovered severe weaknesses. Hence, these algorithms are also worth to
be considered in special environments like embedded systems and WSNs. RC6
has for example been shown to have very favorable properties on embedded pro-
cessors with limited memory resources [104]. In comparison to Rijndael, which
has the advantage of its efficient implementation on various platforms, Serpent
has a higher security margin but is in turn much slower. Other interesting block
ciphers for application in embedded systems are the Tiny Encryption Algorithm
(TEA) [256] and its extensions (XTEA, XXTEA) [187, 257], Skipjack [182], and
IDEA [154]. TEA is based on very simple and fast operations which require very
little code size. Skipjack is used in TinySec [141] applications whereas IDEA is
used in PGP.

2.4.2 Hash Functions

Hash functions belong to the category of unkeyed cryptographic primitives and
are mainly used for providing data integrity and message authentication. The
input of these primitives is a potentially large message which is condensed to a
relatively short value. This so-called hash value can be seen as a fingerprint of
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the message. One important property of a hash function is the collision resis-
tance which means that it is computationally infeasible to find any two messages
that produce the same hash value. This allows to detect data manipulation due
to technical reasons or due to an attacker. A hash can be used to build a
message authentication code (MAC) which allows to simultaneously verify data
integrity and authenticity of a message. Due to the demanding design of hash
functions regarding computing power and memory resources it might be favor-
able to minimize the use of hash functions and consider the use of block ciphers
in an appropriate mode of operation.

For a long time, the design of cryptographic hash functions has received
relatively little research effort. Most of the MD4-family hash functions were
believed to be secure. So far, the best known hash functions belong to the MD4
family of hash functions: MD4 itself [205], MD5 [206], the SHA variants (SHA-1,
SHA-256, SHA-384, and SHA-512) [186], and the RIPEMD variants (with 128,
160, 256, and 320 bits output) [33, 61]. All designs base more or less on the
(today insecure) MD4 algorithm which was invented by Ron Rivest in 1990.
Whereas MD5 is used only in a few applications, SHA-1 is widely employed in
many security protocols and applications like SSH, S/MIME, SSL, TLS, and
IPSec and the keyed-hash message authentication code (HMAC-SHA1) [153].

Since the publication of an attack against a reduced version of the SHA-1
algorithm [253], the cryptographic community continues to improve the attacks
(e.g., [40]) and endeavors to design new, more secure hash algorithms. So far
NIST recommends to use the more secure SHA-2 variants (SHA-256, SHA-384,
SHA-512) or to switch to alternative designs like Whirlpool, which is standard-
ized in ISO/IEC 10118-3 [135], or Tiger [7].

Some newer hash function designs include Grindahl, VSH, LASH, Radio-
Gatun, and Maelstrom. The “Hash Function Zoo” website contains a compre-
hensible list of old hash functions and also more recent proposals [121]. Recently,
NIST has announced that a selection process similar to that of the AES algo-
rithm is planned for a new hash standard (SHA-3). The process will be a strong
driver for new research in the field of hash functions.

2.4.3 Stream Ciphers

The name stream cipher derives from that fact that such a type of secret-key
cipher encrypts the plaintext bits one at a time in a stream-like fashion. This is
done mostly by applying an XOR operation with a key stream which depends
on the current internal state. The main difference to block ciphers is that a
stream cipher does not operate on large blocks of fixed length, but on individual
bits. However, depending on the mode of operation, a block cipher can also be
operated as a stream cipher. Typically, stream ciphers require less hardware
resources and have a higher data throughput. However, stream ciphers tend to
have a somewhat bad reputation because of security problems that arise when
they are used incorrectly and because the most famous stream cipher RC4 has
been shown to have some weaknesses. Although RC4 is widely applied in security
protocols like SSL and WEP, its usage is not recommended in new applications.
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Other stream ciphers are currently used in GSM technology, e.g., A5/1 and A5/2
(both of which are broken).

From 2004 to 2008, the European Network of Excellence ECRYPT has orga-
nized a contest called eSTREAM [66] in order to identify new stream ciphers for
future standardization. In addition to a high security level, the ciphers should
be suited for fast implementation in software (profile 1) or efficient implemen-
tation in hardware (profile 2). After three phases, the final portfolio chosen by
eSTRAM consists of eight algorithms (four of each profile). For the software
profile, HC-128, Rabbit, Salsa20/12, and SOSEMANUK were chosen. For the
hardware profile, the portfolio consists of F-FCSR-H (v2) , Grain (v1), MICKEY
(v2), and Trivium.

2.5 Description of the Advanced Encryption
Standard

The block cipher Rijndael was designed by Joan Daemen and Vincent Rij-
men [57]. It has an iterated round structure and its block size and key size
can be selected independently in the range of 128 bits to 256 bits in 32-bit incre-
ments. The number of rounds depends on the chosen values for block size and
key size and varies between 10 and 14.

A subset of Rijndael has been chosen by NIST to become the new Advanced
Encryption Standard (AES) algorithm in the year 2001. AES is defined in the
Federal Information Processing Standard FIPS-197 [185] to replace the ageing
Data Encryption Standard (DES) [183]. The block size of AES has been fixed to
128 bits and the choice of key size has been narrowed down to 128, 192, and 256
bits. The corresponding numbers of rounds for these key sizes are 10, 12, and 14,
respectively. In the following, we limit the scope to AES, but most descriptions
apply to Rijndael as well.

The AES algorithm is very flexible and can be implemented very efficiently
in software and hardware. AES is well-suited for software implementation both
on small 8-bit microcontrollers as well as on more powerful 32-bit processors.
Dedicated hardware implementations of AES can be scaled in size and speed to
satisfy specific constraints. The free availability of the algorithm paved the way
for deployment of AES in numerous standards like wireless LAN according to
the IEEE802.11i standard [127], IPSec [143], and TLS [60].

One of the strengths of AES lies in its simplicity which was one of its main
design principles [57]. This simplicity is achieved by the reliance on a small set
of basic operations and the utilization of symmetry properties at different levels.

2.5.1 Principal Structure

All operations of the AES algorithm transform a block of data, which is referred
to as the State. The State is organized as a 4 × 4 matrix of bytes. At the
start of encryption, the 128-bit State is initialized with the plaintext. Then,
the round transformations are applied to modify the 128-bit State and to finally
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yield the output ciphertext. Some of these transformations are dependent on the
cipher key, which thus determines the actual mapping from plaintext blocks to
ciphertext blocks. Decryption is similar to encryption: The State is initialized
with the ciphertext and the inverse transformations are applied in reverse order.

The non-linear, linear, and key-dependent transformations in each round are
defined as operations over various finite fields and rings (F2, F28 , F28 [t]/(g(t))).
The field F28 is defined by the reduction polynomial f(x) = x8+x4+x3+x+1 and
the ring F28 [t]/(g(t)) by the reduction polynomial g(t) = t4 + 1. The operations
are called SubBytes, ShiftRows, MixColumns, and AddRoundKey for encryp-
tion and InvSubBytes, InvShiftRows, InvMixColumns, and AddRoundKey for
decryption. All operations process the bytes of the State either individually,
row-wise, or column-wise. Before the first round of encryption, an initial Add-
RoundKey is performed and in the last round of encryption the MixColumns
operation is omitted.

In each round, a 128-bit round key is combined with the State in the Add-
RoundKey transformation. All round keys are derived from the cipher key in
an operation called key expansion or key scheduling. For Nr rounds, AES re-
quires Nr +1 round keys, i.e., one key per round and an extra one for the initial
AddRoundKey. The full list of all round keys is denoted as key schedule.

The structure of AES is shown in Figure 2.1, which includes the pseudocode
for encryption. The constant Nr contains the number of rounds. The array w
contains the key schedule in the form of 32-bit words. A range of words from x
to y of this array is addressed in the form w[x..y]. Consequently, w[0..3] contains
the first round key, w[4..7] the second round key, etc.

The pseudocode for AES decryption is shown in Figure 2.2. The shown struc-
ture simply uses the inverse transformations in the inverse order of encryption
and applies the round keys accordingly in the inverse order. In can be seen
that within a single round, the order of inverse transformations in decryption
(InvShiftRows, InvSubBytes, AddRoundKey, InvMixColumns) is different from
the order of the respective transformations in encryption (SubBytes, ShiftRows,
MixColumns, AddRoundKey).

For some implementations it can be favorable if decryption uses the same or-
der of (inverse) transformations as encryption. In AES, this can be achieved with
the so-called Equivalent Inverse Cipher structure which is shown in Figure 2.3.

Note that the transformations InvShiftRows and InvSubBytes as well as Add-
RoundKey and InvMixColumns are pairwise swapped. As InvShiftRows and
InvSubBytes are independent of each other (byte rotation vs. byte substitu-
tion), they can be swapped without constraints. In order to exchange the order
of AddRoundKey and InvMixColumns it is necessary to modify the concerned
round keys by applying the InvMixColumns transformation to them.

2.5.2 Round Transformations

In this Section, the round transformations of AES are described in more detail.
Also common implementation options will be given.
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AES_encrypt(byte in[16], byte out[16], word w[4*(Nr+1)])

begin

byte state[4,4];

state = in;

AddRoundKey(state, w[0..3]);

for round = 1 step 1 to Nr-1

SubBytes(state);

ShiftRows(state);

MixColumns(state);

AddRoundKey(state, w[4*round..4*round+3]);

end

SubBytes(state);

ShiftRows(state);

AddRoundKey(state, w[4*Nr..4*Nr+3];

out = state;

end

Figure 2.1: Pseudo code for AES encryption.

SubBytes

The SubBytes transformation is the only non-linear operation of AES. It pro-
cesses the 16 bytes of the State individually with the help of a single substitution
table. This table is defined by an inversion in the binary extension field F28 , fol-
lowed by an affine transformation. This byte substitution is often referred to as
S-box lookup. The operation of SubBytes is depicted in Figure 2.4.

There are different possibilities to implement the AES S-box. In software, a
table containing the 256 different values is normally used. The table can be part
of the executable and stored in the program memory. Alternatively, the S-box
table can be calculated at runtime and stored in the data memory. The SubBytes
transformation can also be combined with MixColumns with the help of larger
lookup tables (T-tables). For hardware implementations there is a much larger
design space. An analysis of the different design options is done in Chapter 10.

ShiftRows

The ShiftRows transformation is a simple operation which rotates each row of
the State to the left using a specific byte offset. The offset is given by the row
index (starting at 0), which means that the first row is not rotated at all and
the last row is rotated by three bytes. The principal functionality is shown in
Figure 2.5.
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AES_decrypt(byte in[16], byte out[16], word w[4*(Nr+1)])

begin

byte state[4,4];

state = in;

AddRoundKey(state, w[4*Nr..4*Nr+3]);

for round = Nr-1 step -1 to 1

InvShiftRows(state);

InvSubBytes(state);

AddRoundKey(state, w[4*round..4*round+3]);

InvMixColumns(state);

end

InvShiftRows(state);

InvSubBytes(state);

AddRoundKey(state, w[0..3];

out = state;

end

Figure 2.2: Pseudo code for AES decryption.

The implementation in software is reduced to an appropriate addressing of
the bytes in the subsequent operation. Normally, ShiftRows is done in combina-
tion with the S-box or T-table lookup. In hardware, the architecture determines
whether ShiftRows can be implemented as a simple wiring or whether an appro-
priate addressing of the State storage is required.

MixColumns

MixColumns operates on each column of the State separately. Each column is
interpreted as a polynomial of degree 3 with coefficients from the field F28 , i.e.,
F28 [t]/g(t) with g(t) as reduction polynomial. This operation is illustrated in
Figure 2.6. Elements of the field F28 are usually represented as binary poly-
nomials of degree smaller or equal to 7. We write constants from this field
in hexadecimal notation, where each bit stands for a coefficient of the binary
polynomial. For example, 0B = (00001011)2 = x3 + x + 1

MixColumns is defined as a multiplication of this polynomial with the con-
stant polynomial (03 ·t3+01 ·t2+01 ·t+02) modulo the polynomial g(t) = t4+1.
The operation can also be expressed as a matrix multiplication of a constant 4×4
matrix with the input column. The matrix multiplication for MixColumns can
be seen in Equation 2.4, where a0 to a3 are the F28 coefficients of the input
column and b0 to b3 are the F28 coefficients of the output column. The inverse
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AES_decryptEQ(byte in[16], byte out[16], word w[4*(Nr+1)])

begin

byte state[4,4];

state = in;

AddRoundKey(state, w[4*Nr..4*Nr+3]);

for round = Nr-1 step -1 to 1

InvSubBytes(state);

InvShiftRows(state);

InvMixColumns(state);

AddRoundKey(state, w[4*round..4*round+3]);

end

InvSubBytes(state);

InvShiftRows(state);

AddRoundKey(state, w[0..3];

out = state;

end

Figure 2.3: Pseudo code for AES decryption with Equivalent Inverse Cipher struc-
ture.
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Figure 2.4: SubBytes transformation.

matrix used in InvMixColumns is shown in Equation 2.5.
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Figure 2.5: ShiftRows transformation.
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Figure 2.6: MixColumns transformation.
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MixColumns is normally the most expensive operation is software, as multi-
plication in binary extension fields is not supported by most processors. There-
fore, each multiplication of elements of F28 needs to be realized with a number
of shift and XOR instructions. The cost for InvMixColumns is even higher,
as the according inverse matrix contains larger constants which require an in-
creased computational effort (cf. Equation 2.5). MixColumns and its inverse can
be implemented with table lookups by using the approach with T-tables [57].
For 32-bit platforms, Bertoni et al. have proposed to speed up MixColumns and
InvMixColumns through row-wise processing [25]. Hardware implementations
of MixColumns tend to be very efficient as they consist mainly of a relatively
small number of XOR gates.

The three operations SubBytes, ShiftRows, and MixColumns constitute the
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substitution-permutation network of the AES algorithm. SubBytes makes up
the substitution part which is intended to minimize the information about the
cipher key contained in the ciphertext (confusion). ShiftRows and MixColumns
build the permutation part which is expected to break the link between the
plaintext and its corresponding ciphertext (diffusion).

AddRoundKey

AddRoundKey simply adds a round key to the State. It is an XOR operation
over all 128 bits. In each round, a new round key is used for this transformation.
The AddRoundKey transformation is depicted in Figure 2.7. The Nr + 1 round
keys are derived iteratively from the cipher key.
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Figure 2.7: AddRoundKey transformation.

Key Expansion

The key expansion mainly consists of XOR operations. Additional operations
include the application of the S-box, a byte-wise rotation and addition of some
round constants (Rcon). The pseudocode for the key expansion is shown in
Figure 2.8, where Nk is the number of 32-bit words in the cipher key, i.e., 4, 6,
or 8.

The key schedule (i.e., the list of all round keys) is initialized with the cipher
key. The rest of the key schedule is then derived successively from the existing
part. The first round key equals the first 128 bits of the cipher key. The course
of the key expansion varies slightly with the size of the cipher key.

There are two main implementation options to handle the generation and
use of round keys. When the same cipher key is used repeatedly and the system
has sufficiently fast memory resources, then it is common to use a precomputed
key schedule. The other possibility is the on-the-fly key expansion where the
current round key is calculated on demand during the encryption or decryption
operation. This variant allows to save memory resources but may in turn reduce
the cipher’s performance.
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AES_expand_key(word key[Nk], word w[4*(Nr+1)], Nk)

begin

word temp

i = 0

while (i < Nk)

w[i] = key[i]

i = i+1

end while

i = Nk

while (i < 4*(Nr+1))

temp = w[i-1]

if (i mod Nk = 0)

temp = SubWord(RotWord(temp)) xor Rcon[i/Nk]

else if (Nk > 6 and i mod Nk = 4)

temp = SubWord(temp)

end if

w[i] = w[i-Nk] xor temp

i = i + 1

end while

end

Figure 2.8: Pseudo code for AES key expansion.



3
Cryptography and Instruction Set

Extensions

In this Chapter, we give an overview of the principal implementation approaches
for cryptography in embedded systems. The design and implementation of in-
struction set extensions for cryptography is then described in more detail. This
starts from the identification of software bottlenecks and candidate instructions,
over the development and integration of appropriate functional units into the
processor, down to adaptation of the toolchain and performance evaluation on
a prototyping platform.

3.1 Implementation Options for Cryptographic
Algorithms

This section will give an overview of the general approaches for implementing
cryptographic algorithms. Subsequently, all options will be evaluated in regard
to constrained embedded systems.

Implementations of cryptographic algorithms can be roughly classified into
five general categories. The following list cites them with decreasing amount of
dedicated cryptographic hardware.

• Application-Specific Integrated Circuit (ASIC)

• Application-Specific Instruction Set Processor (ASIP) and Application Do-
main-Specific Processor (ADSP)

• General-Purpose Processor with Coprocessor (GPP+COP)

35
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• General-Purpose Processor with Instruction Set Extensions (GPP+ISE)

• General-Purpose Processor (GPP)

An Application-Specific Integrated Circuit consists only of hardware dedi-
cated to one or several specific algorithms. Application-Specific Instruction Set
Processors and Application Domain-Specific Processors are processors with an
instruction set architecture (ISA) specifically tuned for a concrete application
or application domain, which may also feature additional optimizations of the
microarchitecture. A cryptographic Coprocessor can be attached to a General-
Purpose Processor in order to enhance the performance of specific algorithms.
Instruction Set Extensions feature an even tighter coupling of application-speci-
fic hardware to the general-purpose processor by providing new instructions in
addition to the original ISA. The last design option is an unmodified general-
purpose processor where all algorithms are executed using the defined ISA. All
these approaches have different characteristics regarding performance, memory
requirements, flexibility/scalability, energy efficiency, and cost.

The border between coprocessor and instruction set extension is not com-
pletely sharp as coprocessor solutions might also be accompanied by the addition
of custom instructions (e.g., for controlling the coprocessor’s functionality). A
good criterion to categorize a specific solution is to look at the control mech-
anism of the cryptographic computations. If this control is mainly external to
the processor pipeline, the solution is rather a coprocessor. A typical pattern for
a coprocessor usage just consists of a few simple steps: Configure coprocessor
functionality (e.g., select encryption or decryption), load input data, start oper-
ation, and retrieve results. On the other hand, if the pipeline retains fine-grain
control over the cryptographic computations, the solution is rather in the do-
main of instruction set extensions. Typically, the custom instructions perform
relatively small steps of the algorithm (e.g., part of a round transformation of a
block cipher).

On desktop systems, performance is measured in terms of throughput and
is traditionally the main criterion in cryptographic systems (i.e., “the faster,
the better”). This stance is especially typical for cryptographic software for
mainly two reasons. First, resources like working memory, program memory,
and available energy are practically unbounded. Second, although the speed
and execution parallelism of desktop processors have been increasing steadily, the
performance of cryptographic software continues to lag behind the performance
of network connections. For example, the throughput for the AES block cipher
on a modern desktop CPU currently peaks in the 1-2 Gbit/s range [160, 167],
while Ethernet has already reached throughputs of 10 Gbit/s [128], with work
already commencing on speeds up to 100Gbits/s [124].

However, in embedded systems throughput is not the single goal of optimiza-
tion. These systems normally have very limited memory and energy resources
which need to be used carefully by a cryptographic implementation (and in fact
by any application running on the embedded device). The most important goal
is to reach an adequate throughput sufficient for the particular application at
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hand with minimal use of memory and energy resources. Furthermore, as most
embedded devices must be inexpensive, the additional cost for cryptographic
hardware must henceforth be low. Another important aspect for embedded sys-
tems is flexibility and scalability of cryptographic processing.

Flexibility refers to a system’s capability to process a variety of tasks from
an application domain, e.g., support of different ECC parameters, or even from
different applications domains, e.g., multimedia, digital signal processing, and
cryptography. The required degree of flexibility is highly dependent on the in-
tended application of the system. While some embedded systems with fixed pro-
cessing requirements (e.g., within household appliances) have a limited need for
flexibility, other systems (e.g., multi-purpose smart-cards, set-top boxes, game
consoles, cell phones, PDAs) may require a very high flexibility.

Scalability is concerned with the provision of different variants of a specific
cryptographic algorithm. A typical example is a block cipher with a varying
key size and number of rounds, as it is offered by many modern algorithms. A
scalable solution can be adapted to the use of different key sizes, which offer a
varying degree of security.

Energy efficiency refers to the amount of processed data in relation to the
required energy. As a general rule, energy efficiency becomes better with a rising
degree of dedicated hardware. However, this is only true within the domain for
which the system is built. If, for example an ASIP is forced to do general-
purpose processing, its energy efficiency may fall well below that of a GPP.
Energy efficiency is strongly related to performance, as fast processing of an
algorithm also reduces the total amount of energy spent on the task [92].

When considering cost, one has to distinguish different contributing factors;
mainly design cost and implementation cost. Design cost refers to the cost for
building or purchasing the solution. While GPPs, GPPs with ISE and GPPs
with coprocessors may be readily available as intellectual property (IP) cores,
ASIP/ADSPs and ASICs normally require a greater design effort. Implementa-
tion cost refers to the cost for realizing the system. Solutions involving GPPs
may already be available as relatively cheap chips, whereas application-specific
solutions will most likely require custom implementation by the system manu-
facturer.

In summary, embedded devices require cryptographic implementations which
offer good properties in the following regards:

• Throughput

• Memory usage (both working memory and program memory)

• Flexibility/scalability

• Energy efficiency

• Cost

Finding a satisfying mix of all these properties is a very difficult task. Figure
3.1 gives a rough overview of the design space for cryptographic systems. The
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five key characteristics are also shown for the different design approaches. It is
however important to note, that this assessment reflects only a typical trend and
is not an absolute measure. It may well be that a specific GPP with ISE may
outperform a GPP with coprocessor or that the cost of a specific ASIP is higher
than that of an ASIC.

ASIC ASIP/ADSP GPP+COP GPP+ISE GPP

Hardware Software

Performance/Throughput

Cost

Flexibility/Scalability

Energy efficiency

great

lowhigh

limited

high low

lowhigh

positive negative

Memory requirements low high

Figure 3.1: Design criteria for cryptographic systems.

3.1.1 Application-Specific Integrated Circuit

ASICs are custom-designed and custom-built chips which comprise a dedicated
functionality. They are usually added to a system to satisfy performance de-
mands and/or to increase the energy efficiency for a specific workload. There
have been numerous publications about ASIC implementation of cryptographic
algorithms. Fabricated ASICs for public-key algorithms (e.g., [21]) and secret-
key algorithms (e.g., [107, 179, 220]) have been presented. Furthermore there
exist high-speed implementations of hash functions (e.g., [56]). In addition,
some ASICs have been designed to cater for complete security protocols like
IPSec [109].

For embedded systems the prospect of increased energy efficiency is a very
big advantage of ASIC implementation. However, the stringent development and
implementation cost of cryptographic ASICs is contrary to the low-cost criterion.
Furthermore, an additional chip could lead to an unacceptable enlargement of
the embedded device. Multi-chip packaging could be used to circumvent space
restrictions, but this would again increase the cost of the device. Therefore,
cryptographic ASICs are not an optimal choice for most embedded devices.
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3.1.2 Application-Specific Instruction Set Processors /Ap-
plication Domain-Specific Processors

Two prominent examples of ASIP architectures for symmetric cryptography are
the Cryptonite processor [37, 189] and the CryptoManiac processor [254, 262].
For asymmetric algorithms there have also been proposed architectures [64].
In [144], a processor for both symmetric and asymmetric cryptography is pre-
sented. A methodology for designing ASIPs through gradual refinement has
been presented in [211, 212].

Goodman et al. presented a reconfigurable cryptographic processor which
integrated polynomial operations into an integer modular multiplier [85, 86]. The
processor was denoted Domain Specific Reconfigurable Cryptographic Processor
(DSRCP). It includes a bit-serial multiplier for operands of up to 1,024 bits,
which can be adapted in 32-bit steps to the actual operand size. The design of
the DSRCP is described in detail in Goodman’s PhD thesis [87].

Another interesting architecture is the PAX processor [72, 78]. Although la-
beled “cryptographic processor”, PAX also features a number of general-purpose
RISC instructions in addition to instructions for cryptography. A unique feature
of PAX is its datapath scalability. The datapath width can be configured to 32,
64, or 128 bits.

ASIPs normally offer greater flexibility than ASICs and there is also a broader
tool support available for their development. However, compared to a general-
purpose processor, the scope of applications is still narrow.

3.1.3 General-Purpose Processor with Coprocessor

A large number of designs and implementations of cryptographic coprocessors
have been reported in the literature. As practically every cryptographic design
can be used as coprocessor by adding some control logic, these solutions can vary
considerably in their approach. The spectrum of functionality ranges from basic
modular arithmetic to full-blown ASIPs in the form of a coprocessor. Normally
the designs are specialized to either symmetric cryptography [69, 117, 118, 200,
247] or asymmetric cryptography [2, 68, 264].

Some publications have shown that the use of coprocessors can suffer from
a serious disadvantage. The processing speed of the coprocessor can be severely
limited by the data rate of its connection to the general-purpose processor.
In [119] and [213], it was shown for an AES coprocessor that even dedicated
high-speed interfaces may well be nearly two orders of magnitude slower than
the coprocessor itself. This result provides a strong argument for a tighter cou-
pling of the custom hardware to the processor’s pipeline whenever there is the
need for a substantial interaction between GPP and cryptographic hardware.
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3.1.4 General-Purpose Processor with Instruction Set Ex-
tensions

Instruction set extensions for cryptography are a hybrid approach lying be-
tween pure-software solutions and coprocessor systems. In the current liter-
ature there is a distinction between two basic methodologies for selecting an
efficient set of custom instructions. The first approach leaves instruction se-
lection up to the designer while the second approach relies on automatic se-
lection via benchmarking of program code which is “typical” for the targeted
application domain. Different approaches for automatic selection have been de-
scribed in [50, 51, 142, 202]. The Swiss Federal Institute of Technology Lausanne
(EPFL), partly in cooperation with the University of California, Irvine has also
released a number of publications regarding automatic generation of instruction
set extensions [13, 29, 30, 198, 199].

On the one hand, automatic selection of custom instructions can yield sub-
stantial improvements when the benchmarked code represents the requirements
of the application domain in a sufficient manner. But in the general case, where
the designer is not familiar with the application domain, this automatic selection
may well fall short of the optimal solution. A good example of this problem is
the case of extensions for Elliptic Curve Cryptography, where a relatively slow
pure software solution can be sped up to match the performance of the best
algorithm, if both are using instruction set extensions (cf. Chapter 4). If just
the fastest algorithm is used for benchmarking, the resulting extensions may
not be able to deliver the optimal performance improvement for the application
domain.

Much research has been done involving manual design of instruction set ex-
tensions. Chapter 1 has given a fairly extensive overview of the available work
in this area. Although manual design of extensions takes more time than auto-
matic selection, its results are more likely to be nearer to the optimal solution
for the application domain. A good example for this are the AES extensions for
32-bit processors described in Chapter 7.

3.1.5 General-Purpose Processor

Efficient software implementations of cryptographic algorithms are the subject
of a large number of publications. In the field of symmetric cryptography, the
selection process for the Advanced Encryption Standard (AES) by the U.S. Na-
tional Institute of Standards and Technology (NIST) has drawn much attention
from the cryptographic research community. There have been numerous publi-
cations during the AES selection process which have focused on efficient software
implementations of the candidate algorithms, e.g., [9, 83, 110, 216].

After the selection of Rijndael as the AES algorithm in 2001 [185], efficient
software implementations on various platforms have received considerable at-
tention [12, 25, 82]. The AES algorithm is assumed to be in widespread use
throughout the next decades.

The reduced resource demand of Elliptic Curve Cryptography (ECC) [145,
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173] in comparison to traditional asymmetric cryptosystems like RSA [208] and
DSA [184] makes it an attractive alternative for embedded and constrained de-
vices. ECC has been the topic of a great number of publications regarding both
efficient algorithms, e.g., [111, 161, 188, 255, 260], and implementations on dif-
ferent platforms, e.g., [34, 77, 106, 113, 114, 116, 261]. An important property
of ECC is the large degree of freedom offered to the system designer. On the
one hand, mathematical properties of different elliptic curves and underlying
fields can be exploited to allow efficient implementations on specific platforms,
e.g., [106, 261]. On the other hand, this can pose problems when a device needs
to support various sets of parameters.

3.2 Design and Implementation Approach for In-
struction Set Extensions

As already mentioned, the design of instruction set extensions is normally mo-
tivated by the fact that the original Instruction Set Architecture (ISA) of a
processor and the implementing microarchitecture are deemed inadequate for
an application or a class of applications. The primary goal is normally the in-
crease of performance, but the reduction of memory requirements could also be
an important decision factor.

The first step in the design is the study of typical software implementations on
the processor at hand in order to identify the main bottlenecks. Typically, such
bottlenecks can be removed successfully when most of the time is spent in small
sections of the code. The focus should be kept on the original application with
several implementation options and not set on a single option. Specifically, it
should be avoided to concentrate the study on measures to increase performance
of the fastest software implementation for the given architecture. In any case, the
survey should include a generic implementation, even if its performance in pure
software is less than that of an optimized version. Such a generic implementation
tends to offer much broader opportunities for acceleration with instruction set
extensions. In Chapter 4 such a strategy is shown to be very beneficial as both
generic and optimized implementations can benefit from the extensions. In the
end, the generic implementation with instruction set extensions yields similar
performance as the optimized version.

Once suitable instructions and microarchitectural changes have been identi-
fied, their effects on performance can be estimated with the help of instruction-
set simulators (ISS) which can incorporate the proposed changes. Such simu-
lations can already deliver results for performance, memory requirements, and
possibly energy consumption and facilitate the selection between different solu-
tions. If several solutions promise equal benefits, then the decision can be made
according to additional factors, e.g., cost of implementation.

With the desired functionality of the instruction set extensions established,
the custom instructions need to be integrated into the processor. Which changes
need to be made depends very much on the nature of the new instructions.
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Common modifications encompass the decode logic and the functional units
(FUs). The decode logic needs to recognize the new operation codes (opcodes)
of the added instructions and set control signals accordingly. The actual work of
the instructions is then done within modified or new FUs. Other changes might
be the addition of custom registers or alternate access modes to the existing
register file. The number of read and write ports of the register file might also
be affected by the changes.

During the development of the FUs, it should already be possible to get
a good estimation of the feasibility of implementation under given constraints
(e.g., silicon area, allowable critical path delay). If an option turns out to be too
costly it could be abandoned and an alternative from the previous design space
exploration could be chosen instead.

When instructions are added to the ISA of a processor, it is also necessary to
enhance the toolchain (compiler, assembler, linker) so that software developers
can make use of the new functionality. The easiest option is to integrate support
for the new instructions into the assembler, as it usually offers a much sim-
pler structure than the compiler. The custom instructions can then be used in
assembly programs as well as in higher-level languages (e.g., C) which allow in-
line assembly constructs. An according modification of the compiler offers more
comfort to the software designer but is also more complicated and error-prone.
With the help of a modified toolchain, applications which use the extensions can
be translated into object code. The final code size of the application can be
extracted from the object code and for most instances, the RAM size can also
be estimated.

The enhanced processor can be implemented in hardware (e.g., FPGA pro-
totyping, standard-cell synthesis). This yields very accurate figures for area and
timing behavior for the given technologies and might at least allow estimations
for different technologies. Software which makes use of the instruction set ex-
tensions can be run on the hardware in order to gather accurate performance
figures. The RAM size can be determined accurately and also the power and
energy consumption can be estimated.

We have followed the outlined approach to design and implement various
instruction set extensions for ECC and AES on different platforms. Our main
target was the SPARC V8-compatible LEON2 embedded processor [80], where
we enhanced the GNU toolchain (gcc and binutils) to enable software develop-
ment with the cryptography extensions. A version of the LEON2 with all our
added enhancements has been made available under the LGPL in the context
of our project Instruction Set Extensions for Cryptography (ISEC) [134]. This
processor variant is denoted LEON2-CIS, where CIS stands for Cryptography
Instruction Set.



4
Instruction Set Extensions for Public-Key

Cryptography

In Section 1.6 we have already given an overview of research work on extensions
for public-key cryptography. In this chapter we will describe the most important
results and present the contributions of our work.

A common challenge of implementing public-key algorithms in software is
that they require the processing of very large numbers. For public-key cryp-
tosystems based on the integer factorization problem (e.g., RSA) or the discrete
logarithm problem (e.g., DSA), the required arithmetic operations are on large
integers (typically between 1,024 and 3,072 bits). Cryptosystems based on the el-
liptic curve discrete logarithm problem use significantly smaller values (typically
between 160 and 250 bits), but these are still much larger than the native word
size of embedded general-purpose processors. Therefore, it is necessary to rep-
resent these large values in the form of multiple words. Arithmetic operations
performed on such values are hence denoted as multiple-precision operations
(where precision refers to the maximal operand size which the processor can
handle natively).

Analysis of the workload of software implementations of public-key algo-
rithms has shown that most time is spent in a few small code sections. Typically,
these code sections are the inner loops found in multiple-precision operations.
Therefore, most architectural enhancements for public-key cryptography have
focused on speeding up these critical portions of the program code. Another
goal was to make use of the similarities of the critical operations of the main
public-key cryptosystems in order to design a small set of custom instructions
to support a broad range of these systems.

43
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4.1 Related Work on Public-Key Extensions

After Dhem proposed the integration of a (32× 32 + 32 + 32)-bit multiply-ac-
cumulate operation for long integer modular multiplication [59], Großschädl et
al. continued work into this direction by investigating different algorithms for
multiple-precision modular multiplication [90, 95, 98].

Our cooperation with Johann Großschädl centered around the evaluation of
the energy efficiency of algorithms for multiple-precision multiplication, reduc-
tion, and modular multiplication [92, 102].

For non-integer arithmetic, Nahum et al. generally suggested support for
binary extension fields GF(2m) [181] and Koç and Acar identified multiplica-
tion of two word-size binary polynomials (MULGF2) as a worthwhile target for
optimization [43].

While Drescher et al. were the first to propose integration of GF(2m) multi-
plication into conventional integer multipliers, Bucci proposed a dual-mode mod-
ular multiplier specifically for cryptographic applications. Similar concepts were
used by Goodman et al. for their Domain Specific Reconfigurable Cryptographic
Processor (DSRCP) [85, 86].

Savaş et al. developed word-level algorithms for Montgomery multiplication
in GF(p) and GF(2m) and also proposed a multiplier suited for both types of
fields [210]. They also introduced the concept of dual-field adder cells, which
can suppress carry propagation for GF(2m) operations.

Großschädl et al. investigated the efficiency of a mulgf2 instruction on a
16-bit platform [96] and proposed a low-power unified multiply-accumulator de-
sign for 32-bit processors [97]. Arithmetic support for both GF(p) and GF(2m)
was considered by Großschädl et al. in [101]. The authors proposed a set of
seven instructions working on a 72-bit accumulator (four for integer arithmetic,
two for binary polynomials, and one for general accumulator manipulation).

While Fiskiran and Lee examined the efficiency of instruction set extensions
for GF(2m) for varying word sizes and processor parallelism [71], Eberle et al.
considered similar support for 8-bit microcontrollers [65].

Support for less common finite fields like Optimal Extension Fields and
ternary extension fields GF(3m) has also been investigated in [99] and [249],
respectively.

Our joint work with Johann Großschädl investigated low-cost support for
GF(2m) operations [234], which is described in the remainder of this chapter,
and the synergies of support for digital signal processing and cryptography [100].

4.2 Low-Cost Instruction Set Extensions for
ECC over GF(2m)

Elliptic Curve Cryptography (ECC) is especially attractive for devices which
have restrictions in terms of computing power and energy supply. The efficiency
of ECC implementations is highly dependent on the performance of arithmetic
operations in the underlying finite field. In this section we present a simple
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architectural enhancement to a general-purpose processor core which facilitates
arithmetic operations in binary extension fields GF(2m). A custom instruction
for a multiply step for binary polynomials has been integrated into a SPARC V8
core, which subsequently served to compare the merits of the enhancement for
two different ECC implementations. One was tailored to the use of GF(2191)
with a fixed reduction polynomial. The speed of this implementation was almost
doubled while its code size was reduced. The second implementation worked
for arbitrary binary fields with a range of reduction polynomials. The flexible
implementation was accelerated by a factor of nearly 10.

Binary extension fields GF(2m) allow efficient representation and computa-
tion on a general-purpose processor which does not feature a hardware multiplier.
They are therefore well suited to be used as the underlying field of an elliptic
curve cryptosystem.

ECC implementations require several choices of parameters regarding the un-
derlying finite field (type of the field, representation of its elements, algorithms
for the arithmetic operations) as well as the elliptic curve (representation of
points, algorithms for point arithmetic). If some of these parameters are fixed,
e.g., the field type, then implementations can be optimized yielding a consider-
able performance gain. Such an optimized ECC implementation will mainly be
required by constrained end devices in order to cope with their limited comput-
ing power.

Various standards have included recommendations for specific sets of pa-
rameters, e.g., ANSI X9.62 and X9.63 [6, 5], NIST FIPS-186 [184], IEEE 1363
and 1363a [125, 126], and SEC 2 [45]. As research in ECC advances, new sets
of parameters with favorable properties are likely to become available and rec-
ommended. Therefore, not all end devices will use the same set of parameters.
Server machines which must communicate with many different clients will there-
fore have a need for flexible and yet fast ECC implementations.

We propose a simple extension to a general-purpose processor to acceler-
ate the arithmetic operations in binary extension fields GF(2m). Our approach
concentrates on a very important building block of these arithmetic operations;
namely the multiplication of binary polynomials, i.e., polynomials with coeffi-
cients in GF(2) = {0, 1}. If this binary polynomial multiplication can be realized
efficiently, then multiplication, squaring and inversion in GF(2m) and in turn the
whole ECC operation is made significantly faster.

Two forms of a multiply-step instruction are proposed, which can be imple-
mented and used separately or in combination. These instructions perform an
incremental multiplication of two binary polynomials by processing one or two
bits of one polynomial and accumulating the partial products. A modified ripple-
carry adder is presented which facilitates the accumulation with little additional
hardware cost.

The proposed custom instructions have merits for implementations which are
optimized for specific binary finite fields with a fixed reduction polynomial. Also,
flexible implementations which can accommodate fields of arbitrary length with
a range of reduction polynomials benefit from such instructions. Note that both
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such types of implementations are general enough to support different elliptic
curves and EC point operation algorithms.

Section 4.3 outlines important aspects of modular multiplication in GF(2m).
Section 4.4 describes the proposed custom instructions in detail. A possible
implementation of the extensions with a modified ripple-carry adder is presented
in Section 4.5. Section 4.6 gives evaluation results from our implementation.
Finally, a summary and conclusions are given in Section 4.7.

4.3 Arithmetic in Binary Extension Fields

A common representation for the elements of a binary extension field GF(2m) is
the polynomial basis representation. Each element of GF(2m) can be expressed
as a binary polynomial of degree smaller than m.

a(x) =
m−1∑
i=0

ai · xi = am−1 · xm−1 + · · ·+ a1 · x + a0 with ai ∈ {0, 1} (4.1)

A very convenient property of binary extension fields is that the addition of two
elements is done with a simple bitwise XOR, which means that the addition
hardware does not need to deal with carry propagation in contrast to a conven-
tional adder for integers. The instruction set of virtually any general-purpose
processor includes an instruction for the bitwise XOR operation.

When using a polynomial basis representation, the operations in GF(2m)
can be defined as polynomial addition and multiplication modulo an irreducible
polynomial p(x) of degree m. This reduction is only required in multiplication,
as addition is carry-less and already yields a fully reduced element of GF(2m).
A multiplication in GF(2m) can be performed in two steps1:

1. Multiplication of two binary polynomials of degree up to m− 1, resulting
in a product polynomial of degree up to 2m− 22.

2. Reduction of the product from the first step modulo the irreducible poly-
nomial p(x), yielding an element of GF(2m) in fully reduced form.

First, we discuss the implementation options for the multiplication of binary
polynomials (i.e., step one) only. Then, the reduction for the result of step one
is outlined.

In software, the simplest way to implement the multiplication of two bi-
nary polynomials a(x), b(x) ∈ GF(2m) is by means of the so-called shift-and-xor
method [219]. Several improvements of the classical shift-and-xor method have
been proposed [113]; the most efficient of these is the left-to-right comb method

1These two steps can also be interleaved, depending on the characteristics of the implemen-
tation.

2Note that, unlike in integer multiplication, the coefficient for degree 2m− 1 is always zero
due to the missing carry propagation.
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by López and Dahab [162], which employs a look-up table to reduce the number
of both shift and XOR operations.

A completely different way to realize the multiplication of binary polynomials
in software is based on the MULGF2 operation as proposed by Koç and Acar
[43]. The MULGF2 operation performs a word-level multiplication of binary
polynomials, similar to the (w × w)-bit MUL operation for integers, whereby w
denotes the word size of the processor. More precisely, the MULGF2 operation
takes two w-bit words as input, performs a multiplication treating the words
as binary polynomials, and returns a 2w-bit word as result3. All standard al-
gorithms for multiple-precision arithmetic of integers can be applied to binary
polynomials as well, using the MULGF2 operation as a subroutine [96]. Unfortu-
nately, most general-purpose processors do not support the MULGF2 operation
in hardware, although a dedicated instruction for this operation is simple to
implement [181]. It was shown by Großschädl [97] that a conventional integer
multiplier can be easily extended to support the MULGF2 operation, without
significantly increasing the overall hardware cost. On the other hand, Koç and
Acar [43] describe two efficient techniques to “emulate” the MULGF2 operation
when it is not supported by the processor. For small word sizes (e.g., w = 8), the
MULGF2 operation can be accomplished with help of look-up tables. The sec-
ond approach is to emulate MULGF2 using shift and XOR operations (see [43]
for further details).

In the following, we briefly describe an efficient word-level algorithm for
multiple-precision multiplication of binary polynomials with the help of the
MULGF2 operation. We write any binary polynomial a(x) ∈ GF(2m) as a bit-
string of its m coefficients, e.g., a(x) = (am−1, . . . , a1, a0). Then, we split the
bit-string into s = dm/we words of w bits each, whereby w is the word size of
the target processor. These words are denoted as ãi (for 0 ≤ i < s), with ãs−1

and ã0 representing the most and least significant word of a(x), respectively. In
this way, we can conveniently store a binary polynomial a(x) in an array of s
single-precision words (unsigned integers), i.e., a(x) = (ãs−1, . . . , ã1, ã0). Based
on the MULGF2 operation, a multiple-precision multiplication of binary poly-
nomials can be performed according to Algorithm 1 (replicated from [96]). The
tuple (ũ, ṽ) represents a double-precision quantity of the form u(x) · xw + v(x),
i.e., a polynomial of degree 2w − 1. The symbols ⊗ and ⊕ denote the MULGF2
and XOR operation, respectively. In summary, Algorithm 1 requires to carry
out s2 MULGF2 operations and 2s2 XOR operations in order to calculate the
product of two s-word polynomials. We refer to [96] for a detailed discussion of
this algorithm.

Once the product a(x) · b(x) has been formed, it must be reduced modulo the
irreducible polynomial p(x) = xm +

∑m−1
i=0 pi · xi to obtain the final result (i.e.,

a binary polynomial of degree up to m− 1 as a representative of a fully reduced
element of GF(2m)). This reduction can be implemented very efficiently when
p(x) is a sparse polynomial, which means that p(x) has few non-zero coefficients
pi. In such a case, the modular reduction requires only a few shift and XOR

3Note that the highest bit of the result is always zero.
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Algorithm 1 Multiple-precision multiplication of binary polynomials [96].

Require: Two binary polynomials, a(x) = (ãs−1, . . . , ã1, ã0) and
b(x) = (b̃s−1, . . . , b̃1, b̃0), each represented by an array of s single-precision
(i.e., w-bit) words.

Ensure: Product r(x) = a(x) · b(x) = (r̃2s−1, . . . , r̃1, r̃0) (r̃2s−1 is always 0).
1: (ũ, ṽ)← 0
2: for i from 0 by 1 to s− 1 do
3: for j from 0 by 1 to i do
4: (ũ, ṽ)← (ũ, ṽ)⊕ (ãj ⊗ b̃i−j)
5: end for
6: r̃i ← ṽ
7: ṽ ← ũ , ũ← 0
8: end for
9: for i from s by 1 to 2s− 2 do

10: for j from i− s + 1 by 1 to s− 1 do
11: (ũ, ṽ)← (ũ, ṽ)⊕ (ãj ⊗ b̃i−j)
12: end for
13: r̃i ← ṽ
14: ṽ ← ũ , ũ← 0
15: end for
16: r̃2s−1 ← ṽ
17: return r(x) = (r̃2s−1, . . . , r̃1, r̃0)

operations and can be highly optimized for a given irreducible polynomial [112,
113, 219]. Most standards for ECC, such as from ANSI [4] and NIST [184],
propose to use sparse irreducible polynomial like trinomials or pentanomials.
On the other hand, an efficient word-level reduction method using the MULGF2
operation was introduced in the previously mentioned paper [96]. The word-
level method also works with irreducible polynomials other than trinomials or
pentanomials, but requires that all non-zero coefficients (except pm) are located
within the least significant word of p(x), i.e., pi = 0 for w ≤ i < m. We used the
trinomial p(x) = x191 + x9 + 1 for our ECC implementations, which satisfies this
condition for a word size of w = 32.

4.4 Proposed Multiply-Step Instructions

Our enhancement is basically the addition of one or two custom instructions
which can be realized with relatively little additional hardware. The basic idea
is to provide a multiply-step instruction for multiplication of binary polynomi-
als. With a given word size w of the processor, a multiplication of two w-bit
binary polynomials yielding a 2w-bit result can be implemented efficiently with
the proposed instructions. This word-size multiplication of binary polynomials
corresponds to the MULGF2 operation mentioned in Section 4.3, which is an
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important building block for arithmetic operations in the field GF(2m).
The SPARC V8 Architecture Manual [225] defines a multiply-step instruction

for integer multiplication (mulscc) and our proposed instructions are a modifi-
cation thereof. The instruction mulscc processes one bit of the multiplier and
adds the resulting partial product to a 64-bit accumulator realized by two hard-
ware registers. In the following descriptions, the register naming conventions of
SPARC V8 will be used.

In order to perform a complete multiplication of two 32-bit binary poly-
nomials with a series of multiply-step instructions, three registers have to be
employed. However, each instruction can only have two source operands. We
follow the SPARC V8 solution for mulscc by using the special register %y im-
plicitly in our multiply-step instructions. The other two registers can then be
specified as the instruction’s source operands. In our code examples, we use the
registers %o0 and %o1. Two of the registers form a logical 64-bit accumulator
that holds the intermediate product during multiplication. The low word or the
accumulator is fixed to be the register %y. The high word is contained in %o0
in our examples. The multiplier is loaded into the low word of the accumulator
(i.e., %y) at the beginning of the multiplication. The multiplicand resides in %o1
during the whole course of the multiplication.

We now describe our two proposed multiply-step instructions for binary poly-
nomials. First, we give a detailed description of the functionality of a single
invocation of the respective instruction. We denote the involved operands in
a generic fashion with rs1 and rs2 for the two source registers and rd for the
destination register. Then we describe how the multiply-step instruction can be
used to perform a complete multiplication with sample code. In this code, the
aforementioned registers %o0 and %o1 will be used.

4.4.1 Single-Bit Variant

The first proposed instruction is named mulgfs and is only a slight variation of
the mulscc instruction. It performs a step of a binary polynomial multiplication
by processing a single bit of the multiplier. The instruction format is:

mulgfs rs1, rs2, rd

Apart from the two source registers (rs1 and rs2) and the destination register
(rd), the instruction implicitly works on the special register %y. The registers
rs1 and %y logically form a 64-bit accumulator register, where the first register
contains the 32 most significant bits while the second registers contains the 32
lower bits4.

The mulgfs instruction assumes that the accumulator contains the interme-
diate product in the higher part and the unprocessed bits of the multiplier in the
lower part5. A mulgfs instruction performs the following steps:

4On other architectures, different approaches may be favorable, e.g., on a MIPS architecture
the multiplication registers %hi and %lo could be implicitly used as accumulator.

5Note that while the multiplication progresses, the intermediate product gets longer while
the unprocessed multiplier gets shorter.
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1. The last bit of %y (i.e., the least significant unprocessed bit of the multi-
plier) is examined. A partial product (denoted as A) is set to the value
of rs2 (i.e., the multiplicand), if the bit is one. Otherwise A is set to all
zeros. This is the contribution to the high word of the new intermediate
product due to this bit of the multiplier.

2. The logical 64-bit accumulator (consisting of rs1 and %y) is shifted one
bit to the right. As a consequence, the bit of the multiplier processed in
the previous step is shifted out.

3. The partial product A is XORed (i.e., added) to the high word of the
accumulator and the result is stored in rd. The accumulator is now formed
by rd and %y and contains the updated intermediate product and the
remaining bits of the multiplier.

A possible implementation of the mulgfs instructions with dedicated XOR
logic can be seen in Figure 4.1. The input value of the accumulator (rs1 and
%y) is shifted right by one and rs2 is conditionally added to the high word. The
64-bit result is written to the accumulator (consisting of rd and %y).

0
 &

 r
s
1
(3

1
..
1
)

0

%
y
(3

1
..

1
)

A

rs2 rs1 %y

rd %y

0 1

32

Figure 4.1: Implementation of the mulgfs instruction for the SPARC V8 architecture.

By using the mulgfs instruction repeatedly, the MULGF2 operation can be
implemented efficiently. The instruction operands are mainly fixed during a sin-
gle multiplication. The first source register (rs1) and the destination register
(rd) are kept identical as long the 64-bit accumulator is read and written6. The
second source register (rs2) has to contain the multiplicand. The multiplier

6As the rd register can be specified individually, the high word of the accumulator could be
chosen differently after each mulgfs instruction. However, the common practice is to keep the
high word of the accumulator in the same registers by using the same register for rs1 and rd.
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must be loaded into the low word of the accumulator (i.e., %y) at the begin-
ning of multiplication. Figure 4.2 shows how the MULGF2 operation can be
implemented with the mulgfs instruction.

! pre: Multiplier in %o0, multiplicand in %o1

! post: Product in %o0,%o1

mov %o0, %y ! Load multiplier into %y (low word of accu)

! 32 iterations of mulgfs

! remark: %g0 is always zero

mulgfs %g0, %o1, %o0 ! High word of accu starts at zero

mulgfs %o0, %o1, %o0

! 30 x mulgfs %o0, %o1, %o0

! [omitted for compactness]

! Last iteration (33) only shifts result right by one

mulgfs %o0, %g0, %o0

! Result resides in %o0,%y

! Put least significant word of result into %o1

mov %y, %o1

Figure 4.2: Using mulgfs to implement multiplication of 32-bit binary polynomials
(MULGF2 operation).

At the beginning, the multiplier is loaded into %y. Then, the mulgfs in-
struction is executed 32 times to process each bit of the multiplier in %y. In each
execution of the mulgfs instruction, the value in the accumulator (%o0 and %y) is
shifted right by one. After 32 mulgfs instructions, the value in the accumulator
must be shifted right by one to obtain the correct 64-bit result.

4.4.2 Double-Bit Variant

The second proposed instruction, named mulgfs2, is a variation of the mulgfs
instruction, and it processes two bits of the multiplier simultaneously. Its format
is:

mulgfs2 rs1, rs2, rd

The mulgfs2 instruction executes the following steps:

1. The last bit of %y (i.e., the least significant unprocessed bit of the multi-
plier) is examined. If the bit is one, a partial product (denoted as B) is
set to the value of rs2 (i.e., the multiplicand) shifted right by one. Oth-
erwise B is all zeros. This is the contribution to the high word of the new
intermediate product due to this bit of the multiplier.
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2. The second-lowest bit of %y (i.e., the penultimate bit of the multiplier) is
examined. If it is one, a second partial product (denoted as A) is set to
the value of rs2 (i.e., the multiplicand). Otherwise A is all zeros. This is
the contribution to the high word of the new intermediate product due to
this bit of the multiplier.

3. The logical 64-bit accumulator (consisting of rs1 and %y) is shifted two
bits to the right. Consequently, the two processed bits of the multiplier
are shifted out.

4. The partial products A and B are XORed to the high word of the accumu-
lator and the result is stored in rd. Furthermore, the least significant bit
of rs2 (i.e., the multiplicand) is added to the most significant bit of the
low word of the accumulator if the multiplier bit processed in step 1 is one.
The accumulator is now formed by rd and %y and contains the updated
intermediate product and the remaining bits of the multiplier.

In this fashion two partial products can be generated and added to the in-
termediate product in the accumulator with a single instruction. A possible
implementation of the mulgfs2 instruction for a SPARC V8 general-purpose
processor can be seen in Figure 4.3. The input value of the accumulator (rs1
and %y) is shifted right by two and rs2 is twice conditionally added to the high
word. One of the two conditional additions (the one for the lowest multiplier
bit) also involves the most significant bit of the low word of the new accumulator
value. This can be seen in Figure 4.3 as the logical AND of the least significant
bits of rs2 and %y and the subsequent XOR with the penultimate bit of rs1.
The 32-bit three-input XOR can be realized with the modified ripple-carry adder
presented in Section 4.5.

A multiplication of two binary polynomials (MULGF2 operation) is done in
the same way as described in the Section 4.4.1 with the exception that the 32
subsequent mulgfs instructions are replaced by 16 mulgfs2 instructions. This
is shown in Figure 4.4.

If the mulgfs instruction is available, then the final shift can be done with
a single instruction. If only the mulgfs2 instruction is available, the final shift
of the 64-bit accumulator must be done with conventional bit-test and shift
instructions on the two respective 32-bit registers. On a SPARC V8 processor
this requires four instructions.

4.5 Possible Implementation with Modified Rip-
ple-Carry Adder

The paper of Großschädl [97] presents the design of a so-called unified multiply-
accumulate unit that supports the MULGF2 operation. The efficiency of that
design is based on the integration of polynomial multiplication into the datapath
of the integer multiplier. On the other hand, the datapath for our proposed
multiply-step instructions can be integrated into the ALU adder and does not
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Figure 4.3: Implementation of the mulgfs2 instruction for the SPARC V8 architec-
ture.

require a multiplier. Alternatively, some dedicated logic (mainly consisting of
XOR gates) could be added to the ALU of the processor.

For SPARC V8 cores, the implementation of our extension is relatively easy,
as those cores already feature a multiply-step instruction for integer arithmetic.
In comparison to the work in [97], the multiply-step instructions offer a tradeoff
of hardware cost against speed.

The simplest way to implement adders in general-purpose processors is in
the form of ripple-carry adders (RCAs). For instance the SPARC V8 LEON2
processor, which we have used for our evaluation, employs such an adder. Prin-
cipally, ripple-carry adders consist of a chain of full adder cells, where each cell
takes three input bits (usually labeled a, b and cin) and produces two output
bits with different significance (sum and cout). The cells are connected via their
carry signals, with the cout of one stage serving as cin input for the next higher
stage.

A conventional ripple-carry adder takes two n-bit values and a carry-in bit
and produces an n-bit sum and a carry-out bit which can be seen as the (n + 1)-
th bit of the sum. To generate a bit of the sum vector, each full adder cell
performs a logical XOR of its three inputs a, b and cin. This property can be
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! pre: Multiplier in %o0, multiplicand in %o1

! post: Product in %o0,%o1

mov %o0, %y ! Load multiplier into %y

! 16 iterations of mulgfs2

! remark: %g0 is always zero

mulgfs2 %g0, %o1, %o0 ! High word of accu is zero

mulgfs2 %o0, %o1, %o0

! 14 x mulgfs2 %o0, %o1, %o0

! [omitted for compactness]

! mulgfs shifts result right by one

mulgfs %o0, %g0, %o0

! Result resides in %o0,%y

! Put least significant word of result into %o1

mov %y, %o1

Figure 4.4: Using mulgfs2 to implement multiplication of 32-bit binary polynomials
(MULGF2 operation).

exploited to perform a bitwise logical XOR of three n-bit vectors with a slightly
modified ripple-carry adder. As explained in Section 4.3, this XOR conforms to
an addition of the three vectors if they are interpreted as binary polynomials.

The modification consists of the insertion of multiplexers into the carry-chain
of the ripple-carry adder as illustrated in Figure 4.5. The insert control signal
selects the carry value which is used. If insert is 0, the adder propagates the
carry signal, selecting cpi as ci+1. In this mode the adder performs a conventional
integer addition, setting s and cout accordingly. If insert is 1, the carry is not
propagated, but the cins vector is used to provide the ci inputs for the full adder
cells. The sum vector s is calculated as the bitwise logical XOR of the vectors a,
b and cins. The value of cout is not relevant in this mode and is forced to 07. In
Figure 4.5, the bits with the same significance of the three vectors are grouped
together with braces. The carry input of the rightmost full adder cell receives cin

for integer addition and the least significant bit of the cins vector for addition of
binary polynomials. The insert signal of the modified adder therefore switches
the circuit between the functionality of an integer adder and a 3:1 compressor
for binary polynomials.

Ripple-carry adders have the disadvantage that the delay of carry propaga-
tion can be rather high. If the carry propagation path of the adder constitutes
the critical path, then a faster adder design can be used to achieve better timing

7This suppression can be omitted for a simple RCA design. However, cascading (e.g., for a
carry-select adder) is simplified.
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Figure 4.5: A 4-bit modified ripple-carry adder.

results for the whole design.
A good source for high-speed adder designs is the book of Chandrakasan [46].

A carry-select adder, for instance, can be adapted to accommodate addition of
binary polynomials. A carry-select adder consists of several short adders which
add different chunks of the input vectors. For each chunk there are two adders:
One for each of the two possible values of the incoming carry from the next
lower chunk. Once this carry arrives, it selects the correct sum and the next
carry via multiplexers. If ripple-carry adders are used for the addition of the
chunks, then the modifications for polynomial addition can be integrated into the
carry-select adder by modifying one of the two adders for each chunk according
to Figure 4.58. Such a modified carry-select adder is shown in Figure 4.6.

4.6 Experimental Results

Both mulgfs and mulgfs2 have been implemented in the SPARC V8-compliant
LEON2 processor [80]. The size for both instruction and data cache have been
set to 4 KB. A cycle counter register, whose content is incremented each clock
cycle, has also been added to the LEON2 to facilitate the measurement of the
execution time of software routines. An XSV-800 Virtex FPGA prototyping
board [263] has been used to implement the extended processor for verification
of the design and for obtaining timing result for different realizations of ECC
operations.

The ECC parameters given in Appendix J.2.1 of the ANSI standard X9.62 [4]
have been used. The elliptic curve is defined over the binary finite field GF(2191)
with the reduction polynomial p(x) = x191 + x9 + 1. Most of the examined im-
plementation variants use a multiplication of two binary polynomials (MULGF2
operation) as a building block for GF(2m) operations where the size of the bi-
nary polynomials equals the word-size w of the LEON2 processor, namely 32

8In our case, we have modified the adder with carry input 0, but it would also be possible
to modify the adder with carry input 1.
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Figure 4.6: A 4-bit modified carry-select adder using modified ripple-carry adders as
building blocks.

bits.
Two principal implementations of ECC operations have been employed for

evaluation of the merits of the proposed multiply-step instructions. The first
uses the left-to-right comb method with a look-up table containing 16 entries, as
mentioned in Section 4.3, for polynomial multiplication and shift and XOR in-
structions for reduction. This implementation is tailored to the use of GF(2191)
with the above reduction polynomial and therefore especially suited for con-
strained devices. The different variants used for evaluation are denoted with the
prefix OPT. The second implementation can work in a binary extension field of
arbitrary length with any reduction polynomial which fulfills the requirement
that it has only non-zero coefficients for powers smaller than w. Such an im-
plementation is favorable for machines which need to handle elliptic curves over
various finite fields. These variants are based on the MULGF2 operation as
a building block for all GF(2m) multiplication, squaring and reduction opera-
tions. They vary only in the implementation of the MULGF2 operation and
are denoted with the prefix FLEX. All OPT and FLEX implementations use
the method described by López and Dahab to perform an elliptic curve point
multiplication [161].

4.6.1 Hardware Cost

We estimated the cost in terms of hardware for our proposed instructions at the
example of the SPARC V8-compatible LEON2 processor. To this end, we im-
plemented the different instructions in the processor and synthesized the integer
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unit (IU), i.e. the 5-stage processor pipeline, of each processor version using a
UMC 0.13 µm standard-cell library. The mulgfs instruction has been realized
with a simple modification of the decode logic, while the heart of the mulgfs2
instruction is realized with dedicated XOR gates. This additional functional unit
for the mulgfs2 instruction basically consists of 32 3-input XORs and a 32-bit
2-input multiplexer. Its cost can be estimated to about 200 gate equivalents
(GEs). Our synthesis results are given in Table 4.1.

Table 4.1: Area and delay of LEON2-CIS’s IU with various extensions.

Area Delay
Variant µm2 Gate equiv. Norm. ns

IU without extensions 67,887.94 13,106 1.00 5.00
IU with mulgfs 68,212.80 13,169 1.00 5.00
IU with mulgfs2 66,833.86 12,903 0.98 5.00
IU with mulgfs & mulgfs2 66878.78 12,919 0.99 5.00

For all combinations of extensions, the cost of additional hardware is negli-
gible. The IUs which include the mulgfs2 instruction is even smaller than the
reference version without extensions9.

4.6.2 Performance

Table 4.2 presents the performance (in clock cycles) of multiplication and squar-
ing in GF(2191) and of a complete elliptic scalar multiplication for the three vari-
ants of the flexible implementation. The first column (FLEX1) gives the results
for the pure software variant, where the MULGF2 operation has been imple-
mented with shift and XOR instructions. The second and third column list the
performance for adapted versions, where the word-size polynomial multiplication
(MULGF2 operation) has been optimized. FLEX2 refers to the variant which
made use of the mulgfs instruction as described in Section 4.4.1. The results
for FLEX3 are for an implementation which utilizes both mulgfs and mulgfs2
instructions as outlined in Section 4.4.2. Both FLEX2 and FLEX3 necessitated
only minor changes to the code of FLEX1.

Table 4.2: Execution times of important operations for ECC over GF(2191) for the
FLEX variants.

FLEX1 FLEX2 FLEX3
Operation cycles cycles cycles

GF(2191) multiplication 15,344 2,306 1,620
GF(2191) squaring 5,335 691 476
EC scalar multiplication 22,485,650 3,260,478 2,319,558

9The synthesis process does not allow to pinpoint the source of the area savings. We assume
that our modifications of the decode logic to accommodate the new instructions allow for a
more optimal synthesis result.
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The performance of the EC scalar multiplication from Table 4.2 are a rep-
resentative measure to compare the overall speed of the three implementations.
The use of the mulgfs instruction alone (FLEX2) yields a speedup factor of
nearly 7 over the pure software version. If both multiply-step instructions are
available (FLEX3), the speedup factor is nearly 10.

The optimized implementation in pure software (OPT1) can be enhanced
with the proposed multiply-step instructions. GF(2191) multiplication which
uses the mulgfs and mulgfs2 instructions is faster than the multiplication of the
original software implementation. Table 4.3 lists the performance of the three
versions, where OPT2 uses just the mulgfs instruction and OPT3 makes use of
both mulgfs and mulgfs2 instructions to speed up GF(2191) multiplication.

Table 4.3: Execution times of important operations for ECC over GF(2191) for the
OPT variants.

OPT1 OPT2 OPT3
Operation cycles cycles cycles

GF(2191) multiplication 3,182 2,076 1,500
GF(2191) squaring 273 273 273
EC scalar multiplication 3,909,690 2,706,560 2,054,282

Note that the performance for the GF(2191) multiplication for OPT2 and
OPT3 is better than that of FLEX2 and FLEX3 because the former use a re-
duction step which is tailored to the reduction polynomial p(x) = x191 + x9 + 1.

EC scalar multiplication is sped up by a factor of about 1.45 with the mulgfs
instruction and by about 1.9 through the use of both mulgfs and mulgfs2 in-
structions. Additionally, FLEX2 is about 16% faster than OPT1 and FLEX3 is
about 40% faster.

4.6.3 Memory Requirements

Table 4.4 compares the size of the code and data sections of a SPARC executable
which implements the full EC scalar multiplication for the OPT and FLEX
variants. The executables have been obtained by linking the object files for each
implementation without linking standard library routines. The size of the code
and data sections have subsequently been dumped with the GNU objdump tool.
As the values for OPT2 and OPT3 and those for FLEX2 and FLEX3 are nearly
identical, only one implementation of each group has been listed exemplarily.

The executables of the FLEX2 and FLEX3 implementations are only half
the size of OPT1. This is mainly because OPT1 uses a hard-coded look-up
table for squaring and also features larger subroutines. OPT2 and OPT3 have
40% smaller code sections and a 33% smaller executable compared to OPT1.
In addition, OPT1 uses a look-up table for GF(2191) multiplication which is
calculated on-the-fly and requires additional space in the RAM. This memory
requirement is eliminated in OPT2, OPT3 and all FLEX variants.

The OPT variants are the most likely candidates for usage in devices which
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Table 4.4: Memory requirements of the OPT and FLEX variants of EC scalar mul-
tiplication.

OPT1 OPT2/3 FLEX1 FLEX2/3
Memory usage bytes bytes bytes bytes

Code section size 4,928 2,920 3,904 2,592
Data section size 1,024 1,024 264 264
Total size (executable) 5,952 3,944 4,168 2,856

Additional RAM 384 none none none

are constrained regarding their energy supply. To compare OPT1 with the
enhanced versions OPT2 and OPT3, it is important to note that load and store
instructions normally require more energy than other instructions on a common
microprocessor; see e.g., the work of Sinha et al. [223]. Based on that fact it can
be reasoned that OPT2 and OPT3 have a better energy efficiency than OPT1
for two reasons: They have better performance and do not use as many load and
store instructions because they perform no table look-ups for field multiplication.

4.7 Summary and Conclusions

We presented an extension to general-purpose processors which speeds up ECC
over GF(2m). The use of multiply-step instructions accelerates multiplication
of binary polynomials, i.e., the MULGF2 operation, which can be used to re-
alize arithmetic operations in GF(2m) in an efficient manner. We have inte-
grated both proposed versions of the multiply-step instruction into a SPARC
V8-compliant processor core. Two different ECC implementations have been
accelerated through the use of our instructions. The implementation optimized
for GF(2191) and a fixed reduction polynomial has been sped up by a factor of
about 1.9 while the size of its executable and its RAM usage have been reduced.
The flexible implementation, which can cater for different field sizes m and an
important set of reduction polynomials, was accelerated by an factor of over 10.
Additionally, the enhanced flexible version could outperform the original opti-
mized implementation by 40%. All enhancements required only minor changes
to the software code of the ECC implementations.

The benefits for devices constrained in available die size and memory seem
especially significant, as our multiply-step instructions require little additional
hardware and reduce memory demand regarding both code size and RAM re-
quirements at runtime. Additionally, the implementations which use our in-
structions are likely to be more energy efficient on common general-purpose
processors.





5
Accelerating AES Using Instruction Set

Extensions for Elliptic Curve
Cryptography

Instruction-level support for finite field operations like the one presented in [101]
and in Chapter 4 have been set in the context of public-key cryptography. As
modern secret-key algorithms also use finite field operations as building blocks,
the question appears whether such support can also be used in the secret-key
setting. In this chapter we demonstrate that this is indeed the case by showing
the use of word-level binary polynomial multiplication for acceleration of the
Advanced Encryption Standard (AES) algorithm [185].

As already outlined in Section 2.5, a considerable fraction of the compu-
tation effort of a software implementation of AES is spent in the MixColumns
and InvMixColumns transformations. Consequently, these transformations are a
worthwhile target for optimization as demonstrated by the approaches of T-table
lookup [57] or Bertoni et al.’s alternative representation of the AES State [25].
The main reason for the relatively poor performance of MixColumns implemen-
tations lies in the fact that the required multiplications in the binary extension
field GF(28) are not supported by modern processors and need to be emulated
by shift and XOR instructions.

Instruction set extensions for Elliptic Curve Cryptography (ECC) include
support for arithmetic in large binary extension fields, e.g. [101]. In this sec-
tion, we analyze how well these custom instructions are suited for accelerating
a software implementation of AES on 32-bit platforms. Taking fast AES im-
plementations for 32-bit processors as reference, we are able to obtain speedup
factors of 1.34 for encryption and 1.2 for decryption.

61
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5.1 Implementing AES on 32-bit Processors

On 32-bit platforms, most of the AES operations can be implemented with
table lookups using the T-table approach [57]. A set of T-tables can be used to
implement a specific part of the AES algorithm. For each such part, there is a
choice between the use of a single table of 256 entries of 32-bit words or a set of
four such tables, i.e., a size of 1 KB or 4KB, respectively. The three additional
tables in the set of four tables are just rotated versions of the original table.
Therefore, a single T-table is sufficient if the necessary rotations are executed at
runtime.

The part of AES most worthwhile to be implemented with T-tables is the
combination of SubBytes, ShiftRows and MixColumns, which is used in normal
encryption rounds. The SubBytes and ShiftRows transformations in the final
round can also be implemented with another set of T-tables, but the potential
speedup is rather small. Similarly, InvSubBytes, InvShiftRows and InvMixCol-
umns can be realized with T-tables. However, in such a case it is necessary to
employ the equivalent inverse cipher structure1 (cf. Section 2.5). InvSubBytes
and InvShiftRows in the final decryption round can also be done with T-tables.
The use of the equivalent inverse cipher structure necessitates a more complex
key expansion, as most of the round keys (except the first and last) must be
transformed with InvMixColumns. When a precomputed key schedule is em-
ployed, the additional transformations normally pose no problem, as the costly
key expansion is only done once per cipher key. However, if on-the-fly key ex-
pansion is to be used, AES decryption with T-tables for the rounds can become
rather inefficient. The InvMixColumns operation in the key expansion can also
be implemented with another set of T-tables.

The minimal size of lookup tables for a software AES implementation (with-
out resorting to bit-slicing techniques) is 256 bytes for SubBytes and InvSub-
Bytes, respectively. In principle, the byte substitutions could be calculated
on-the-fly through their defining arithmetic operations: Inversion in GF(28) and
affine transformation. However, this would be very slow on conventional pro-
cessors, which are not fit for arithmetic in binary extension fields. Therefore,
lookup of the S-box remains the only practical solution.

The rest of the AES round transformations can be calculated with reason-
able computational effort. SubBytes and InvSubBytes can be combined with
ShiftRows and InvShiftRows, respectively, if the bytes are arranged accordingly
after substitution. Such a combined operation is possible as SubBytes and Shift-
Rows are consecutive operations and their order of execution can be switched
arbitrarily. The combination delivers the shifting of the rows at no additional
cost. AddRoundKey can be realized with a few XOR instructions, which are
found on virtually all microprocessors.

The bit-slicing technique can be applied in order to get AES implementa-
tions which do not require any lookup tables. Each AES State is distributed

1Otherwise, the costly operations of InvSubBytes and InvMixColumns would be separated
by the AddRoundKey transformation and it would not be possible to perform them with
T-table lookup.
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amongst a number of registers where each register contains parts of a number
of different States. The transformations themselves are expressed as logical op-
erations. Multiple AES operations can be performed simultaneously and the
average cost per block is comparable to a conventional implementation provided
that the word size of the processor is sufficiently large [149, 167, 169]. The
absence of data-dependent table lookups makes bit-slicing implementations re-
sistant against cache-based timing attacks. However, the latency for a single
AES operation is very large. This is especially a problem in situations where
it is not possible to parallelize the AES operations, e.g., in CBC mode encryp-
tion. As bit-slicing leads to a less general solution for realizing AES, we will
concentrate on conventional implementations.

Hence, depending on the implementation strategy, AES encryption requires
between 256 bytes (just one S-box table) and 8 KB (two sets of T-tables of 4 KB
each) of lookup tables. For AES decryption, the range goes from 256 bytes up to
a maximum of 12 KB. Depending on the acceptable code size, the T-tables can
be statically included in the code section of the program or generated at runtime.
In the first case, the tables reside in the program memory of the processor while
in the second case, they are placed in the working memory.

As will be shown in Chapter 6, the performance of AES implementations
with T-tables is highly dependent on the properties of the memory subsystem
of the processor. Especially on systems with slow memory and no or minimal
cache, it can be faster to calculate the AES round transformations directly.

Another important design aspect is the storage of the State on 32-bit archi-
tectures. At the beginning of encryption or decryption, the State is filled with
the plaintext or ciphertext. Herein, the first four bytes of the input make up
the first column of the State, the next four bytes the second column, etc. On
32-bit processors, four bytes are usually packed into a 32-bit word in order to
increase utilization of registers and the datapath. A common choice is to hold
the four columns of the State in four 32-bit registers. We will denote an AES im-
plementation with such a storage strategy as column-oriented. The well-known
AES implementation of Brian Gladman [82] is an example of a column-oriented
implementation.

The MixColumns and InvMixColumns operations interpret the State bytes
and State columns as elements of binary extension fields and require operations
which are normally not supported by common microprocessors. When these
transformations are calculated by the processor, the finite field operations must
be realized with instructions for logical operations, shifting and integer arith-
metic. Consequently, a considerable part of AES is spent on calculating the
MixColumns and InvMixColumns operations.

Bertoni et al. [25] have presented an alternate way for calculating MixCol-
umns and its inverse on 32-bit platforms. Their strategy requires that the rows
of the State are held in 32-bit words instead of the columns2. The key advantage
of this method is the possibility to multiply all four bytes of each word simul-
taneously with the same constant from GF(28) without the need to shift the

2An alternative view is that the columns of the transposed State matrix are held in registers.
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results into place. Although this strategy requires a transposition of the State
matrix at the beginning and end of AES, a transposition of the cipher key and
a more complex key expansion, the whole AES operation is commonly faster
than a column-oriented implementation. The performance gains are especially
significant for decryption, because InvMixColumns is much easier to calculate
with the rows of the State than with the columns. The algorithms for calculat-
ing MixColumns and InvMixColumns using the State columns and State rows,
as well as possible optimizations using ECC instruction set extensions will be
discussed in the next section.

5.2 Optimizing AES Using Instruction Set Ex-
tensions

MixColumns and InvMixColumns require addition and multiplication of ele-
ments of the binary extension field GF(28) and of polynomials over GF(28). Ad-
dition in GF(28) is defined as a bitwise XOR. Multiplication in GF(28) can be
seen as multiplication of binary polynomials (i.e., coefficients mod 2), followed
by a reduction with an irreducible polynomial. Arithmetic with polynomials
over GF(28) follows the conventional rules for polynomials, using addition and
multiplication in GF(28) for the coefficients.

In the context of Elliptic Curve Cryptography, various instruction set ex-
tensions for arithmetic in binary extension fields GF(2m) have been proposed.
The word-level multiplication of binary polynomials has been identified as one
of the key operations by Koç et al. in [43], where this operation was denoted
as MULGF2. In [101], a small set of instructions (including one for MULGF2)
for the MIPS32 architecture has been presented and their impact on ECC im-
plementations over GF(p) and GF(2m) has been evaluated. We have used three
of these instructions to speed up AES implementations. Table 5.1 lists the in-
struction names used for MIPS32 in [101] and the mnemonics we have used for
our SPARC implementation along with a short functional description. We will
employ the SPARC names in the following.

All three instructions work on a dedicated accumulator whose size must be
at least twice the word size, i.e., in our case at least 64 bits.

Table 5.1: The ECC instruction set extensions used to speed up AES.

Instruction name
SPARC MIPS32 [101] Description

gf2mul mulgf2 Multiply two binary polynomials
gf2mac maddgf2 Same as gf2mul with addition of result to accumulator
shacr sha Shift lower word out of accumulator

The instructions gf2mul and gf2mac interpret the two operands as binary
polynomials, multiply them, and put the result in the accumulator. They differ
in that gf2mul overwrites the previous accumulator value while gf2mac adds
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the polynomial product to it. The shacr instruction writes the lowest word of
the accumulator to a given destination register and shifts the accumulator value
to the right by a distance of 32 bits. All timing estimations for code snippets
presented in this chapter are based on the following properties of the SPARC V8
architecture:

• No rotate instruction is available in the architecture. Rotation is done with
two shifts and an OR/XOR instruction.

• In order to set a constant value with more than 13 bits in a register, two
instructions are required.

• There are enough free registers to hold up to three constant words through-
out the calculation of MixColumns or InvMixColumns.

5.2.1 Column-Oriented Implementation

For MixColumns and InvMixColumns, each new column can be calculated sep-
arately from the old column. This property is used if the four columns of the
State are held in separate 32-bit words. The following code calculates MixCol-
umns for a single State column in a conventional fashion. At the beginning, the
input column is held in the variable column and at the end, the transformed
column is written into this variable.

01 word double, triple;

02 double = GFDOUBLE(column);

03 triple = double ^ column;

04 column = double ^ ROTL(triple, 8) ^

ROTL(column, 16) ^ ROTL(column, 24);

Figure 5.1: MixColumns for a single state column (conventional).

The operator ^ denotes bitwise XOR. The function GFDOUBLE interprets
the four bytes of column as four elements of GF(28) and doubles them individ-
ually. The function ROTL rotates the word to the left by the given number of
bits. The basic idea behind the code is that each byte of the resulting column
consists of a weighted sum of the four bytes of the old column. Multiplication of
all four bytes with the GF(28) constants 02 and 03 is done in line 2 and 3 and
the result is stored in double and triple, respectively. In line 4, the bytes are
rotated into the correct positions and summed up.

As will be shown in detail in Section 5.2.2, the function GFDOUBLE requires
about 10 instructions. The function ROTL takes between one and three instruc-
tions. The actual number depends on whether the processor features a dedicated
rotate instruction. As this is not the case for the SPARC V8 architecture, we
will consider the cost of ROTL to be three instructions in the following. Logical
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operations like the XORs in line 4 are considered to map to a single instruction.
The calculation of a single column requires one GFDOUBLE, three ROTL and
four XOR operations, which results in a total instruction count of 23 for the
code in Figure 5.1.

When the ECC instruction set extensions listed in Table 5.1 are available, it
is possible to calculate a column much faster. In order to do this, we use the
definition of MixColumns in terms of a polynomial multiplication [57]. More
precisely, MixColumns can be described as a multiplication of two polynomials
of degree 3 with coefficients in GF(28). The input column is interpreted as
the first polynomial, whereas the second polynomial is fixed to the value of
03 · t3 + 01 · t2 + 01 · t + 02. The following code calculates MixColumns for a
single column.

01 word mask, low_word, high_word;

02 mask = column & 0x80808080; // Extract MSBs

03 mask = mask >> 7;

04 GF2MUL(column, 0x01010302); // Polynomial mult.

05 GF2MAC(mask, 0x00011a1b); // Coefficient reduction

06 SHACR(low_word); // Degrees 0-3 of poly.

07 SHACR(high_word); // Degrees 4-6 of poly.

08 column = low_word ^ high_word; // Polynomial reduction

Figure 5.2: MixColumns for a single state column (using extensions).

If the instruction set extensions are available, the three functions GF2MUL,
GF2MAC, and SHACR directly map down to the corresponding processor in-
structions. The rest of the code consists of simple logical operations.

The main idea behind this code is illustrated in Figure 5.3. There are three
phases in the whole calculation:

• Polynomial multiplication

• Reduction of polynomial coefficients

• Polynomial reduction

Line 4 performs the multiplication of the input column with the constant
polynomial 01 · t3 + 01 · t2 + 03 · t1 + 02. Note that as the bytes of the column
represent the polynomial coefficients with ascending degree (i.e., the byte at the
word’s most significant position is the coefficient of t0) [57], the coefficients of
the constant polynomial have been rearranged accordingly to yield a product
with ascending coefficient degree. The polynomial multiplication puts the first
block of coefficients in Figure 5.3 in the accumulator. Note that the coefficients
are displayed separately, but that they are in fact all contained as additive
contributions in the multiplication result.
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The coefficients si , which have been multiplied with the value 03 or 02, may
no longer be in the reduced form of binary polynomials of degree smaller or equal
to 7, but can be of larger degree. More specifically, 3 si or 2 si are no longer
in reduced form if (and only if) the most significant bit (MSB) of si is 1. Such
values are called residue values and they can be reduced to a degree smaller
or equal to 7 by adding the reduction polynomial of the finite field, which is
x8 + x4 + x3 + x + 1 (0x11b) in the case of AES.

In order to achieve the reduction of the GF(28) coefficients, we add a reduc-
tion value ri for each coefficient 3si and 2si. In the case that the MSB of si is 1,
the according ri is set to 0x11b, otherwise ri is set to 0. The reduction values are
shown in the middle of Figure 5.3 with corresponding coefficients and reduction
values marked in the same color. After the addition of the reduction values to
the result of the polynomial multiplication, all coefficients are fully reduced. The
reduction values ri can be calculated by extraction of the corresponding MSBs
of the coefficients si (lines 2 and 3) and the multiplication of these values with
the constant 0x00011a1b (line 5). This constant is the sum of 0x11b aligned
to the two lower bytes of the word, and the multiplication generates the reduc-
tion values ri in the required positions. In line 5, the reduction values are also
added to the previous multiplication result in the accumulator by the GF2MAC
operation.

In line 6 and 7, the polynomial is read into two variables and in line 8 the
reduction of the polynomial is performed. Due to the special nature of the
reduction polynomial p(t) = t4 + 1, the coefficients for degrees 4 to 6 must be
added to the coefficients of degree 0 to 2, respectively (the coefficient for degree
3 stays unchanged). This is easily done by an XOR of the low and the high word
of the accumulator.

The calculation of a single column for MixColumns shown in Figure 5.1 there-
fore requires thirteen instructions. This includes the generation of the three
constant values which are used in the process (0x80808080, 0x01010302, and
0x00011a1b). But as these values only need to be generated once per MixCol-
umns, there is an average number of 8.5 instructions required to calculate a
single column3.

The optimizations for InvMixColumns work in a similar fashion, with the
exception that the reduction values ri are generated with an additional GF2MUL
operation by performing the polynomial multiplication with the highest three
bits of each coefficient alone. The according code is shown in Figure 5.4. It takes
approximately 16 instructions to calculate one column, which is much faster than
the conventional approach.

Lines 2 to 10 generate the reduction bits and put them at the correct posi-
tion in a single word. In line 12, these reduction bits are used to perform the
coefficient reduction on the result of line 11. The rest of the code is similar to
the one for MixColumns.

3The cost is 13 instructions for the first column (including constant generation) and (13−
6) = 7 instructions for the remaining three columns. This gives a total of 13 + 3 · 7 = 34
instructions with an average of 34/4 = 8.5 instruction per column.
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Figure 5.3: Polynomial multiplication and reduction to yield a column after MixCol-
umns.

5.2.2 Row-Oriented Implementation

In a row-oriented AES implementation [25] the MixColumns and InvMixCol-
umns operations are calculated together for the complete State. The strength
of this method lies in the possibility to reuse intermediate results for all four
columns of the State. This advantage is especially significant in the relatively
complex InvMixColumns operation. The conventional row-oriented MixColumns
uses four GFDOUBLE operations, while InvMixColumns requires seven. Fig-
ure 5.5 depicts the code for a conventional implementation of the GFDOUBLE
operation.

Here, the reduction information is extracted from poly in lines 2 to 4. The
actual doubling of the four bytes takes place in line 5. Afterwards, the reduction
is performed (line 6). This version of GFDOUBLE requires 10 instructions, but
the reuse of the bitmasks in consecutive GFDOUBLE operations leads to a lower
instruction count. There are four consecutive doublings in both MixColumns and
InvMixColumns, which can be done in an average of 7 instructions each when
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01 word mask, low_word, high_word;

02 mask = column & 0xE0E0E0E0; // Get highest 3 bits

03 GF2MUL(mask, 0x090D0B0E); // Mask poly. mult.

04 SHACR(low_word);

05 SHACR(high_word);

06 low_word = low_word ^ high_word; // Mask poly. red.

07 high_word = high_word << 24; // Shift mask

08 low_word = low_word >> 8; // Shift mask

09 mask = low_word ^ high_word; // Assemble mask

10 mask = mask & 0x07070707; // Select red. bits

11 GF2MAC(column, 0x090D0B0E); // Polynomial mult.

12 GF2MAC(mask, 0x11b); // Coefficient red.

13 SHACR(low_word); // Degrees 0-3 of poly.

14 SHACR(high_word); // Degrees 4-6 of poly.

15 column = low_word ^ high_word; // Polynomial reduction

Figure 5.4: InvMixColumns for a single state column (using extensions).

01 word mask;

02 mask = poly & 0x80808080;

03 mask = mask >> 7;

04 mask = mask * 0x1b // reduction mask

05 poly = (poly & 0x7f7f7f7f) << 1;

06 poly = poly ^ mask;

Figure 5.5: GFDOUBLE for row-wise MixColumns/InvMixColumns (conventional).

the bitmasks are reused4.

With the help of the gf2mul, gf2mac and shacr instructions, the GFDOU-
BLE operation can be done slightly faster than with conventional instructions.
Such an optimized version of GFDOUBLE is shown in Figure 5.6.

The reduction information is extracted in a similar manner, but doubling and
reduction are done with GF2MUL and GF2MAC, respectively. The optimized
version takes about 7 instructions. When reusing the bitmask in four consecutive
doublings, the average instruction count goes down to approximately 5.55.

4With 10 instruction for the first GFDOUBLE and (10 − 4) = 6 instructions for the re-
maining three GFDOUBLE, the total cost is 10+3 · 6 = 28 instructions. The average cost per
GFDOUBLE is hence 28/4 = 7 instructions.

5Using 7 instructions for the first GFDOUBLE and 7−2 = 5 instructions for the remaining
three GFDOUBLE, the total cost is 7 + 3 · 5 = 22 instructions and the average cost per
GFDOUBLE is 22/4 = 5.5 instructions.
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01 word mask;

02 mask = poly & 0x80808080;

03 mask = mask >> 7; // reduction mask

04 GF2MUL(poly, 0x2);

05 GF2MAC(mask, 0x11b); // GF(2^8) coefficient reduction

06 SHACR(poly);

Figure 5.6: GFDOUBLE for row-wise MixColumns/InvMixColumns (using exten-
sions).

5.3 Practical Results

In order to implement and evaluate our new AES implementation approaches, we
used a version of the LEON2-CIS [134] which includes the required ECC exten-
sions. The processor configuration includes a (32×32)-bit unified integer/poly-
nomial multiply-accumulate unit with a 72-bit accumulator (including 8 guard
bits for integer multiply-accumulate). At the heart of this multiply-accumulate
unit is a (32×16)-bit unified integer/polynomial multiplier. The processor has
been implemented on the GR-PCI-XC2V FPGA board [196].

On this version of the LEON2-CIS, a gf2mul instruction executes in three cy-
cles, while a gf2mac instruction takes only a single cycle6. The shacr instruction
always finishes in one cycle.

In order to estimate the hardware cost of the extensions, we have com-
pared the synthesis results of a “conventional” LEON2 featuring a conventional
(32×16)-bit integer multiplier to our LEON2-CIS variant. The latter requires
about 5,5 kGates more than the reference version, whereby the added functional-
ity encompasses not only all the extensions from [101], but also a signed multiply-
accumulate instruction. Unfortunately, the LEON2 does not offer a configuration
with a (32×16)-bit multiply-accumulate unit, so the sole cost of the instructions
for binary polynomials cannot be determined easily.

We have made tests with Gladman’s AES code [82] using it both as reference
as well as an instance of a column-oriented implementation. However, Glad-
man’s code only allows to optimize the calculation of a single column and not
of the whole MixColumns transformation. Therefore, we have implemented our
own version of a column-oriented AES which is more easily optimized. Further-
more, we have implemented our own version of a row-oriented AES following
the ideas from [25]. Our column-oriented and row-oriented versions are written
in C and support both encryption and decryption both for a precomputed key
schedule as well as for on-the-fly key expansion. Moreover, all versions feature a
conventional implementation with native SPARC V8 instructions and an opti-
mized implementation where MixColumns and InvMixColumns make use of the

6As gf2mac instructions write their result exclusively to the dedicated accumulator registers,
it is possible that other instructions are executed in parallel, provided that they do not depend
on the result of gf2mac. This behavior is similar to the one of MIPS32 processors [101].
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ECC instruction set extensions.
Timing measurements have been done using the integrated cycle counter of

the LEON2-CIS. The code which performs the measurements has been derived
from Gladman’s code. In order to get a fair comparison of the different im-
plementation options, we have used a processor configuration with a very large
instruction and data cache (4 sets with 16 KB each, organized in lines of 8
words)7. The results therefore reflect performance in an environment with fast
memory access or with “perfect” cache.

5.3.1 Precomputed Key Schedule

Table 5.2: Execution times of AES-128 encryption, decryption and key expansion.

Key expansion Encryption Decryption
Implementation cycles cycles cycles

Gladman NOTABLES 522 1,860 3,125
Column-oriented 497 1,672 2,962
Row-oriented 738 1,636 1,954

Gladman NOTABLES optimized 522 1,755 1,906
Column-oriented optimized 497 1,257 1,576
Row-oriented optimized 738 1,502 1,567

Speedup 23.1% 19.8%

Table 5.2 lists the timing results for AES-128 encryption and decryption
when using a precomputed key schedule. The time for doing the key expansion
is also stated. The speedup is calculated between the best conventional imple-
mentation and the best optimized implementation (best performance marked
in bold). The row-oriented AES is best for both conventional encryption and
decryption. For the optimized variants, the column-oriented implementation is
best for encryption, while the performance for decryption is nearly identical for
the column-oriented and row-oriented version.

5.3.2 On-the-fly Key Expansion

The timing results in Table 5.3 refer to AES-128 encryption and decryption with
on-the-fly key expansion. As Gladman’s code does not support this mode, only
the results for our column-oriented and row-oriented version are stated. Note
that the last round key is supplied to the decryption routine, so that it does not
have to perform the whole key expansion at the beginning of decryption.

For conventional encryption, the column-oriented AES is slightly better,
while for decryption, the row-oriented version is fastest. For the versions which
use the ECC extensions, the column-oriented AES is better for both encryption

7This was done in order to prevent disturbing cache effects with one-way associative caches,
where the performance of different implementations depends on the actual memory addresses
of their stack variables.
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Table 5.3: Execution times of AES-128 encryption and decryption with on-the-fly key
expansion.

Encryption Decryption
Implementation cycles cycles

Column-oriented 2,254 3,357
Row-oriented 2,328 2,433

Column-oriented optimized 1,674 2,018
Row-oriented optimized 2,230 2,176

Speedup 25.7% 17.0%

and decryption. The speedup is again calculated considering the best conven-
tional and optimized version.

5.3.3 Code Size and Side-Channel Attacks

The code size for the implementations ranges between 2.5KB and 3.5 KB, where
the optimized variants are always smaller than the non-optimized ones. Note
however, that the implementations have been optimized for speed and not for
code size. Savings through optimization go up to 15% (for column-wise decryp-
tion with precomputed key schedule).

The susceptibility to side-channel attacks is not changed through the use of
the instruction set extensions. It is therefore necessary to integrate counter-
measures into a system which calculates AES using the presented methods, if
resistance against side-channel attacks is required.

5.4 Summary and Conclusions

In this chapter we have demonstrated the use of instruction set extensions orig-
inally designed for elliptic curve cryptography for the acceleration of software
implementations of AES. Although not specifically designed for that purpose,
the use of the three instructions gf2mul, gf2mac and shacr allows performance
gains of up to 25%. This speedup can be considered as “free” on processors
which already feature these instructions. Generally, the column-oriented AES
implementations can be optimized very well with the instruction set extensions.



6
Analysis of the Impact of Instruction Set

Extensions on Memory Efficiency

This chapter investigates the interplay of memory efficiency and performance
in the implementation of AES. We demonstrate that there is no single fastest
implementation option and we show the importance of taking the cache archi-
tecture of the processor into account. A small custom instruction for the AES
S-box lookup is introduced which is fit to increase the speed of encryption by a
factor of over 1.4 and to reduce code size by 30–40%.

6.1 Memory Considerations for AES Implemen-
tations

As already mentioned in Section 5.1, AES can be implemented with large lookup
tables (T-tables) in order to perform most of the round transformations. Such
T-lookup implementations are usually considered to yield the highest perfor-
mance. Nevertheless, T-lookup implementations can suffer from a number of
drawbacks. When memory resources are at a premium, the use of large tables
is not desirable. Moreover, the performance of a lookup table-based implemen-
tation is highly dependent on memory and cache performance. In Section 6.3
we demonstrate that, for small cache sizes, the performance of AES with large
lookup tables can be much worse than that of an implementation which cal-
culates most round transformations (We will denote such implementations as
calculated AES implementations). Another problem of large lookup tables is an
increased factor of cache pollution. This means that each execution of AES will
throw out a large number of cache lines from other tasks. If these tasks continue
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they will have to fetch their data from main memory again, thus leading to a
degradation in overall performance. Another issue for AES decryption is the
necessity to use a much more complex key expansion if T-lookup is employed.
More specifically, the key expansion requires the transformation of nearly all
round keys with InvMixColumns, which is a very costly operation.

For calculated AES implementations there are a number of design options
on 32-bit processors. The 16 bytes of the State can be stored in four 32-bit
registers, where they can either hold the columns or rows of the State matrix.
Another option is to either precompute and store all round keys (precomputed
key schedule) or to calculate the round keys during AES encryption or decryption
(on-the-fly key expansion). The first option occupies more memory and may also
require more memory accesses while the second option saves memory at the cost
of additional operations in encryption and decryption in order to calculate the
round keys.

We propose a custom instruction for performing the non-linear byte sub-
stitution of SubBytes and InvSubBytes in a small dedicated hardware unit
(S-box unit). This way, we can completely eliminate the requirement of memory-
resident lookup tables. Note that lookup tables can also be eliminated without
additional hardware by using bit-slicing techniques [149, 167, 169], but reason-
able performance can only be reached when multiple blocks can be processed at
the same time. In contrast to bit-slicing techniques, our solution retains the full
flexibility of the AES implementation, so that peak performance can be reached
irrespective of the concrete application scenario.

The implementation details of the new sbox instruction are described in
Section 6.2. With this instruction it is possible to implement AES with very
few memory accesses. If there are enough spare registers to store the State and
round key, then the only memory accesses required are the loading of the input
data and cipher key and the storing of the result1. Popular RISC architectures
for embedded systems like ARM, MIPS and SPARC offer large enough register
files to allow such implementations.

By eliminating the need for lookup tables, all possible threats through cache-
based side-channel attacks are also removed [23, 28, 147, 194, 248]. Cache pol-
lution is kept to a minimum and the performance of AES becomes much more
independent of the cache size as shown in Section 6.3. Another advantage of
our proposed extension is the reduction of energy dissipation. Memory accesses
are normally the most energy-intensive instructions [223], and hence their mini-
mization can lead to a substantial energy saving.

6.2 Custom Instruction for S-box Lookup

In order to implement the AES S-box lookup, a number of different hardware
designs have been proposed in the literature. An analysis of the implementation
characteristics of the most important approaches will be given in Chapter 10.

1Provided that an implementation with on-the-fly key expansion is used.
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For our implementation we have chosen the implementation of Wolkerstorfer et
al. [259]. It can perform S-box lookup for both encryption and decryption, is
relatively small, and can be easily implemented with any standard cell library.
We wanted to achieve a high degree of flexibility, and therefore we have designed
the new instruction such that it can be used for both column-oriented and row-
oriented implementations. In SPARC notation, the sbox instruction has the
following format:

sbox rs1, imm, rd

The sbox instruction operates on a single byte of the source register rs1
and replaces one byte from the destination register rd with the substituted
byte. The immediate value imm provides additional configuration information
for the performed operation. More specifically, imm determines the source and
destination bytes from rs1 and rd, respectively. Furthermore, the direction of
the substitution (S-box or inverse S-box) is also determined by the value of imm.
More formally, the sbox instruction performs the following steps:

1. Select one of the four bytes in the source register (rs1), depending on the
immediate value (imm).

2. Depending on imm, perform substitution with the S-box (for encryption
and key expansion) or with the inverse S-box (for decryption).

3. Replace one of the four bytes in the destination register (rd) with the
substituted value from step 2, as indicated by imm. The other three bytes
in rd remain unchanged.

enc/dec

source byte

rs1 imm

destination byte

S-box

rd

Figure 6.1: Functionality of the sbox instruction.

Figure 6.1 illustrates the operation of the sbox instruction. It requires the
values from both of the registers rs1 and rd to produce the 32-bit result: One
byte is taken from rs1 and transformed with the S-box and three bytes are taken
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from rd. The access to rd can be easily realized as the second operand of the
sbox instruction is always an immediate value. As a consequence, the second
read port of the register file is not occupied and can be used to read in the value
of the destination register rd. The sbox instruction is therefore easy to integrate
into most architectures for embedded processors like ARM, MIPS, and SPARC
as they all have instruction formats with two source registers.

Our instruction supports both encryption and decryption and can be used to
perform all byte substitutions in all AES rounds as well as in the key expansion.
It is possible to select the source byte in rs1 and the destination byte in rd in a
manner so that the SubBytes and ShiftRows transformation can be done simul-
taneously. The same applies for the InvSubBytes and InvShiftRows operations
in decryption.

Figure 6.2 shows how SubBytes and ShiftRows can be realized with 16 sbox
instructions.

! First column

sbox C0, 0x100, R0

sbox C1, 0x111, R0

sbox C2, 0x122, R0

sbox C3, 0x133, R0

! Second column

sbox C1, 0x100, R1

sbox C2, 0x111, R1

sbox C3, 0x122, R1

sbox C0, 0x133, R1

! Third column

sbox C2, 0x100, R2

sbox C3, 0x111, R2

sbox C0, 0x122, R2

sbox C1, 0x133, R2

! Fourth column

sbox C3, 0x100, R3

sbox C0, 0x111, R3

sbox C1, 0x122, R3

sbox C2, 0x133, R3

Figure 6.2: SubBytes and ShiftRows realized with the sbox instruction.

The four columns of the input State are contained in the registers C0 to C3,
while the transformed State columns are stored in the registers R0 to R3. The
second operand of each instruction is a three digit hexadecimal value. The most
significant digit indicates the direction of the substitution and is always set to 1
for the forward S-box. The middle digit indicates the byte of the source register



6.3. Influence of Cache Size on Performance 77

Cx to be transformed, while the last digit indicates the byte which is replaced in
the destination register Rx (0 for the most significant byte up to 3 for the least
significant byte).

Similarly, the SubWord and RotWord operations in the key expansion can
be implemented with four sbox instructions as given in Figure 6.3.

! OUT = SubWord(RotWord(IN))

sbox IN, 0x103, OUT

sbox IN, 0x110, OUT

sbox IN, 0x121, OUT

sbox IN, 0x132, OUT

Figure 6.3: SubWord and RotWord using the sbox instruction.

6.3 Influence of Cache Size on Performance

In order to demonstrate that an AES implementation with large lookup tables
does not necessarily deliver the best performance, we have compared implemen-
tations with different sizes of lookup tables on an extended LEON2 with different
cache sizes. The influence of cache size on the performance of AES has already
been studied by Bertoni et al. [24]. Their work assumes that the cache is large
enough to hold all lookup tables. In this section we will examine the situation
where the cache may become too small to hold the complete tables.

In our experiments, we have varied the size of the data and instruction cache
from 1KB to 16 KB (both caches always had the same size). The implemen-
tations which use T-lookup are based on the well-known and referenced AES
code from Brian Gladman [82], whereby we have used a total size of 1KB, 4KB,
and 8 KB for the lookup tables, respectively. We have compared the achieved
performance to two AES implementations which calculate all round transforma-
tions except SubBytes. In one case, a 256-byte lookup table (only S-box lookup)
is used, and in the other case, our sbox instruction is employed. Figure 6.4
shows the performance for encryption, while Figure 6.5 depicts the results for
decryption.

The performance of the lookup implementations is very bad for small cache
sizes. For encryption, the usage of the sbox instruction yields a similar per-
formance as the use of big lookup tables on a processor with very large cache.
In decryption, T-lookup implementations become faster at cache sizes of more
than 4KB. This is due to the fact, that the InvMixColumns transformation is
rather complex to calculate and therefore T-lookup becomes more efficient than
calculation for large cache sizes. The main result of our experiments is that
the performance of implementations using the sbox instruction is almost inde-
pendent from the cache size. On the other hand, the performance of T-lookup
implementations depends heavily on the size of the cache.
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Figure 6.4: Performance of AES-128 encryption in relation to cache size.
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Figure 6.5: Performance of AES-128 decryption in relation to cache size.

6.4 Comparison of Calculated AES Implemen-
tations

The previous section has shown that the performance of AES implementations
using T-lookup varies greatly with cache size. In this section we aim to high-
light the benefits of using the sbox instruction in settings where T-lookup is
not an option, e.g., due to limited memory. To analyze the performance, we
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have compared a calculated AES implementation (without extensions) to one
that uses our proposed sbox instruction. We have determined both the gain in
performance as well as the reduction in code size. All comparisons have been
done for both precomputed key schedule and on-the-fly key expansion.

The sbox instruction performs the AES S-box lookup in hardware in a single
clock cycle, while a conventional calculated implementation requires a number
of instructions, which increases both the execution time and the size of the exe-
cutable. In systems with small cache, the speedup factor for the implementation
with sbox instruction will be higher than in systems with large cache, mainly
because the performance of the calculated software implementation (without ex-
tensions) degrades due to cache misses in the instruction cache. Therefore, we
have used a LEON2 system with large caches (16 KB each for data and instruc-
tion cache) since we are primarily interested in the speedup due to the sbox
instruction (and not due to less cache misses).

We have also tested a third implementation that uses both the sbox instruc-
tion as well as the gf2mul/gf2mac instructions used for MixColumns implemen-
tation as described in Chapter 5. All three implementations have been written
in C and inline assembly has only been used to execute the custom instructions.
For on-the-fly key expansion, we have also tested an assembler-optimized im-
plementation which uses both the sbox and gf2mul/gf2mac instructions. This
variant makes optimal use of the large register file offered by the SPARC V8
architecture and performs only a minimal number of memory accesses (8 loads
for plaintext and key, 4 stores for ciphertext), which cannot be reduced further.

6.4.1 Area Overhead Estimation

We have integrated our proposed extension into the LEON2 embedded proces-
sor and prototyped it in a Xilinx Virtex2 XC2V3000 FPGA. In Sections 6.4.2
and 6.4.3 we give the practical results we have achieved by comparing an AES
implementation which uses our sbox instruction with pure-software implemen-
tations. Our implementations used a key size of 128 bits, but the results also
apply to larger key sizes. We have prototyped the extended LEON2 on an
FPGA board, where the timing results have been obtained with the help of a
cycle counter which is integrated in the processor.

In order to estimate the area overhead due to our extensions, we have synthe-
sized the functional unit presented in [259] using a 0.35 µm CMOS standard cell
library. The required area amounted to approximately 400 NAND gates, which
is negligible compared to the size of the processor. When synthesized for the
Xilinx Virtex2 XC2V3000 FPGA, the extended LEON2 (with 1 KB instruction
and 1 KB data cache) required 4,274 slices and 5 Block RAMs.

6.4.2 Performance

Table 6.1 contains the timings for AES encryption and decryption with a pre-
computed key schedule. The use of the sbox instruction yields a speedup of
1.43 for encryption and 1.25 for decryption, respectively. It can also be seen
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that the key expansion is accelerated by the use of our proposed extension. Ta-
ble 6.2 states the timing results for an on-the-fly key expansion. The figures
for decryption assume that the last round key is directly supplied to the AES
decryption function. The speedup for encryption and decryption is about 1.43
and 1.3, respectively.

If both the sbox and the gf2mul instruction are used, the speedup lies be-
tween 1.79 for AES decryption with precomputed key schedule and 3.68 for AES
encryption with on-the-fly key expansion.

Table 6.1: Execution times of AES-128 encryption, decryption and key expansion.

Key exp. Encryption Decryption
Implementation cycles cycles speedup cycles speedup

No custom instructions 738 1,636 1 1,954 1
sbox instruction 646 1,139 1.43 1,554 1.25

sbox & gf2mul instruction 345 807 2.02 1,087 1.79

Table 6.2: Execution times of AES-128 encryption and decryption with on-the-fly key
expansion.

Encryption Decryption
Implementation cycles speedup cycles speedup

No custom instructions 2,254 1 2,433 1
sbox instruction 1,576 1.43 1,866 1.3

sbox & gf2mul instruction 868 2.59 1,126 2.16
sbox & gf2mul instr. (optimized) 612 3.68 881 2.76

6.4.3 Code Size

Savings in code size are mainly due to the fact that the lookup tables for Sub-
Bytes and InvSubBytes can be omitted thanks to the sbox instruction. Another
positive effect of this instruction is that the code for SubBytes and ShiftRows
and their inverses becomes more compact. The figures for the implementation
with a precomputed key schedule are stated in Table 6.3. They have been ob-
tained with the objdump tool from the executable. The code size shrinks by 32%
for encryption and by 36% for decryption. Table 6.4 specifies the code sizes for
AES with on-the-fly key expansion. Savings in code size range from nearly 43%
for decryption to more than 37% for encryption. With the gf2mul instruction,
even more than 76% of the program memory can be saved.

6.5 Summary and Conclusions

In this chapter we have presented an inexpensive extension to 32-bit proces-
sors which improves the performance of AES implementations and leads to a
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Table 6.3: Code size of AES-128 encryption and decryption with precomputed key
schedule.

Encryption Decryption
Implementation bytes reduction bytes reduction

No custom instructions 2,168 0% 2,520 0%
sbox instruction 1,464 32.4% 1,592 36.8%

sbox & gf2mul instr. 680 68.6% 792 68.5%

Table 6.4: Code size of AES-128 encryption and decryption with on-the-fly key ex-
pansion.

Encryption Decryption
Implementation bytes reduction bytes reduction

No custom instructions 1,656 0% 2,504 0%
sbox instruction 944 42.9% 1,564 37.5%

sbox & gf2mul instruction 628 62.0% 764 69.4%
sbox & gf2mul instr. (optimized) 480 71.0% 596 76.1%

reduction in code size. With the use of the proposed sbox instruction, all data-
dependent memory lookups can be removed and the overall number of memory
accesses can be brought to an absolute minimum. This instruction has been de-
signed with flexibility in mind and delivers compact AES implementations with
good performance even if cache is small and memory is slow. In our practical
work we have observed a speedup of up to 1.43 while code size has been reduced
by over 40%. The relative performance gain is much higher on processors with
small cache size.

Furthermore, the sbox instruction also makes an AES implementation im-
mune to cache-based side-channel attacks since it eliminates the table lookups
in the SubBytes operation. The extra hardware cost of the sbox instruction
amounts to only 400 gates.





7
Instruction Set Extensions for AES on

32-Bit Architectures

Following the encouraging results for supporting AES described in Chapters 5
and 6, a performance-oriented investigation of possible instruction-set support
seemed definitely promising. When we started our work, the topic of instruction
set extensions for AES on general-purpose processors has been largely untouched
(with the exception of the work of Nadehara et al. [180] and Ravi et al. [202]).
There had been a number of dedicated cryptographic processors featuring sup-
port for AES (e.g., [262, 189]), but these architectures were not fit for general-
purpose processing. Moreover they emphasized broad support of cryptographic
algorithms over optimization towards specific ones.

Considering the available research into architectural AES support, we de-
cided that dedicated support of AES on general-purpose processors definitely
required a more thorough investigation. Our first goal was to demonstrate that
instruction set extensions generally represent an interesting point in the design
space of secret-key cryptographic implementations, offering a good balance of
performance, flexibility and cost. Our second goal was to continue and improve
the existing research work. Finally, we hoped that our results could serve as
an starting point for designers wishing to integrate AES support into a general-
purpose processor.

7.1 Related Work on Extensions for AES

This section gives details of related work on the support of AES in application-
specific and general-purpose processors. A comparison of the respective perfor-

83
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mance figures with those of our approach is given in Table 7.6 in Section 7.6.
Burke et al. have developed custom instructions for several AES candidates

[38]. They have proposed a 16-bit modular multiplication, bit-permutation sup-
port, several rotate instructions, and an instruction to facilitate address gener-
ation for memory table lookups. In a follow-up work, Wu et al. have designed
CryptoManiac, a cryptographic coprocessor. CryptoManiac is a Very Long In-
struction Word (VLIW) processor able to execute up to four instruction per
cycle [262]. Additionally, short latency instructions (e.g., bitwise logical and
arithmetic instructions) can be combined to be executed in a single cycle. To
support this feature, instructions have up to three source operands.

The Cryptonite crypto-processor is a VLIW architecture with two 64-bit
datapaths [189]. It features support for AES through a set of special instructions
for performing byte-permutation, rotation and xor operations. The main part
of AES is done with help of parallel table lookup from dedicated memories.

Fiskiran and Lee have investigated the inclusion of hardware lookup tables
as a measure to accelerate different symmetric ciphers including AES [75]. They
propose inclusion of on-chip scratchpad memory to support parallel table lookup.
Examined are datapath widths of 32, 64 and 128 bits with 4, 8 and 16 tables,
respectively, whereby each table contains 256 entries of 32-bit words (i.e., each
table has a size of 1KB).

Extensions for PLX—a general-purpose RISC architecture—have been pro-
posed by Irwin and Page [133]. In their work they also examined the usage of
the multimedia extensions of a PLX processor with a 128-bit datapath in order
to implement AES with a minimal number of memory accesses. However, the
presented concepts can hardly be adapted to 32-bit architectures.

Automatic generation of instruction set extensions for cryptographic algo-
rithms (including AES) has been investigated by Ravi et al. using the 32-bit
Xtensa processor from Tensilica [202]. Nadehara et al. proposed a single custom
instruction which calculates most of the AES round transformations for a single
State byte [180]. Their approach maps the round lookup (T-lookup) into a ded-
icated functional unit. Bertoni et al. have proposed several instructions for AES
and have published implementation details and estimated performance figures
for an Intel StrongARM processor [26].

Schaumont et al. [213] and Hodjat et al. [119] have investigated the addition
of an AES coprocessor to the 32-bit LEON2 embedded processor. Performance
for a memory-mapped approach and a connection through a dedicated coproces-
sor interface (CPI) has been reported. An AES operation was one to two orders
of magnitude slower in relation to the mere time required by the coprocessor.

7.2 General Description of our Extensions

We designed several custom instructions to increase the performance of AES
software implementations. These instructions have been developed for 32-bit
processors with a RISC-like instruction format with two input operands and one
output operand. All important 32-bit RISC architectures, such as SPARC, MIPS
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and ARM, adhere to this three-operand format. Our instructions do not require
special architectural features like dedicated look-up tables or non-standard reg-
ister files, which makes their integration into general-purpose RISC architec-
tures relatively easy. An integration into extensible processors like Tensilica’s
Xtensa [230] should also be straightforward. Furthermore, all of our instructions
have been designed with the goal to keep the critical path of a concrete hardware
implementation as short as possible.

The custom instructions can be categorized as byte-oriented or word-oriented,
depending on whether a single byte or four bytes of output are produced. All
instructions calculate parts of AES round transformations, yielding either one
or four transformed bytes as result. The targeted AES round transformations
are SubBytes, ShiftRows, and MixColumns, as well as their respective inverses.
Moreover, the custom instructions also support the SubWord-RotWord opera-
tion of the key expansion.

7.2.1 Byte-Oriented AES Extensions

The byte-oriented instructions have fixed types of source operands. The first
source operand is a register, while the second source operand is always an im-
mediate value. This immediate value is used to configure the operation of the
instruction. The single-byte result is written to a byte of the destination regis-
ter, while the other three bytes retain their previous value. As the second source
operand is an immediate value, the second read port of the register file is not
occupied and can hence be used to load the value of the destination register. In
this way, the old value from the destination register can be combined with the
single-byte result, producing the complete 32-bit result of the instruction. This
result is written back to the register file.

enc/dec

source byte

rs1 imm

destination byte

S-box

rd

Figure 7.1: Functionality of the sbox instruction.

The sbox instruction has been proposed in Chapter 6 with the motivation
to reduce the memory requirements of AES implementations. For convenience,
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its functionality is again depicted in Figure 7.1. The format of the instruction
is given as follows:

sbox rs1, imm, rd

The sbox instruction transforms one byte of the source register (rs1) with
the AES S-box or inverse S-box and writes the resulting byte into the destina-
tion register (rd). The immediate value (imm) is used to select the source byte
from the source register, the transformation (S-box or inverse S-box) and the
destination byte. With this instruction, both the SubBytes and the ShiftRows
transformation can be implemented very efficiently. The sbox instruction also
accelerates the SubWord-RotWord operation in the AES key expansion.

enc/dec

destination byte

rs1 imm

destination byte

rd

Single-byte

MixColumns

multiplier

Byte permutation

Figure 7.2: Functionality of the mixcol instruction.

The mixcol instruction is proposed as a complement to the sbox instruction.
As the name implies, it performs a part of the MixColumns or InvMixColumns
transformation. The instruction’s format is:

mixcol rs1, imm, rd

Figure 7.2 shows the functionality of this instruction. The mixcol instruction
uses the value in the source register (rs1) as input column and produces a single
byte of the resulting column after the MixColumns operation. In this case, the
immediate value sets the operation (MixColumns or InvMixColumns) and selects
one of the four possible destination bytes. The destination byte determines a
specific byte permutation as input to the single-byte MixColumns multiplier
and the location of the resulting byte in the destination register. The complete
resulting column can, therefore, be acquired with four executions of the mixcol
instruction. As MixColumns and especially InvMixColumns are relatively costly
in software, this instruction can lead to considerable speedups.
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7.2.2 Plain Word-Oriented AES Extensions

The word-oriented instructions always produce a 32-bit result which is stored
in the destination register. The most trivial approach for designing such word-
oriented instructions is to simply quadruple the functionality of the byte-oriented
extensions.

The sbox4 instruction has the following format:

sbox4 rs1, imm, rd

This instruction substitutes all four bytes of the first source register and
places them into the destination register. A byte-wise rotation can optionally be
performed on the result. The immediate value selects whether S-box or inverse
S-box are used for substitution and sets the rotation distance for the result.
The optional rotation is useful for row-oriented AES implementations, where
ShiftRows can be performed with no additional cost. Moreover, the SubWord-
RotWord operation of the key expansion is supported by the sbox4 instruction.
The operation of sbox4 is shown in Figure 7.3.

enc/dec

rs1 imm

rotation distance

rd

byte rotator (>>)

S-boxS-boxS-boxS-box

Figure 7.3: Functionality of the sbox4 instruction.

The mixcol4 instruction calculates all four result bytes of the MixColumns
or InvMixColumns operations. The instruction format is as follows:

mixcol4 rs1, imm, rd

As illustrated in Figure 7.4, the input column is taken from the first source
register while the immediate value as second operand just selects the operation
(encryption or decryption).

However, as our performance evaluation in Section 7.4 shows, these simplistic
instructions yield sub-optimal results. In Section 7.2.3 we analyze the problem
and we introduce a slight modification of the extensions in Section 7.2.4. With
these modifications, the extensions are able to deliver a very satisfactory support
for AES.

Although the sbox4 and mixcol4 instructions cannot be combined optimally,
they can be of use for trading performance for implementation cost. When used
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enc/dec

rs1 imm

rd

Full-column

MixColumns

multiplier

Figure 7.4: Functionality of the mixcol4 instruction.

alone, sbox4 is useful for reducing the number of memory accesses, while giving
a moderate boost in performance. On the other side, mixcol4 can be combined
with the byte-oriented sbox instruction to yield a very good performance with
minimal hardware overhead.

7.2.3 Analysis of ShiftRows as Bottleneck

The major drawback of the sbox4 and mixcol4 instructions is that they cannot
be combined in a manner to allow an efficient AES implementation. The problem
is the ShiftRows transformation, which becomes the performance bottleneck.

In a column-oriented implementation, SubBytes and MixColumns would be
done with the respective custom instruction, while ShiftRows must be done
separately. This problem is illustrated in Figure 7.5 where these transformations
are shown during a normal round.

The grouping of four State bytes illustrates how the State is held in 32-bit
words in each phase of the round. In this case, the State columns are packed into
32-bit words, which are held in general-purpose registers. The colors mark the
required arrangement of State columns after the ShiftRows transformation. As
MixColumns is the subsequent operation of ShiftRows, each mixcol4 instruction
requires as input a column of uniform color. However, as the sbox4 instructions
cannot change the layout of the State accordingly, ShiftRows must be performed
explicitly in software. In a practical implementation, it turns out that this ex-
plicit ShiftRows requires a number of shift and logical operations, which require
a total of about 44 instructions. Compared to the eight instructions required for
SubBytes and MixColumns, this presents a dramatic overhead.

Another option for combining sbox4 and mixcol4 is to change the way the
State is held in 32-bit words during the AES round. This solution is illustrated
in Figure 7.6, where the change of representation for a single State column and
row is highlighted for clarity.

SubBytes and ShiftRows can be performed simultaneously with the sbox4
instructions, provided that the State rows are kept in the 32-bit registers. For
MixColumns with mixcol4 it is then necessary to hold the State columns in
registers. Therefore, the State representation must be changed from rows to
columns after the sbox4 instructions, and back from columns to rows after the
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sbox4

sbox4

sbox4

sbox4

mixcol4

mixcol4

mixcol4

mixcol4

Costly explicit 

ShiftRows in 

software

Figure 7.5: Combining sbox4 and mixcol4 through explicit ShiftRows.

mixcol4 instructions. However, each such mapping would require similar effort
as performing ShiftRows explicitly. Moreover, with two mappings required per
round, this approach would be even more inefficient than the first one.
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Figure 7.6: Combining sbox4 and mixcol4 through explicit State remapping.

7.2.4 Advanced Word-Oriented AES Extensions with Im-
plicit ShiftRows

Fortunately, there is an elegant and efficient solution to the problem with Shift-
Rows. Assuming a column-oriented implementation, ShiftRows can be done
implicitly with slightly modified sbox4 and mixcol4 instructions. In order to
achieve this, the modified versions need to have two source register operands.
From each source register, two bytes are extracted and assembled to a new in-
termediate State column. The respective AES transformation is performed on
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this intermediate column and the result is stored in the destination register. By
selecting the registers with the appropriate State columns as first and second
source operands it is possible to perform the ShiftRows transformation implic-
itly. This selection is illustrated in Figure 7.7.

sbox4s

mixcol4s

sbox4s

sbox4s

sbox4s

mixcol4s

mixcol4s

mixcol4s

Figure 7.7: Performing ShiftRows implicitly with the sbox4s and mixcol4s instruc-
tions.

For the two new instructions, the selection of bytes from the two State
columns is fixed, while the columns themselves can be chosen in software by
supplying the appropriate registers as arguments. The fixed byte selection can
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be used for both ShiftRows in encryption and InvShiftRows in decryption1. In
the case of decryption, it is required to use the equivalent inverse cipher struc-
ture [185], where InvSubBytes, InvShiftRows, and InvMixColumns are subse-
quent transformations. The equivalent inverse cipher structure demands a more
complicated key schedule, where most round keys have to be transformed with
InvMixColumns. AES decryption with on-the-fly key expansion hence requires
more time than encryption, but due to the fast implementation of InvMixCol-
umns with the extensions, this overhead remains small.

As the second operand of the new instructions must now also be a regis-
ter, there is an immediate value available to configure the specific operation of
the instruction. Therefore, separate instructions must be used for S-box and
inverse S-box transformation as well as for MixColumns and InvMixColumns.
The modified instructions are denoted with an “s” appended to the original
mnemonic (sbox4s, mixcol4s). To indicate the mnemonic for the respective
inverse operation, an “i” is prepended (isbox4s, imixcol4s).

enc/dec

rs2 instr. opcode

rd

rs1

rotate left 8 (opt.)
rot/no rot

S-boxS-boxS-boxS-box

Figure 7.8: Functionality of the sbox4s, isbox4s and sbox4r instructions.

Figure 7.8 shows the functionality of the sbox4s and isbox4s instructions.
These instructions have the format:

sbox4s rs1, rs2, rd
isbox4s rs1, rs2, rd

The first (i.e., most significant) and third byte of the first source register and
the second and fourth (i.e., least significant) byte from the second source register
are substituted using the AES S-box or inverse S-box. The optional rotation to
the left by one byte is not used for these two instructions. The four S-boxes are
used to realize a third instruction sbox4r, which performs S-box substitution
followed by rotation to the left by 8 bits. This instruction implements the
SubWord-RotWord operation of the AES key expansion. The format of sbox4r

1This scheme also supports most of the block lengths specified for Rijndael, except for
224-bit blocks
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is different from the other instructions, as it has only a single source register.
Its is as follows:

sbox4r rs1, rd

In reference to Figure 7.8, the sbox4r instruction is implemented by using
the same register for both inputs. The byte rotation by a selectable distance of
the sbox4 instruction is not implemented as this functionality is not useful for
column-oriented AES implementations.

enc/dec

rs2 instr. opcode

rd

rs1

Full-column

MixColumns

multiplier

Figure 7.9: Functionality of the mixcol4s and imixcol4s instructions.

The two instructions mixcol4s and imixcol4s perform MixColumns and
InvMixColumns, respectively. The instruction format is:

mixcol4s rs1, rs2, rd
imixcol4s rs1, rs2, rd

The functionality of these instructions is depicted in Figure 7.9. The input
column to the MixColumns multiplier is assembled from the two most significant
bytes of the first source register and the two least significant bytes of the second
source registers. Note that an AES State column contained in a single register
can still be transformed with a single instruction. This can be achieved by
setting this source register as both first and second source operand.

7.3 Hardware Cost

We have integrated the proposed instructions into the LEON2 processor. In
order to estimate the cost for the additional hardware, we synthesized the new
functional units and the complete LEON2 integer unit (IU), i.e., the 5-stage
processor pipeline, with the AES extensions using a UMC 0.13µm standard-
cell library. We used all viable combinations of custom instructions and have
evaluated their performance in Section 7.4.

For the S-box extensions we have synthesized a single hardware S-box using
two different approaches: The design of Canright, which calculates the S-box in
hardware [41] and a hardware lookup table synthesized as an array of logic. The
MixColumns multiplier follows the approach by Wolkerstorfer [258] and produces
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a single byte of the resulting column. For synthesis of the integer unit we have
chosen a target delay for the critical path of 4 ns, which conforms to a maximal
clock frequency of 250 MHz. These synthesis results include the complete area
overhead of the extensions, e.g., new functional units and decoding logic for
the additional opcodes. The results are given in Table 7.1. Note that sbox4s
indicates the three instructions sbox4s, isbox4s and sbox4r and that mixcol4s
stands for the instructions mixcol4s and imixcol4s.

Table 7.1: Area and delay of the functional units for the proposed extensions and of
the extended integer unit.

Area Delay
Functional unit/Component µm2 GE norm. ns

S-box (Canright) [41] 3,362.69 650 0.05 2.21
S-box (HW LUT) 15,709.25 3,033 0.23 0.64
MixColumns multiplier [258] 2,248.13 435 0.03 0.51

IU without extensions 69,144.19 13,349 1.00 3.93
IU with sbox 73,417.54 14,174 1.06 4.00
IU with sbox4 77,849.86 15,029 1.13 4.00
IU with mixcol 71,865.79 13,874 1.04 3.90
IU with mixcol4 72,372.10 13,972 1.05 3.98
IU with sbox & mixcol 71,753.47 13,853 1.04 4.00
IU with sbox & mixcol4 75,536.06 14,583 1.09 4.00
IU with sbox4s & mixcol4s 84,794.69 16,370 1.23 4.00

The S-box of Canright is about one fifth the size of the synthesized lookup
table, but is also considerably slower. The MixColumns multiplier requires little
area and has a shorter critical path than the S-boxes. The results in Table 7.1
for the integer unit use the approach of Canright [41] for the S-box extensions.
Area overhead is calculated in relation to an integer unit without extensions and
ranges between a factor of 1.04 and 1.23.

We used the minimal configuration (no hardware multiplier and divider, no
FPU, no Ethernet MAC, no PCI controller, no SDRAM controller, no Debug
Support Unit), where the IU accounts for less than half of the area of the LEON2
processor (excluding register file and cache memories). The size of the register
file and caches is configurable and depends heavily on the particular RAM imple-
mentation. For the largest extensions (sbox4s & mixcol4s), the area overhead
will therefore be at most half of the IU overhead (which is a factor of about
1.12), without taking register file or cache memory into consideration. In prac-
tice, these units will require a significant portion of the total area, so that the
overall overhead factor for the area will be much lower.

7.4 Performance and Code Size

We have implemented AES using different combinations of the proposed custom
instructions on the modified LEON2. In total, we examined seven different sets
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of AES extensions. For comparison, the performance of AES implementations
using T-lookup has also been determined on the same platform. Bitsliced im-
plementations of AES are not expected to be faster than T-lookup [167] and
have therefore not been considered in our evaluation. Both AES encryption
and decryption with precomputed key schedule as well as with on-the-fly key
expansion have been examined. A pure-software AES implementation has been
used as baseline implementation. It uses no extensions and calculates all AES
round transformations except SubBytes. For all implementations the number of
clock cycles per block encryption/decryption and code size are given. Moreover,
the speedup as well as relative change of code size in comparison to the base-
line implementation are cited. For AES implementations with precomputed key
schedule, the performance of the key expansion is also given.

The LEON2 has been implemented on a GR-PCI-XC2V FPGA board with a
cache size of 16 KB for both instruction and data cache. The number of cycles has
been obtained with the built-in cycle counter of the modified LEON2. For timing
measurements we have used the code from Gladman’s AES implementation [82]2.
The code size encompasses all functions and memory constants required to per-
form the respective AES operation. This includes the encryption/decryption
function, the key expansion function (if required), and necessary lookup tables.
The used custom instructions are indicated in the first column of each table. As
before, sbox4s stands for sbox4s, isbox4s and sbox4r; mixcol4s stands for
mixcol4s and imixcol4s.

When a set of extensions is useable for both column-oriented and row-oriented
AES implementations, both of these options have been examined and the faster
option has been included in the tables. Most AES implementations are written in
C and use inline assembly to make use of the custom instructions. Implementa-
tions marked with ASM are completely written in assembly. For the implemen-
tation which uses the sbox4s and mixcol4s instructions, an assembly-optimized
version with unrolled loops has also been tested (marked with unrolled). For each
T-lookup implementation, the size of the tables is indicated. The first number
indicates the table size for the round lookup, the second number (if present)
is the table size for the last round. For AES decryption, the third number (if
present) indicates the size of the table used for the key expansion function.

Table 7.2 summarizes the performance and code size for AES-128 encryption
with a precomputed key schedule and Table 7.3 gives the respective figures for
decryption. For the proposed extensions, speedups of up to 8.35 for encryption
and 9.97 for decryption are achieved. With the fastest extensions, AES-128 en-
cryption and decryption of a single block can be done in 196 clock cycles. The
code size of these implementations is always reduced, whereby the savings are
more significant for the MixColumns extensions than for the S-box extensions.
The T-lookup implementations from Brian Gladman have been used for compar-
ison [82]. There the speedup is up to 1.5 for encryption and 1.78 for decryption

2Gladman’s code times the execution of 9 subsequent operations and of a single AES op-
eration. The time for one operation is determined as the difference of these measurements
divided by 8.
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Table 7.2: AES-128 encryption, precomputed key schedule: Performance and code
size.

Key exp. Encr. perf. Code size
Implementation cycles cycles speedup bytes rel. change

No extensions (pure SW) 739 1,637 1.00 2,168 0.0%

sbox 647 1,140 1.44 1,464 - 32.5%
sbox4 (C) 739 1,020 1.60 1,656 - 23.6%
sbox4 (ASM) 739 718 2.28 1,520 - 29.9%

mixcol 498 1,047 1.56 1,262 - 41.8%
mixcol4 498 939 1.74 1,224 - 43.5%

sbox & mixcol 346 566 2.89 612 - 71.8%
sbox & mixcol4 (C) 346 458 3.57 564 - 74.0%
sbox & mixcol4 (ASM) 346 337 4.86 480 - 77.9%

sbox4s & mixcol4s (C) 316 458 3.57 568 - 73.8%
sbox4s & mixcol4s (ASM) 316 219 7.47 412 - 81.0%
sbox4s & mixcol4s, unrolled 316 196 8.35 896 - 58.7%

T-lookup (Gladman), 1KB 436 1,585 1.03 9,956 + 359.2%
T-lookup (Gladman), 4KB 436 1,097 1.49 10,900 + 402.8%
T-lookup (Gladman), 4/1KB 532 1,091 1.50 12,272 + 466.1%
T-lookup (Gladman), 4/4KB 467 1,105 1.48 15,104 + 596.7%

Table 7.3: AES-128 decryption, precomputed key schedule: Performance and code
size.

Key exp. Decr. perf. Code size
Implementation cycles cycles speedup bytes rel. change

No extensions (pure SW) 739 1,955 1.00 2,520 0.0%

sbox 647 1,555 1.26 1,592 - 36.8%
sbox4 (C) 739 1,435 1.36 1,784 - 29.1%
sbox4 (ASM) 739 1,061 1.84 1,676 - 33.5%

mixcol 498 1,078 1.81 1,548 - 38.6%
mixcol4 498 970 2.02 1,244 - 50.6%

sbox & mixcol 346 566 3.45 608 - 75.9%
sbox & mixcol4 (C) 346 458 4.27 560 - 77.8%
sbox & mixcol4 (ASM) 346 330 5.92 484 - 80.8%

sbox4s & mixcol4s (C) 316 459 4.26 564 - 77.6%
sbox4s & mixcol4s (ASM) 393 218 8.97 456 - 81.9%
sbox4s & mixcol4s, unrolled 393 196 9.97 944 - 62.5%

T-lookup (Gladman), 1KB 1,517 1,292 1.51 12,816 + 408.6%
T-lookup (Gladman), 4KB 1,828 1,262 1.55 14,640 + 481.0%
T-lookup (Gladman), 4/1KB 1,828 1,260 1.55 15,408 + 511.4%
T-lookup (Gladman), 4/4KB 1,826 1,272 1.54 18,512 + 634.6%
T-lookup (Gladman), 4/4/1 KB 1,085 1,099 1.78 18,512 + 634.6%
T-lookup (Gladman), 4/4/4 KB 885 1,122 1.74 20,500 + 713.5%

at the cost of quite significant increases in code size.
The results for AES-128 encryption with on-the-fly key expansion are given in
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Table 7.4: AES-128 encryption, on-the-fly key expansion: Performance and code size.

Encr. perf. Code size
Implementation cycles speedup bytes rel. change

No extensions (pure SW) 2,239 1.00 1,636 0.0%

sbox 1,595 1.40 952 - 41.8%
sbox4 1,618 1.38 1,696 - 3.7%

mixcol 1,294 1.73 1,260 - 23.0%
mixcol4 1,186 1.89 1,212 - 25.9%

sbox & mixcol (C) 747 3.00 580 - 64.6%
sbox & mixcol (ASM) 505 4.43 396 - 75.8%
sbox & mixcol4 (C) 639 3.50 532 - 67.5%
sbox & mixcol4 (ASM) 397 5.64 348 - 78.7%

sbox4s & mixcol4s (C) 616 3.63 528 - 67.7%
sbox4s & mixcol4s (ASM) 255 8.78 260 - 84.1%
sbox4s & mixcol4s, unrolled 226 9.91 852 - 47.9%

T-lookup, 1 KB 2,066 1.08 2,572 + 57.2%
T-lookup, 4 KB 1,497 1.50 5,420 + 231.3%
T-lookup, 4/1KB 1,713 1.31 6,648 + 306.4%
T-lookup, 4/4KB 1,621 1.38 9,600 + 486.8%

Table 7.5: AES-128 decryption, on-the-fly key expansion: Performance and code size.

Decr. perf. Code size
Implementation cycles speedup bytes rel. change

No extensions (pure SW) 2,434 1.00 2,504 0.0%

sbox 1,867 1.30 1,564 - 37.5%
sbox4 1,715 1.42 1,748 - 30.2%

mixcol 1,605 1.52 1,648 - 34.2%
mixcol4 1,497 1.63 1,600 - 36.1%

sbox & mixcol (C) 698 3.49 580 - 76.8%
sbox & mixcol (ASM) 523 4.65 404 - 83.9%
sbox & mixcol4 (C) 590 4.13 532 - 78.8%
sbox & mixcol4 (ASM) 415 5.87 356 - 85.8%

sbox4s & mixcol4s (C) 557 4.37 520 - 79.2%
sbox4s & mixcol4s (ASM) 300 8.11 284 - 88.7%
sbox4s & mixcol4s, unrolled 262 9.29 996 - 60.2%

T-lookup, 1 KB 6,528 0.37 4,504 + 79.9%
T-lookup, 4 KB 5,939 0.41 7,352 + 193.6%
T-lookup, 4/1KB 6,122 0.40 8,280 + 230.7%
T-lookup, 4/4KB 6,122 0.40 11,288 + 350.8%
T-lookup, 4/4/1KB 3,257 0.75 11,272 + 350.2%
T-lookup, 4/4/4KB 4,113 0.59 14,492 + 478.8%

Table 7.4 and those for decryption in Table 7.5. All decryption implementations
are supplied with the last round key. For encryption, speedups of up to 9.91 are
achieved while the highest decryption speedup is 9.29. The fastest extensions
allow for encryption in 226 cycles and decryption in 262 cycles. Note that
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decryption is slightly slower as it uses the inverse equivalent cipher structure,
which requires a more complex key expansion with additional InvMixColumns
transformations. Some extensions allow quite significant reductions of code size.
Implementations which make use of S-box extensions require no data memory
accesses except for the loading of the input block and key and the storing of the
output block. T-lookup implementations for encryption can achieve speedups of
up to 1.5. Decryption functions with T-lookup are highly inefficient due to the
more complex key expansion.

In order to get an idea of the worst-case execution time (WCET), we have
also measured a single AES-128 encryption (rolled loops) with flushed data and
instruction caches. Under these unfavorable conditions, encryption requires 565
cycles for a precomputed key schedule and 420 cycles for on-the-fly key expan-
sion. Any subsequent encryption requires only little more than the number of
cycles given in Tables 7.2 and 7.4. For unrolled loops, the first encryption natu-
rally gets more costly with 761 cycles (precomputed) and 595 cycles (on-the-fly).

7.5 Exploiting Algorithmic Parallelism with Su-
perscalar Architectures

The design of the high-performance instructions set extensions presented in Sec-
tion 7.2.4 also allows to exploit the full parallelism of the AES algorithm in an
efficient manner. This suitability for parallelization is also one of the main dif-
ferences of our approach and the one of Nadehara et al. [180] based on T-table
support. The use of T tables generates much larger intermediate values which
in turn require additional effort for processing. In order to illustrate this differ-
ence, we look at the way how the two approaches calculate a single column after
SubBytes, ShiftRows, and MixColumns from the according AES State at the
beginning of a round. We investigate how the operations would be performed on
a machine which could schedule all instructions in parallel and where the only
restrictions would be imposed by the data dependencies of the instructions. The
T-table approach is shown in Figure 7.10.

The four T-table lookups could be executed in parallel in the first clock cycle,
yielding four 32-bit intermediate results. These four words then need to be
XORed together with three instructions, taking two additional clock cycles. In
contrast, our approach is much more economic in terms of intermediate results.
This can be seen in Figure 7.11.

In the first clock cycle, two parallel sbox4s instructions generate the result
after SubBytes, which is distributed amongst the upper half and lower half of
two registers. Note that at the same time, the SubBytes transformation of a
second column is generated and put in the remaining parts of the registers (left
white in the figure). The two register halves are then combined in the second
cycle with the help of a single mixcol4s instruction which yields the transformed
column.

In order to transform the complete AES State under exploitation of the avail-
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Figure 7.10: Dataflow for calculation a single State column after MixColumns with
T-table extensions.
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Figure 7.11: Dataflow for calculation a single State column after MixColumns with
our proposed extensions.

able parallelism, the T-table approach would require to execute 16 instructions
(i.e., 16 T-table lookups) in parallel. On the other hand, with our extension the
State can be transformed with only four parallel instructions. But even if 16 (or
more) parallel instructions could be executed in parallel, the T-table approach
still requires one cycle more than our approach.

For practice, this means that a superscalar processor which is able to execute
several of our proposed instructions in parallel can increase the performance sig-
nificantly. With sufficient parallelism, the cycle count per block can be brought
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down to a few dozen. At the same time the demands for memory performance
can be kept relatively moderate.

For an implementation with precomputed key schedule, the complete paral-
lelism of the AES algorithm can be exploited on a 6-way superscalar processor
with four sets of the extensions and two independent data memory read ports.
This means, that four of the execution pipelines can be kept busy with the AES
transformations (performing sbox4s, mixcol4s, and xor instructions), while the
other two pipelines continually load the subsequent round key. A complete AES
round can then be executed in just three clock cycles. The instruction streams
for the six parallel pipelines during a single round n are depicted in Figure 7.12,
where each row corresponds to a specific clock cycle and each column shows the
instructions executed in a specific pipeline (P1 to P6).

! P1 P2 P3 P4 P5 P6

!-----------------------------------------------------------

ld K(n,0) ld K(n,1) sbox4s sbox4s sbox4s sbox4s

ld K(n,2) ld K(n,3) mixcol4s mixcol4s mixcol4s mixcol4s

xor xor xor xor

Figure 7.12: An AES round on a six-way processor with extensions.

It can be seen from Figure 7.12 that SubBytes and MixColumns are per-
formed in the first and second clock cycle respectively (recall that ShiftRows
is done implicitly by the custom instructions). At the same time, the two re-
maining pipelines load in two words of the round key per cycle. They are then
XORed to the State in the third clock cycle in order to perform AddRoundKey.

A performance estimation for the hypothetical 6-way superscalar processor
under optimal conditions results in 37 clock cycles for a complete AES-128 en-
cryption (including loading of plaintext and storing of ciphertext). There are a
number of additional conditions (e.g., loaded values are already available in the
subsequent clock cycle) which would need to be satisfied to reach peak perfor-
mance on such a hypothetical processor. However, even if some of these con-
ditions are not met by an actual architecture, the resulting performance could
still be very close to the maximum.

Figure 7.12 also shows that two of the execution pipelines are idle in the
third clock cycle, which is a rather undesirable property. Considering the high
implementation cost of a complete processor pipeline, it is normally much more
efficient to limit the parallelism to such a degree, where all pipelines are kept
busy all of the time. For our case of AES, a 4-way superscalar processor would
deliver a much better balance of performance and cost. Three of the execution
pipelines need to be equipped with our proposed extensions whereas a single data
memory read port is sufficient for our implementation. Figure 7.13 illustrates
how a single AES round n can be executed in just four cycles on such a processor.
The four cycles for round n are shown grouped together in the middle of the
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figure. As the rounds are executed in an interleaved fashion, the first line shows
the last cycle of the previous round n − 1, while the last line contains the first
cycle of the subsequent round n + 1.

! P1 P2 P3 P4 ! Round

!----------------------------------------------!------

ld K(n,3) mixcol4s xor xor ! n-1

!

ld K(n+1,0) xor xor sbox4s ! n

ld K(n+1,1) sbox4s sbox4s sbox4s ! n

ld K(n+1,2) mixcol4s mixcol4s mixcol4s ! n

ld K(n+1,3) mixcol4s xor xor ! n

!

ld K(n+2,0) xor xor sbox4s ! n+1

Figure 7.13: An AES round on a four-way processor with extensions.

In the four cycles of round n, SubBytes, ShiftRows, MixColumns and half of
AddRoundKey (XOR) is performed. The second half of AddRoundKey of round
n is performed in the first cycle of the next round. Note that the first pipeline
is continually loading the round key for the subsequent round. Consequently,
at the start of round n, the appropriate round key has already been loaded into
registers. In this way, a single data memory read port is sufficient to achieve
peak performance.

These examples for superscalar processors allow us to better compare our
extensions to existing architectures which feature superscalar processing and/or
a datapath width above 32. Note that we have not actually implemented such
superscalar processors and that our performance figures are estimations based
on pseudocode. Our code includes loading of input block and cipher key from
memory, as well as storing of the output block back to memory. For our esti-
mations we have assumed cache hits with a single-cycle latency for all loaded
values.

7.6 Comparison with Related Work

Table 7.6 cites performance figures for most of the related work listed in Sec-
tion 7.1. Note that it is difficult to compare the different approaches in a concise
manner as some architectures have quite unique features. We categorized the
different platforms by the width of their datapath (DPW ), the number of in-
structions which can be executed per cycle (issue width, IW ), and the number of
data memory read ports (DMRP). Most architectures include dedicated lookup
tables which allow parallel lookup. We have stated the number of lookup tables
(LUTs), i.e., the number of possible parallel lookups, as well as the size of one
table in bytes. The last two columns of Table 7.6 give the number of cycles
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Table 7.6: AES-128 performance comparison with related work.

DPW IW/DMRP LUTs/Size Encr. Decr.
Platform & Reference bits #/# #/bytes cycles cycles

RISC-like [75] 128 1/1 16/1,024 32 32
PLX-128 [133] 128 1/1 0/0 609 n/a
Alpha (8W+) [38] 64 8/4 4/1,024 99 n/a
Alpha (4W+) [38] 64 4/2 4/1,024 164 n/a
Cryptonite [189] 64 2/1 16/256 71 83
RISC-like [75] 64 1/1 8/1,024 126 126
LEON2, ISE 32 6/2 0/0 37 37
CryptoManiac [262] 32 4/1 4/1,024 90 n/a
LEON2, ISE 32 4/1 0/0 51 51
RISC-like [180] 32 2/1 0/0 200 200
RISC-like [75] 32 1/1 4/1,024 315 315
Xtensa + ISE [202] 32 1/1 0/0 1,400 1,400
StrongARM [26] 32 1/1 0/0 311 n/a
LEON2, ISE 32 1/1 0/0 196 196

LEON2, COP (CPI) [119] 32 1/1 0/0 704 n/a
LEON2, COP (MM) [119] 32 1/1 0/0 1,228 n/a
LEON2, COP (MM) [213] a 32 1/1 0/0 1,494 n/a

Core 2 [169] b 128 4/1 0/0 178 n/a
Athlon 64 [167] 64 3/2 0/0 170 n/a
Pentium 4 [168] 32 3/1 0/0 251 n/a

aPerformance calculated from time for encryption at 50 MHz.
bBitslice implementation using the 128-bit XMM instructions. Performance includes trans-

formations of standard data representation to and from bitslice format.

required for encryption and decryption of a 128-bit block with AES-128.
The fastest implementation with our proposed extensions is contained in

the table with an indicated issue width of 1. However, as we have discussed
in Section 7.5, our proposed extensions are also beneficial for processors with
larger issue width. The estimated performance figures for the 4-way and 6-way
superscalar processors described in Section 7.5 are also included in Table 7.6.
Note that all our performance figures already include the loading of input block
and cipher key from memory, as well as the storing of the output block back to
memory.

Except for [202], [26] and our work, all architectures have either a datapath
width greater than 32, an issue width greater than one and/or include dedicated
parallel lookup tables. Our single-issue approach is nearly an order of magnitude
faster than [202] and it has about the same performance of the approach in [180],
which uses a superscalar processor with issue width 2. Despite the worse cited
performance figures, the approach of [26] should be faster than our approach,
but at the cost of a severe increase of the critical path and the need for non-
standard parallel access to four processor registers. The CryptoManiac [262]
with an issue width of 4 and four dedicated lookup tables of 1 KB each has
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only half of the cycle count of our single-issue approach, and is slower than our
superscalar approaches. The fastest architectures are those of Fiskiran et al. [75]
and our 6-way superscalar processor. The solutions differ greatly, as Fiskiran et
al. employ a 128-bit datapath with a large amount of dedicated lookup tables
(16 tables of 1 KB each), which are combined with a dedicated XOR-tree.

Table 7.6 also includes the results of a LEON2 with an attached AES co-
processor (COP) [119, 213]. Both works have investigated a memory-mapped
(MM) solution and Hodjat et al. have also examined an approach with a dedi-
cated coprocessor interface (CPI) [119]. These works demonstrate impressively
that the mere speed of an accelerator is not the important point to consider
from a system’s perspective. Hodjat et al. state in [119] that “the AES encryp-
tion itself takes only 11 cycles, but the complete program with loading the data
and key, AES encryption, and returning the result back to the software routine
takes a total of 704 cycles”. Our worst-case execution times with flushed caches
for precomputed key schedule (565 cycles with rolled loops, 761 cycles with un-
rolled loops) and on-the-fly key expansion (420 cycles with rolled loops, 595
cycles with unrolled loops)3 compare very well to the coprocessor performance
from [119, 213].

For comparison we have also specified the performance of an optimized AES
implementations for the Pentium 4 (Northwood core) [168], for the Athlon 64
processor [167], and for a bitslice implementation on the Core 2 Duo (Conroe
core) [169]. A single-issue LEON2 processor with our extensions has an area of
about 50 kGates altogether and requires less cycles than the Pentium 4 (about
13.5 million gates). Moreover it can nearly reach the cycle count of the Athlon 64
(about 17 million gates) and Core 2 (about 72.5 million gates).

7.7 Summary and Conclusions

In this chapter we have presented instruction set extensions for 32-bit proces-
sors for the Advanced Encryption Standard. We have proposed byte-oriented
and word-oriented custom instructions which can be combined in a number of
different ways and which provide support for the most time-consuming transfor-
mations of AES. Our extensions are very flexible and can be used for encryption
and decryption as well as with precomputed key schedule and on-the-fly key
expansion. With hardware costs of about 3 kGates, AES-128 encryption and
decryption is possible in 196 clock cycles. In relation to an AES implementa-
tion using only SPARC V8 instructions, speedups of up to 9.91 for encryption
and 9.97 for decryption are achieved, while code size is reduced significantly.
Furthermore, we have shown that our extensions can be implemented in a su-
perscalar processor where they can compete very successfully with dedicated
cryptographic processors and previously proposed instructions set extensions.

3The unrolling of loops results in a larger code size. Under worst-case conditions, there are
more instruction cache misses, resulting in a worse performance.





8
Unified Support for Secret-Key and

Public-Key Cryptography

In Chapter 5, we have demonstrated that the flexibility of instruction set exten-
sions for public-key cryptography can be sufficiently large so that also secret-key
algorithms can draw benefits. These synergies stem from similarities of the low-
level support GF(2m) arithmetic for EC-based public-key algorithms and the
GF(2m) operations used in some secret-key algorithms as AES or Twofish. An
important difference between the public-key and secret-key domains is the size
of the degree m. For public-key algorithms, m is typically in a range between
160 and 500, which exceeds the usual wordsize found in modern embedded pro-
cessors. On the other hand, secret-key algorithms normally use much smaller
degrees m which do not exceed the processor wordsize. Unlike in public-key
algorithms, the operands can therefore reside in single registers and custom
instructions can be better tuned to accommodate the necessary arithmetic op-
erations.

In this chapter, we analyze the synergies of ECC over GF(2m) and AES
and we propose some modifications to the public-key extension from Chapter 5
in order to better accommodate secrete-key support. We present the design of
a functional unit (FU) which can accelerate both types of cryptographic algo-
rithms. The FU is basically a multiply-accumulate (MAC) unit which is able to
perform multiplications and MAC operations on integers and binary polynomi-
als. Polynomial arithmetic is a performance-critical building block of numerous
cryptosystems using binary extension fields GF(2m), including public-key prim-
itives based on elliptic curves (e.g., ECDSA), secret-key ciphers (e.g., AES or
Twofish), and hash functions (e.g., Whirlpool). We integrated the FU into the
LEON2 SPARC V8 core and prototyped the extended processor in an FPGA.

105
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All operations provided by the FU are accessible to the programmer through
custom instructions.

Our results show that the FU allows to accelerate the execution of 128-bit
AES by a factor of up to 1.78 compared to a conventional software implementa-
tion using only native SPARC V8 instructions. Moreover, the custom instruc-
tions reduce the code size by up to 87.4%. The FU increases the silicon area of
the LEON2 core by just 8,352 gates and has almost no impact on its cycle time.
Besides SPARC V8, the instruction set extensions described in this paper could
be integrated into other 32-bit general-purpose RISC architectures, e.g., ARM
or MIPS32.

8.1 Functional Units for Instruction Set Exten-
sions

The custom instructions added by instruction set extensions can be executed in
an application-specific FU or a conventional FU, such as the arithmetic/logic
unit (ALU) or the multiplier, augmented with application-specific functionality.
A typical example for the latter category is an integer multiplier able to execute
not only the standard multiply instructions, but also custom instructions for long
integer arithmetic [105]. Functional units are tightly coupled to the processor
core and directly controlled by the instruction stream. The operands processed
in FUs are read from the general-purpose registers and the result is written
back to the register file. Hardware acceleration through custom instructions
is cost-effective because tightly coupled FUs can utilize all resources already
available in a processor, e.g., the registers and control logic. On the other hand,
loosely-coupled hardware accelerators like coprocessors have separate registers,
datapaths, and state machines. In addition, the interface between processor
and coprocessor costs silicon area and may also introduce a severe performance
bottleneck due to communication and synchronization overhead [119].

Application-specific FUs require less silicon area than coprocessors, but allow
to achieve significantly better performance than “conventional” software imple-
mentations [152]. As we have also shown in Chapter 7 it might even be possible
that instruction set extensions outperform a cryptographic coprocessor while
demanding only a fraction of the silicon area.

In this chapter we present the design and implementation of a functional unit
to accelerate the execution of both public-key and secret-key cryptography on
embedded processors. The FU is basically a multiply-accumulate unit consisting
of a (32× 16)-bit multiplier and a 72-bit accumulator. It is capable of processing
signed and unsigned integers as well as binary polynomials, i.e., the FU contains
a so-called unified multiplier1 [210]. Besides integer and polynomial multiplica-
tion and multiply-accumulate operations, the FU can also perform the reduction
of binary polynomials modulo an irreducible polynomial of degree m = 8, such

1The term unified means that the multiplier uses the same datapath for both integers and
binary polynomials.
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as needed for AES encryption and decryption [57, 82]. The rich functionality
provided by the FU facilitates efficient software implementation of a broad range
of cryptosystems, including the “traditional” public-key schemes involving long
integer arithmetic (e.g., RSA, DSA), Elliptic Curve Cryptography (ECC) over
both prime fields Fp and binary extension fields F2m , as well as the Advanced
Encryption Standard (AES) [185].

A number of unified multiplier architectures for public-key cryptography,
in particular ECC, have been published in the past [97, 210]. However, the FU
presented in this chapter extends previous work in two important aspects. First,
our FU supports not only ECC but also the AES, in particular the MixColumns
and InvMixColumns operations. Second, we integrated the FU into the SPARC
V8-compliant LEON2 softcore [80] and prototyped the extended processor in
an FPGA. This allowed us, on the one hand, to evaluate the hardware cost
and critical-path delay of the extended processor and, on the other hand, to
analyze the impact of the FU on performance and code size of AES software.
All reported execution times were measured on “working silicon” in form of an
FPGA prototype.

The main component of our FU is a (32× 16)-bit unified multiplier for
signed/unsigned integers and binary polynomials. We used the unified multiplier
architecture for ECC described in [97] as starting point for our implementation.
The main contribution of this chapter is the integration of support for the AES
MixColumns and InvMixColumns operations, which require besides polynomial
multiplication also the reduction modulo an irreducible polynomial of degree
m = 8. Hence, we focus in the remainder of this chapter on the implementation
of the polynomial modular reduction and refer to [97] for details concerning the
original multiplier for ECC. To the best of our knowledge, our functional unit
is the first approach for integrating AES support into a unified multiplier for
integers and binary polynomials.

Although the focus of this chapter is directed towards the AES, we point out
that the presented concepts can also be applied to other block ciphers requiring
polynomial arithmetic, e.g., Twofish, or to hash functions like Whirlpool, which
has a similar structure as AES.

8.2 Arithmetic in Binary Extension Fields

The finite field Fq of order q = pm with p prime can be represented in a number
of ways, whereby all these representations are isomorphic. The elements of fields
of order 2m are commonly represented as polynomials of degree up to m−1 with
coefficients in the set {0, 1}. These fields are called binary extension fields and
a concrete instance of F2m is generated by choosing an irreducible polynomial of
degree m over F2 as reduction polynomial. The coefficient set of {0, 1} allows for
very efficient processing in digital computing systems since each coefficient can
be represented by a bit. The arithmetic operations in F2m are defined as poly-
nomial operations with a reduction modulo the irreducible polynomial. Binary
extension fields have the advantage that addition has no carry propagation. This



108 Chapter 8. Unified Support for SKC and PKC

feature allows efficient implementation of arithmetic in these fields in hardware.
Addition can be done with a bitwise XOR. Multiplication may be realized with
the simple shift-and-XOR method followed by reduction modulo the irreducible
polynomial.

Binary extension fields play an important role in cryptography as they con-
stitute a basic building block of both public-key and secret-key algorithms. For
example, the NIST recommends to use binary fields as underlying algebraic
structure for the implementation of elliptic curve cryptography (ECC) [112].
The degree m of the fields used in ECC is rather large, typically in the range
between 160 and 500. The multiplication of elements of such large fields is very
costly on 32-bit processors, even if a custom instruction for multiplying binary
polynomials is available. On the other hand, the reduction of the product of two
field elements modulo an irreducible polynomial f(x) is fairly fast (in relation to
multiplication) and can be accomplished with a few shift and XOR operations
if f(x) has few non-zero coefficients, e.g., if f(x) is a trinomial [112].

Contrary to ECC schemes, the binary fields used in secret-key systems like
block ciphers are typically very small. For example, AES and Twofish rely on
the field F28 . A multiplication of two binary polynomials of degree smaller or
equal to 7 can be easily performed in one clock cycle with the help of a custom
instruction like gf2mul [236]. However, the reduction of the product modulo an
irreducible polynomial f(x) of degree 8 is relatively slow when done in software,
i.e., it requires much longer than one cycle. Therefore, it is desirable to provide
hardware support for the reduction operation modulo irreducible polynomials of
small degree.

8.3 Use of GF(2m) Arithmetic in AES

The binary extension field GF(28) plays a central role in the AES algorithm [57].
Multiplication in GF(28) is part of the MixColumns operation and inversion in
GF(28) is carried out in the SubBytes operation. The MixColumns/InvMix-
Columns operation is, in general, one of the most time-consuming parts of the
AES [82]. Software implementations on 32-bit platforms try to speed up this
operation either by using an alternate data representation [25] or by employing
T-lookup tables [57]. However, as shown in Chapter 6, the use of the T-tables
is disadvantageous for embedded systems since they occupy scarce memory re-
sources, increase cache pollution, and may open up potential vulnerabilities to
cache-based side channel attacks [23, 28, 147, 194, 248].

The MixColumns transformation of AES can be defined as multiplication in
an extension field of degree 4 over F28 [57]. Elements of this field are polynomials
of degree smaller or equal to 3 with coefficients in F28 . The coefficient field F28

is generated by the irreducible polynomial f(x) = x8 + x4 + x3 + x + 1 (0x11B
in hexadecimal notation). For the extension field F28 [t]/(g(t)) the irreducible
polynomial g(t) is t4 + 1. The multiplier operand for MixColumns and InvMix-
Columns is fixed and its coefficients in F28 have a degree smaller or equal to 3.
A multiplication in F28 [t]/(g(t)) can be performed in three successive steps in
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the following way:

1. Multiplication of binary polynomials.

2. Reduction of coefficients modulo f(x).

3. Reduction of a polynomial over F28 modulo g(t).

8.3.1 Functional Units for Instruction Set Extensions

Previous work on instruction set extensions for AES was aimed at both in-
creasing performance as well as minimizing memory requirements. Nadehara et
al. [180] designed custom instructions that calculate the result of the SubBytes
and MixColumns operations in a dedicated functional unit. Bertoni et al. [26]
proposed custom instructions to speed up AES software following the approach
of [25]. Lim and Benaissa [159] implemented a subword-parallel ALU for bi-
nary polynomials that supports AES and ECC over GF(2m). Their approach
includes some very interesting concepts, like the support of arbitrary reduction
polynomials and of GF(2m) division which can be used to implement the AES
S-box. But their solution has also some drawbacks, e.g., ECC is supported only
up to certain length.

In the previous Chapters 6 and 7 we have presented approaches to reduce
the memory requirements and to optimize performance of AES with dedicated
functional units for custom instructions. In Chapter 5 we demonstrated the
potential synergies of a unified support for asymmetric and symmetric crypto-
graphic algorithms as we used three custom instructions originally designed for
ECC (gf2mul, gf2mac, and shacr) to accelerate AES by a factor of up to 1.34.
We used a multiplier with support for asymmetric cryptography to speed up
AES without changing the underlying hardware. In this chapter we extended
this multiplier to increase AES performance even further.

8.4 Design of a Unified Multiplier with AES Sup-
port

Our base architecture is the unified multiply-accumulate (MAC) unit presented
in [97]. It is capable of performing unsigned and signed integer multiplication
as well as multiplication of binary polynomials. Our original implementation of
the MAC unit has been optimized for the LEON2 processor and consists of two
stages. The first stage contains a unified (32× 16)-bit multiplier that requires
two cycles to produce the result of a (32× 32)-bit multiplication. The second
stage features a 72-bit unified carry-propagation adder, which adds the product
to the accumulator.

Of the three steps described in Section 8.3, binary polynomial multiplication
is already provided by the original multiplier from [97]. The special structure
of the reduction polynomial g(t) for step 3 allows a very simple reduction: The
higher word (i.e., 32 bits) of the multiplication result after step 2 (with reduced
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coefficients) is added to the lower word. This operation can be implemented in
the second stage (i.e., the accumulator) of the unified MAC unit without much
overhead. The only remaining operation is the reduction modulo f(x) of the
coefficients (step 2). In the following we introduce the basic ideas for integrating
this operation into the unified multiplier presented in [97].

8.4.1 Basic Unified Multiplier Architecture

Figure 8.1 shows the structure of our baseline multiplier. The multiplier from [97]
employs unified radix-4 partial product generators (PPGs) for unsigned and
signed integers as well as binary polynomials. In integer mode, the partial prod-
ucts are generated according to the modified Booth recoding technique, i.e.,
three bits of the multiplier B are examined at a time. On the other hand, the
output of each PPG in polynomial mode depends on exactly two bits of B. A
total of bn/2c + 1 partial products are generated for an n-bit multiplier B if
performing an unsigned multiplication, but only bn/2c partial products in the
case of signed multiplication or when binary polynomials are multiplied.

Booth

Encoder
PPGs

CSA Tree Stage 1

Final Adder (CPA)

CSA Tree Stage 2

CSA Tree Stage 3

A (32 bit) B (16 bit)

P (50 bit)

Figure 8.1: Basic unified (32× 16)-bit multiplier.

The unified MAC unit described in [97] uses dual-field adders (DFAs). The
DFAs are arranged in an array structure to sum up the partial products. How-
ever, we decided to implement the multiplier in form of a Wallace tree [252] in
order to minimize the critical path delay. Another difference between our unified
MAC unit for the LEON2 core and the design from [97] is that our unit adds
the multiplication result to the accumulator in a separate stage. Therefore, our
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unified (32× 16)-bit multiplier has to sum up only the 9 partial products gen-
erated by the modified Booth recoder. This is done in a Wallace-tree structure
with four summation stages using dual-field adders. The first three stages use
unified carry-save adders (CSAs) with either (3:2) or (4:2) compressors. The re-
sult of each adder is in a redundant form, split up into a carry vector and a sum
vector. This redundant representation allows for addition without carry propa-
gation and minimizes the contribution of these summation stages to the overall
circuit delay. The fourth and last stage consists of a unified carry-propagate
adder (CPA), which produces the final result in non-redundant representation.

8.4.2 Concepts for Support of AES MixColumns Multipli-
cation

Two observations are important to integrate AES MixColumns support into the
basic unified multiplier:

1. For AES MixColumns and InvMixColumns, the coefficients of the constant
multiplier B have a degree smaller or equal to three (i.e., only the lowest
four bits can be set). At least half of the PPGs will therefore produce a
partial product of 0 in polynomial mode. We denote those PPGs as “idle”.

2. As binary polynomials have no carry propagation in addition, the carry
vectors of the carry-save summation stages will always be 0 in polynomial
mode.

When two polynomials over F28 are multiplied with the unified multiplier
in polynomial mode, the result will be incorrect. The reason for this is that
the coefficients of the polynomial over F28 will exceed the maximum degree of
7, i.e., they will be in non-reduced form. The coefficient bits of degree greater
than 7 are added to the bits of the next-higher coefficient in the partial product
generators and in the subsequent summation stage. But in order to perform a
reduction of the coefficients to non-redundant form (degree smaller or equal to
7), it is necessary to have access to the excessive bits of each coefficient. In the
following we will denote these excessive bits as reduction bits. The reduction bits
indicate whether the irreducible polynomial f(x) must be added to the respective
coefficient with a specific offset in order to reduce the degree of the coefficient.

The reduction bits can be isolated in separate partial products. A modifica-
tion of the PPGs can be prevented by making use of the “idle” PPGs to process
the highest three bits of every coefficient of the multiplicand A. This is achieved
with the following modifications:

• The “not-idle” PPGs are supplied with multiplicand A where only the
lowest 5 bits of each coefficient are present (i.e., A AND 0x1F1F1F1F).

• Multiplicand A for the “idle” PPGs contains only the highest 3 bits of
every coefficient (i.e., A AND 0xE0E0E0E0) and is shifted to the right by
4 bits.
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• The multiplier B has the lower nibble (4 bits) of each byte replicated in
the respective higher nibble (e.g., 0x0C0D → 0xCCDD).

These modifications entail a different generation of partial products but still
result in the same multiplication result after the summation tree. This is because
processing of the multiplicand A is spread across all PPGs (which is done by the
masking of A). The “idle” PPGs are activated through replication of the nibbles
of the multiplier B. Moreover, the “idle” PPGs produce partial products with
a higher weight than intended, which is compensated by the right-shift of the
input multiplicand A for these PPGs. Figure 8.2 and 8.3 illustrate the partial
product generation for a multiplication of a polynomial over F28 of degree 1
(16-bit multiplicand A) with a polynomial of degree 0 (8-bit multiplier B). Note
that partial product 1 in Figure 8.2 is split into the partial products 1 and 3 in
Figure 8.3. The same occurs for partial product 2, which is split into the partial
products 2 and 4. The PPG scheme in Figure 8.3 yields partial products which
directly contain the reduction bits.

0

0

0

PPG 1

PPG 2

PPG 4

PPG 3

A B

reduction bits

Figure 8.2: Multiplication of polynomials over F28 with a radix-4 multiplier for binary
polynomials.

To determine whether the reduction polynomial needs to be added to a coeffi-
cient of the multiplication result with a specific offset, it is necessary to combine
(add) reduction bits with the same weight from different partial products. In
order to minimize delay, these few additional XOR gates are placed in paral-
lel to the summation tree stages. The resulting reduction bits determine the
value of the so-called reduction vectors, which can hold several reduction poly-
nomials with different offsets. The reduction vectors reduce the coefficients to
non-redundant form and are injected via the carry vectors of the summation
tree. More specifically, if a reduction bit is set, then a portion of a carry-vector
(with the correct offset) is forced to the value of the reduction polynomial f(x)
(0x11B), otherwise it is left 0. Reduction vectors for different coefficients can
be injected in the same carry vector, as long as they do not overlap and the
carry-vector is long enough. Thus, by making use of the “idle” PPGs and the
carry vectors of the summation tree, the multiplier can be extended to support
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Figure 8.3: Multiplication of polynomials over F28 with the modified PPG-scheme
for AES support.

AES MixColumns multiplication.

8.5 Implementation Details

The general concepts for integrating AES MixColumns support into the unified
multiplier of [97] are described in Section 8.4.2. Figure 8.4 shows our modified
multiplier with all additional components. PPG Input Masking and Nibble Repli-
cation make sure that the partial products are generated in a redundant fashion
where the reduction bits are subsequently accessible. Reduction Bit Addition
adds up reduction bits of coefficients of partial products with the same weight.
Reduction Vector Insertion conditionally injects reduction polynomials for the
coefficients with different offsets, depending on the reduction bits. The result P
will be a polynomial over F28 of degree 4 with fully reduced coefficients. In the
following we briefly describe the implementation of the additional components.

8.5.1 PPG Input Masking

The AES MixColumns mode is controlled with the signal ff mix. This signal
selects the input multiplier A for the PPGs either as unmodified or masked (and
shifted) as described in Section 8.4.2.

8.5.2 Multiplier Nibble Replication

In our implementation the multiplier B is set by the processor in dependance
on the required operation (MixColumns or InvMixColumns). Nibble replication
is therefore performed outside of our multiplier. It could also be done within
the multiplier, where it would just require an additional multiplexer for the
multiplier B controlled by ff mix.
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Figure 8.4: Proposed unified (32× 16)-bit multiplier with AES support.

8.5.3 Reduction Bit Addition

Reduction bits of the same weight are XORed in parallel to the summation tree
stages. For the (32× 16)-bit case, the resulting reduction bits have contributions
from one, two, or four partial products.

8.5.4 Reduction Vector Insertion

For each reduction vector, the ff mix signal and the corresponding reduction
bit are combined with a logical AND. The result is used to conditionally inject
the reduction polynomial over a logical OR with the required bit lines of a carry
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vector. This is illustrated in Figure 8.5. Reduction bits which have contributions
from more partial products are used in later stages of the summation tree than
reduction bits which depend on less partial products.

ff_mix

reduction 

bit

... ...

carry vector

carry vector (with injected reduction polynomial)

Figure 8.5: Conditional injection of the reduction polynomial into a section of a carry
vector.

8.6 Experimental Results

We integrated our functional unit into the SPARC V8-compatible LEON2 core
[80] and prototyped the extended processor in an FPGA. For performing AES
MixColumns and InvMixColumns, four custom instructions were defined: Two
of these instructions (mcmuls, imcmuls) can be used for the MixColumns and
InvMixColumns transformation only, while the other two (mcmacs, imcmacs)
include an addition of the transformation result to the accumulator. The latter
two instructions write their result only to the accumulator registers and not to
the general-purpose register file. They require two clock cycles to produce the
result2. If the subsequent instruction does not need the multiplication result or
access to the multiply-accumulate unit, then it can be processed in parallel to
the multiply instruction, resulting in one cycle per instruction. In addition, our
new custom instructions assemble the 32-bit multiplicand for AES multiplication
from the two source register operands of the instruction (the 16 higher bits of the
first register and the 16 lower bits of the second register), in order to facilitate
the AES ShiftRows/InvShiftRows transformation.

8.6.1 Silicon Area and Critical Path

The impact of our modifications on the critical path of the multiplier is very
small. One additional multiplexer delay is required to select the input for the
PPGs. The reduction bits are added in parallel to the summation tree, which

2Although the multiply-accumulate unit takes three cycles for the calculation, subsequent
instructions can access the result after two cycles without a pipeline stall due to the imple-
mentation characteristics of the accumulator registers.
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should not extend the critical path. For injection of the reduction vectors, there
is one additional OR-delay for the 2nd, 3rd and 4th summation tree stage, i.e.,
in the worst case three OR-delays altogether.

We synthesized the original unified multiplier from [97] (unimul32x16) and
our proposed unified multiplier with AES support (unimul mix32x16) using a
0.13 µm standard-cell library in order to estimate the overhead in silicon area
and the impact on the critical path delay. These results were compared with
the conventional (32× 16)-bit integer multiplier that is part of the LEON2 soft-
core (intmul32x16). We also made comparisons including the enclosing unified
multiply accumulate units (unimac32x16, unimac mix32x16) and the five-stage
processor pipeline, denoted as integer unit (IU). The results are summarized in
Table 8.1.

Table 8.1: Area and delay of the functional units and the extended LEON2 core.

Minimal Delay Typical Delay
FU/Component Area (GE) Delay (ns) Area (GE) Delay (ns)

intmul32x16 7,308 2.05 5,402 2.50
unimul32x16 9,660 2.15 7,413 2.50
unimul mix32x16 9,988 2.21 8,418 2.50

unimac32x16 14,728 2.53 12,037 3.00
unimac mix32x16 16,145 2.56 12,914 3.00

LEON2 IU (intmul32x16) 27,250 2.59 17,867 4.97
LEON2 IU (unimac32x16) 38,705 2.77 24,927 5.00
LEON2 IU (unimac mix32x16) 39,306 2.85 26,219 4.99

All results in Table 8.1 are given for the minimal and for a typical critical
path delay. The former give an estimate of the maximum frequency with which
the processor can be clocked, while the latter allow to assess the increase in
silicon area due to our proposed modifications. Taking a LEON2 processor with
a unified MAC unit for ECC (unimac32x16) as reference, our modifications for
AES support increase the critical path by about 5% and the silicon area by less
than 1.3 kGates. The overall size of the FU with support for ECC and AES
is approximately 12.9 kGates when synthesized for a delay of 3 ns. However,
it must be considered that the “original” (32× 16)-bit integer multiplier of the
LEON2 core has an area of about 5.4 kGates. Therefore, the extensions for ECC
and AES increase the size of the multiplier by just 7.5 kGates and the overall
size of the LEON2 core by approximately 8.35 kGates.

8.6.2 AES Performance

In order to estimate the achievable speedup with our proposed FU, we proto-
typed the extended LEON2 on an FPGA board. We evaluated AES encryption
and decryption functions with 128-bit keys (AES-128) both with precomputed
key schedule and on-the-fly key expansion. The number of cycles was determined
with an integrated cycle counter using the timing code of the well-known AES
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software implementation of Brian Gladman [82]. Note that the AES decryption
function with on-the-fly key expansion is supplied with the last round key. The
code size for each implementation is also listed, which encompasses all required
functions as well as any necessary constants (e.g., S-box lookup table).

Table 8.2: AES-128 encryption and decryption: Performance and code size.

Key exp. Performance Code size
Implementation cycles cycles speedup bytes rel. change

Encryption, precomputed key schedule

No extensions (pure SW) 739 1,637 1.00 2,168 0.0%
mcmuls (C) 498 1,011 1.62 1,240 −42.8%
sbox4s & mcmuls (ASM) 316 260 6.30 460 −78.8%

Decryption, precomputed key schedule

No extensions (pure SW) 739 1,955 1.00 2,520 0.0%
mcmuls (C) 316 1,299 1.51 1,572 −37.6%
sbox4s & mcmuls (ASM) 465 259 7.55 520 −79.4%

Encryption, on-the-fly key expansion

No extensions (pure SW) – 2,239 1.00 1,636 0.0%
mcmuls (C) – 1,258 1.78 1,228 −21.3%
sbox4s & mcmuls (ASM) – 296 7.56 308 −81.2%

Decryption, on-the-fly key expansion

No extensions (pure SW) – 2,434 1.00 2,504 0.0%
mcmuls (C) – 1,596 1.53 1,616 −35.5%
sbox4s & mcmuls (ASM) – 305 7.98 316 −87.4%

Table 8.2 specifies the number of clock cycles per encryption/decryption and
the code size for implementations using precomputed key schedule as well as
on-the-fly key expansion. Our baseline implementation is written in C using
only native SPARC V8 instructions. The “mcmuls implementation” refers to an
implementation written in C where MixColumns or InvMixColumns is realized
using our proposed functional unit. The “sbox4s & mcmuls implementation”
is written in assembly and uses our multiplier as well as an additional custom
instruction for performing the S-box substitution. The sbox4s instruction has
already been introduced in Chapter 7.

The C implementations can be sped up with the proposed custom instruc-
tions by a factor of up to 1.78. However, our extensions are designed to deliver
maximal performance in combination with the custom instruction for S-box sub-
stitution described in Chapter 7. By combining these extensions, a 128-bit AES
encryption can be done in less than 300 clock cycles, which corresponds to a
speedup factor of between 6.3 (pre-computed key schedule) and 7.98 (on-the-fly
key expansion) compared to the baseline implementation. Moreover, the custom
instructions for AES reduce the code size by up to 87.4%.

For the AES extension presented in Chapter 7, we have used a custom
functional unit to implement the instructions for MixColumns and InvMixCol-
umns. The impact on both silicon area and AES performance is similar, and
the custom functional unit has some slight advantages. However, the multiply-
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accumulate unit with AES still offers some potential for optimization: The AES
performance can be further improved by reducing the latency of the multiply-
accumulate unit. With a (32× 32)-bit multiplier and integration of the ac-
cumulation into the summation tree (as proposed in [97]), an instruction for
MixColumns/InvMixColumns could be executed in a single cycle and could also
include the subsequent AddRoundKey transformation. With such an instruc-
tion, a complete AES round could principally be executed in only 12 clock cycles,
and a complete AES-128 encryption or decryption in about 160 cycles (including
all loads and stores of the data and key)3.

8.6.3 Comparison with Designs Using an AES Coproces-
sor

Hodjat et al. [119] and Schaumont et al. [213] attached an AES coprocessor to
the LEON2 core and analyzed the effects on performance and hardware cost.
The implementation reported by Hodjat et al. used a dedicated coprocessor in-
terface to connect the AES hardware with the LEON2 core. Schaumont et al.
transferred data to and from the coprocessor via memory-mapped I/O. Both sys-
tems were prototyped on a Xilinx Virtex-II FPGA on which the “pure” LEON2
core consumes approximately 4,856 LUTs, leaving some 5,400 LUTs for the im-
plementation of the AES coprocessor. Table 8.3 summarizes the execution time
of a 128-bit encryption and the additional hardware cost due to the AES copro-
cessor. For comparison, the corresponding performance and area figures of the
extensions proposed in this paper are also specified.

Table 8.3: Performance and cost of AES coprocessor vs. instruction set extensions.

Performance HW cost
Reference Implementation cycles LUTs

Hodjat [119] Coprocessor (COP interface) 704 4,900
Schaumont [213] Coprocessor (mem. mapped) 1,494 3,474

This work ISE for MixColumns 1,011/1,299 3,194
This work ISE for MixColumns + S-box 260 3,695

Hodjat et al.’s AES coprocessor uses about 4,900 LUTs (i.e., requires more
resources than the LEON2 core) and is able to encrypt a 128-bit block of data
in 11 clock cycles. However, loading the data and key into the coprocessor, per-
forming the AES encryption itself, and returning the result back to the software
routine takes 704 cycles altogether [119, page 492]. Schaumont et al.’s coproces-
sor with the memory-mapped interface requires less hardware and is slower than
the implementation of Hodjat et al. The performance of our AES extensions
lies between the two coprocessor systems. As mentioned in Section 8.6.2, the
custom instruction for S-box substitution would allow to reduce the execution
time of 128-bit AES encryption to 260 cycles, which is significantly faster than

3Note that this would also require a flexible access to the accumulator registers, e.g., so
that round keys could be loaded directly.
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the coprocessor systems. The additional hardware cost of the FU is comparable
to that of the two coprocessors. However, contrary to AES coprocessors, the
FU presented in this paper supports not only the AES, but also ECC over both
prime fields and binary extension fields.

8.7 Summary and Conclusions

In this chapter we introduced a functional unit for increasing the performance
of embedded processors when executing cryptographic algorithms. The main
component of the functional unit is a unified multiply-accumulate (MAC) unit
capable of performing integer and polynomial multiplication as well as reduction
modulo an irreducible polynomial of degree 8. Due to its rich functionality and
high degree of flexibility, the functional unit facilitates efficient implementation
of a wide range of cryptosystems, most notably ECC and AES. When integrated
into the LEON2 SPARC V8 processor, the functional unit allows to execute a
128-bit AES encryption with precomputed key schedule in about 1,000 clock
cycles. Hardware support for the S-box operation further reduces the execution
time to 260 cycles, which is more than six times faster than a conventional
software implementation on the LEON2 processor. The hardware cost of the
AES extensions is roughly 1.3 kGates and the additional area for the support of
ECC and AES amounts to just 8.35 kGates altogether. These results confirm
that the functional unit presented in this paper can be a flexible and cost-effective
alternative to a cryptographic coprocessor.





9
Instruction Set Extensions for AES on

8-Bit Architectures

The favorable properties of cryptography instruction set extensions on 32-bit
processors lead to the natural question, whether some of these benefits can be
rolled over to architectures with smaller word sizes. This question is especially
interesting, as small microcontrollers will be present in many new appliances. In
this chapter we demonstrate these benefits at the example of the 8-bit Advanced
Virtual RISC (AVR) architecture. We propose extensions which can increase the
performance of AES by a factor of up to 3.6. On the other hand, code size can
be reduced by up to 75%. The hardware cost of our approach amounts to about
800 gates.

9.1 Previous Work

So far, almost all architectural extensions for cryptography have been proposed
for processors of a word size of 32 bits or more. An exception is the work
of Eberle et al. which describes support for ECC over binary extension fields
GF(2m) for the AVR architecture [65]. A custom 8-bit microcontroller for AES
has been presented by Chia et al. in [48], with a focus on minimizing code size
rather than performance.

To the best of our knowledge, our work is the first to propose concrete ar-
chitectural enhancements for a secret-key algorithm targeting a common 8-bit
microcontroller architecture.

121
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9.2 Description of the AVR Architecture

Advanced Virtual RISC (AVR) by Atmel is an architecture for 8-bit microcon-
trollers [16]. AVR features a separate access to data and program memory, which
is commonly denoted as Harvard architecture. The program memory is imple-
mented as an in-system programmable FLASH memory whose size can vary
from 1 KB to 256 KB depending on the concrete microcontroller model. The
available RAM and internal in-system programmable EEPROM also depends
on the model. RAM size can vary from 32 bytes to 8 KB. Non-volatile memory
in the form of EEPROM is commonly used to store parameters and is included
in most devices. The maximum size of the EEPROM is currently 4 KB.

The AVR instruction set consists of about 110 instructions. Most of them
have a 16-bit encoding and can operate on the 32 general-purpose registers spec-
ified by the architecture. Of these 32 registers, six have additional functionality.
They can be used as three independent memory pointers which can hold 16-bit
addresses. Most of the instructions require only a single clock cycle to execute.
Only a few instructions take between two and four clock cycles to finish. The in-
structions are directly executed from the FLASH memory, which also limits the
maximum clock frequency. Some of the AVR microcontrollers not only support
in-system programming but also self programming. This functionality allows the
controllers to reload source code during runtime and increases the flexibility of
implemented applications.

In order to address the requirements of low-power designs, the supply volt-
age for the AVR family microcontrollers ranges from 1.8 V to 5.5 V. Moreover,
they are equipped with a sleep controller which supports various modes and the
operation frequency can be controlled by software to support power save modes.
The AVR family is built to support clock frequencies of up to 20MHz.

The AVR microcontrollers are explicitly designed to be programmed in C.
There are various free software development kits available, e.g., avr-gcc for C
compilation and AVR Studio for assembly and simulation. The availability of
free development tools supports the widespread use of the AVR controllers in
various embedded applications like sensor nodes (e.g., MICAz [55]).

In 2008, Atmel announced the introduction of a new line of AVR microcon-
trollers named XMEGA [17]. The new devices will have FLASH memory sizes
ranging from 16 KB to 384KB, SRAM sizes between 2KB and 32KB, and EEP-
ROM sizes between 1 KB and 4 KB. Operating voltages range between 1.6 V and
3.6V and the maximum clock frequency is 32 MHz. The XMEGA devices con-
tain cryptographic support in the form of instruction set extensions for DES and
a coprocessor for AES. The DES extensions work on 16 registers simultaneously
and can perform a complete DES round with a single instruction [18]. The AES
coprocessor supports a key size of 128 bits and requires 375 clock cycles1 to
encrypt or decrypt a singe 128-bit block [19].

1This figure excludes the time for loading the key and block into the coprocessor, selection
of the mode of operation, and read-back of the result.
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9.3 Our Proposed AES Extensions

All AES extensions proposed in the literature so far try to make full use of
the 32-bit datapath of the underlying processor [26, 180]. Therefore, none of
these solutions can be scaled down to an 8-bit architecture in a straightforward
way. As we will show in this section, it is however possible to reuse some of the
important concepts of these 32-bit approaches to arrive at a worthwhile solution
for small microcontrollers.

9.3.1 Support for AES Encryption

We propose three instructions to speed up AES encryption, whereby two instruc-
tions are intended to speed up the AES round transformations, while the third
instruction is conceived for use in the final round and also in the key expansion.
The instruction formats fully adhere to the AVR architecture and therefore al-
low for easy integration. All instructions use similar hardware components and
a small and flexible functional unit can be easily designed to reach the maximal
speed of current state-of-the-art AVR cores (which ranges at the time of writing
at around 20MHz).

Our basic concept is to use the capability of typical AVR microcontrollers to
retrieve two register values per clock cycle [15]. With appropriate selection of
the register operands, all four AES round transformations can be executed for
two State bytes with only a few instructions. In the best case, a complete round
for an AES State column (contained in registers) can be processed and stored
back to the original registers in only 15 clock cycles.

The functionality of the two instruction variants aesenc(1) and aesenc(2)
is depicted in Figure 9.1. Note that the symbols

⊕
and

⊗
denote addition

(conforming to bitwise XOR) and multiplication in the Galois field GF(28), re-
spectively. These instructions have the same format as the integer multiplication
instruction mul of the basic AVR architecture:

aesenc(1) Rd, Rr
aesenc(2) Rd, Rr

First, the values from the two specified registers Rd and Rr are substituted
according to the AES S-box. Depending on the instruction variant, the substi-
tuted bytes are multiplied with specific constants from the field GF(28). Two of
the multiplication results are then combined with the values from the registers
R0 and R1 by means of an XOR operation. The resulting values are stored to
the registers R0 and R1.

The intended use of the aesenc(x) instructions (where x ∈ {1, 2}) is to
perform all transformations of a single AES round on two bytes of a State column
with merely two invocations. The GF(28) constants have been chosen carefully
from the AES MixColumns matrix. Each invocation of aesenc(x) conforms
to the processing of a quadrant of that matrix. Due to the symmetry of the
MixColumns matrix, there are only two distinct quadrants, cf. Figure 9.2 where
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Figure 9.1: AES extensions for a normal encryption round.

quadrants 1 and 4 and quadrants 2 and 3 are equal, respectively. Therefore,
the two variants of the aesenc(x) instruction are sufficient to transform the
complete AES State.

Q1

Q3

Q2

Q4

02 03 01 01

02 03 0101

02 0301 01

0203 01 01

Figure 9.2: Quadrants of the MixColumns matrix.

The aesenc(x) instructions can be used to produce two State bytes at the
end of a round from the according four State bytes at the start of the round and
the corresponding two bytes of the round key. In order to do this, the two bytes
of the round key are loaded into R1 and R0 and then aesenc(1) and aesenc(2)
are invoked with the according State bytes to produce a half of the resulting
State column. The feedback from R1 and R0 into the final XOR stage (cf. Figure
9.3) has a dual functionality: On the first invocation of aesenc(x), the round
key bytes are added to the intermediate result. On the second invocation, this
intermediate result is combined with the contribution from the other State bytes.

The aesenc(1) instruction handles quadrants 1 and 4 of the MixColumns
matrix. Its functionality can be described more formally as follows (where S(a)
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stands for the S-box lookup of a):

R0 = 02⊗ S(Rd)⊕ 03⊗ S(Rr)⊕ R0

R1 = 01⊗ S(Rd)⊕ 02⊗ S(Rr)⊕ R1

Accordingly, the aesenc(2) instruction deals with quadrants 2 and 3 of the
matrix:

R0 = 01⊗ S(Rd)⊕ 01⊗ S(Rr)⊕ R0

R1 = 03⊗ S(Rd)⊕ 01⊗ S(Rr)⊕ R1

Our approach is similar to the ones of [26] and [180] in that it tries to pack
as many operations as possible into a single instruction. We have already shown
in Chapter 7 that slight modifications can lead to a considerable increase in
implementation flexibility. Therefore, we also propose a lightweight variant of the
aesenc(x) instruction, which can be used in the final round of AES encryption
as well as in the key expansion. The functionality of this instruction, which we
denote by aessbox, is shown in Figure 9.3.

AES

S-box

Rd Rr

Rd

Figure 9.3: AES extension for the final encryption round and the key expansion.

The aessbox instruction adheres to the two-input, one-output format, which
is common to most of the arithmetic and logic instructions of the AVR architec-
ture, e.g., integer addition add and bitwise exclusive-or eor:

aessbox Rd, Rr

One of the two input registers (namely Rd) is also the destination register
of the instruction, while the second input register (Rr) can be chosen freely.
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For our proposed aessbox instruction, the value from register Rd is substituted
according to the AES S-box and XORed to the value from register Rr:

Rd = S(Rd)⊕ Rr

9.3.2 Support for AES Decryption

Most common modes of operations of block ciphers are defined with the sole use
of the according encryption function, e.g., the CTR mode for confidentiality and
the CBC-MAC variants for authentication. However, in some situations the de-
cryption function of the block cipher might be of use, e.g., when CBC encryption
mode is preferred over CTR mode. For this case we also propose instruction set
support for AES decryption, additionally motivated by the following reasons:

• Decryption support can be seamlessly integrated with encryption support
with little extra hardware cost.

• With these extensions, decryption speed can be made equal to that of
encryption, opening up additional options for more flexible protocol im-
plementations.

Similarly to encryption, decryption support consists of the two instruction
variants aesdec(1) and aesdec(2) with the following format:

aesdec(1) Rd, Rr
aesdec(2) Rd, Rr

Each instruction variant conforms to one of the two distinct quadrants of the
InvMixColumns constant matrix (cf. Figure 9.4). Another necessary change is
the use of the inverse S-box.

Q1

Q3

Q2

Q4

0E 0B 0D 09

0E 0B 0D09

0E 0B0D 09

0E0B 0D 09

Figure 9.4: Quadrants of the InvMixColumns matrix.

Decryption support incurs a slight complication of the implementation in
regard to the AddRoundKey transformation. For the aesenc(x) instructions,
the final XOR stage (cf. Figure 9.3) performs both the AddRoundKey trans-
formation as well as a combination of intermediate values in order to yield the
State bytes at the end of the round. In contrast, the aesdec(x) instructions
require the AddRoundKey transformation at a different stage (namely after the
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inverse S-boxes), due to the slight change of order of the inverse round transfor-
mations in the AES decryption [185]. One possible solution is the introduction
of a conditional XOR stage after the inverse S-boxes for AddRoundKey and
another such stage at the end for the combination of intermediate results. The
aesdec(1) instruction can then make use of the first stage and bypass the sec-
ond stage, whereas aesdec(2) can do the opposite. By sticking to a fixed order
of aesdec(1) and aesdec(2) instructions, decryption can be implemented cor-
rectly. The functionality of the aesdec(x) instruction variants is depicted in
Figure 9.5.

AES

inverse

S-box

Rd Rr

AES

inverse

S-box

0E

0B

R0 R1

0D

09

0E

09

0D

0B

aesdec(x)

Figure 9.5: AES extensions for a normal decryption round.

The instruction aesdec(1) incorporates the AddRoundKey functionality di-
rectly after the S-box. In this way, the instruction performs the following oper-
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ations (where Sinv stands for the inverse S-box):

R0 = 0E⊗ (Sinv(Rd)⊕ R0)⊕ 0B⊗ (Sinv(Rr)⊕ R1)
R1 = 09⊗ (Sinv(Rd)⊕ R0)⊕ 0E⊗ (Sinv(Rr)⊕ R1)

The aesdec(2) instruction has again a similar structure as the aesenc(x)
instructions, just with different coefficients:

R0 = 0D⊗ Sinv(Rd)⊕ 09⊗ Sinv(Rr)⊕ R0

R1 = 0B⊗ Sinv(Rd)⊕ 0D⊗ Sinv(Rr)⊕ R1

For the last round, we propose an instruction aesinvsbox with this format:

aesinvsbox Rd, Rr

This instruction is similar to aessbox for encryption. Its functionality is
shown in Figure 9.6. The only difference is the use of the inverse S-box in the
case of decryption:

Rd = Sinv(Rd)⊕ Rr

AES

inverse

S-box

Rd Rr

Rd

Figure 9.6: AES extension for the final decryption round.
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9.3.3 Performance Enhancement and Implementation Flex-
ibility

Our proposed extensions are designed to improve performance using three main
strategies. Firstly, the instructions support AES transformations which are not
very well catered for by the microcontroller’s native instruction set (especially
MixColumns and InvMixColumns). Secondly, two State bytes are transformed
simultaneously, which effectively “widens” the 8-bit datapath. And finally, sev-
eral transformations can be executed by a single instruction invocation.

Compared to typical AES coprocessors, our instruction set extensions allow a
more flexible application. The custom instructions support all three key sizes of
128, 192, and 256 bits. All modes of operations can be realized seamlessly, as the
AES State can be retained in the register file. In contrast, a coprocessor might
require to transfer blocks to and from the processor whenever the chosen mode
requires operations which are not supported by the coprocessor. The resulting
overhead can be detrimental to the overall performance. Another advantage
of our extensions is that they support fast implementations of all variants of
Rijndael [57], which is a superset of AES and which specifies independent block
sizes and key sizes between 128 and 256 bit in 32-bit increments. A potential
application of Rijndael is as building block for a cryptographic hash function:
By setting Rijndael’s block and key size equal, it can be applied in a hashing
mode of operation to build a hash function with a hash size equal to the block
size.

9.4 Implementation Issues

We now give details on possible hardware implementation options for our pro-
posed extensions and different ways to optimize AES software implementations
through utilization of those extensions.

9.4.1 Hardware Implementation of the Proposed Exten-
sions

In this section we outline important implementation issues for the functional
units as well as integration issues for the AVR architecture. We will thereby
refer to a unified implementation, which is able to provide support for both AES
encryption as well as AES decryption as described in Sections 9.3.1 and 9.3.2,
respectively.

One important aspect is the support for both the AES S-box and its in-
verse. In the literature, there have been several proposals for S-box hardware
implementations targeting low area, high speed or low power consumption. A
comparison of the state-of-the-art regarding their implementation characteristics
in standard-cell technology will be given in Chapter 10. An implementation of-
fering a mix of small size and relatively good speed is the design of Canright [41].
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The functional part for MixColumns and InvMixColumns demands multi-
plication with constants in GF(28) under a fixed reduction polynomial [185].
These multiplications are rather easy to implement, as the characteristic two of
the finite field allows for addition without carry. This is a very desirable prop-
erty which makes GF(2m) multipliers generally much faster than their integer
counterparts.

Several implementation options are available to realize the GF(28) constant
multipliers required by our proposed extensions. The smallest solution would
be to integrate fixed multipliers similar to those used by Wolkerstorfer in [258].
Wolkerstorfer’s approach reuses the results for MixColumns to perform InvMix-
Columns, thus keeping the overall size of the multipliers small.

In another approach, Elbirt proposed to realize the multipliers in a flexible
fashion by providing the possibility to configure the multiplication constants [67].
Elbirt’s approach supports AES as well as other implementations in need of
fast GF(2m) multiplication with constants. Naturally, this flexibility has to
be bought with an increased demand in hardware. Moreover, the multipliers of
Elbirt’s solution have to be configured for the specific constants and the reduction
polynomial at hand, before they can be used.

The highest degree of flexibility is offered by fully-fledged GF(28) multipliers
which can vary both multiplier and multiplicand at runtime without configura-
tion overhead. Eberle et al. have proposed to integrate an (8× 8)-bit multiplier
and a multiply-accumulate unit for binary polynomials in an AVR microcon-
troller to accelerate Elliptic Curve Cryptography (ECC) over binary extension
fields [65]. We have already demonstrated similar synergies for 32-bit archi-
tectures in Chapters 5 and 8. Although this variant would be the most costly
option in terms of hardware, the increased flexibility and potential support of
both symmetric and asymmetric cryptography could make the integration of
such multipliers a worthwhile solution for 8-bit architectures.

9.4.2 AES Software Implementation Using the Proposed
Extensions

In order to check the benefits of the proposed extensions and to have a base for
performance estimations, we have implemented AES-128 encryption and decryp-
tion in AVR assembly. We have tried to make the best use of the vast amount of
32 general-purpose registers offered by the architecture in order to keep costly
memory accesses at an absolute minimum. In our implementation, the 16-byte
AES State is kept in 16 registers at all times and an on-the-fly key expansion is
used to preserve key agility. Three of the four 32-bit words of the current round
key are also kept in 12 additional registers and only a single round key word
has to be held in memory. From the remaining four registers, two (namely R0
and R1) are used to receive the result of aesenc(x) or aesdec(x) instructions
and the other two registers are necessary to hold temporary values during round
transformation.

A round function is called to perform the four round transformations on the
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State and to generate the subsequent round key. The transformations are per-
formed in-place on the 16 registers holding the State, i.e., all State columns are
written back to the same four registers from which they were originally loaded.
The ShiftRows function is not performed explicitly on this “register State”, but
it is only taken into account by an appropriate selection of registers in the round
function. As a consequence, a specific State column is contained in a different
set of registers after each invocation of the round function. Consequently, we
require several different round functions which load the State bytes from the
correct registers in conformance to the current layout of the State. Fortunately,
the layout of the State reverts back to its original form after four invocations
of ShiftRows. This property is illustrated in Figure 9.7, where the four State
columns are marked in different shades. Hence, it is sufficient to have four
variants of the round function.

1x

ShiftRows

2x

ShiftRows

3x

ShiftRows

4x

ShiftRows

Figure 9.7: Change of AES State layout through ShiftRows for in-place storage.

The assembly code performing all four round transformations on a single
State column is shown in Figure 9.8. The update of the first round key word is
shown in Figure 9.9.

The main function is responsible for saving the 32 registers onto the stack
at entry. Moreover, the function has to load the AES State and cipher key into
the corresponding registers. After nine calls to the appropriate round functions,
the final round is performed directly by the main function. At the end, the
ciphertext is stored to memory and the registers are restored from stack prior
to return.

9.5 Performance Analysis

This section gives figures on implementation cost of the proposed instruction
set extensions, the performance of our optimized AES implementation and its
demands in terms of program memory and working memory.

9.5.1 Hardware Cost

In order to determine the hardware cost for the proposed extensions, we have
implemented a functional unit capable of supporting all six custom instructions
for AES encryption and decryption. For the AES S-boxes we used the approach
of Canright [41]. We included a pipeline stage in the functional unit to adapt
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; State column in R6, R11, R16, R5

; Round key word in R22-R25

; New State column is written over old column

; Calculate upper half of new column

movw R0, R22 ; Move two round key bytes into R0-R1

aesenc(1) R6, R11 ; ShiftR., SubB., MixC. & AddRK

aesenc(2) R16, R5 ; ShiftR., SubB., MixC.

movw R30, R0 ; Half column into temporary regs R30-R31

; Calculate lower half of new column

movw R0, R24 ; Move rest of round key into R0-R1

aesenc(2) R6, R11 ; ShiftR., SubB., MixC. & AddRK

aesenc(1) R16, R5 ; ShiftR., SubB., MixC.

; Store new column over old column

mov R6, R30

mov R11, R31

mov R16, R0

mov R5, R1

Figure 9.8: Round transformations for a single State column.

; First word of old round key in R18-R21

; Last word of old round key in R26-R29

; Rcon located in R30

; New first round key word written over old word

eor R18, R30 ; Add Rcon

aessbox R18, R27 ; RotWord, SubWord, Add to old byte

aessbox R19, R28 ; RotWord, SubWord, Add to old byte

aessbox R20, R29 ; RotWord, SubWord, Add to old byte

aessbox R21, R26 ; RotWord, SubWord, Add to old byte

Figure 9.9: Update of the first round key word.

it to the read-write capabilities of the register file of existing AVR microcon-
trollers [15].

Our functional unit is depicted in Figure 9.10. The different sections conform-
ing to different AES transformations are highlighted. The dashed line represents
configuration information which determines the functionality in dependence on
the actual instruction. The S-boxes are used in forward direction for the in-
structions for encryption (aesenc(x) and aessbox) and in inverse direction for
the instructions for decryption (aesdec(x) and aesinvsbox). The multiplex-
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ers in the AddRoundKey sections select the left input for the aesenc(x) and
aesdec(2) instructions and the right input for the aesdec(1) instruction. The
four multiplexers in the (Inv)MixColumns section are driven by the same con-
trol signal, i.e., they always select the same input position at a given time.
aesenc(1) selects the first (top) inputs of the multiplexers, aesenc(2) the sec-
ond ones, aesdec(1) the third ones, and aesdec(2) the last (bottom) ones.
The result of the aesenc(x) and aesdec(x) instructions is delivered into R0
and R1, while the result of the aessbox and aesinvsbox instructions appears at
the output for Rd.

The functional unit from Figure 9.10 can be improved when it can be sup-
plied with the information on the current execution cycle of an aesenc(x) or
aesdec(x) instruction, i.e., whether it is the first or the second execution cycle.
In this case, a single AES S-box is sufficient to perform the required opera-
tions. This alternative implementation is shown in Figure 9.11 with the changes
shaded. In comparison with the implementation from Figure 9.10, the pipeline
register at (1) has been moved above the S-box to (2). Moreover, an additional
multiplexer (3) is used to select the input to the S-box. In the first clock cycle
of any aesenc(x) or aesdec(x) instruction, Rd is selected. In the second clock
cycle, Rr will be used as input to the S-box. Also note that the implementation
of the aessbox and aesinvsbox instructions does not change.

The GF(28) multipliers of the functional units have been hardwired for the
constants used in MixColumns and InvMixColumns. Thereby, the two multi-
pliers for a byte have been implemented jointly. A byte b is multiplied with
the powers of two, yielding four intermediate results (b, {2}b, {4}b, and {8}b).
Depending on the instruction, these intermediate results are added to yield the
required multiplication results. Figure 9.12 shows the implementation for the
first byte (i.e., the upper two multipliers transforming the byte from Rd in Fig-
ure 9.10), while Figure 9.13 contains the respective implementation for the sec-
ond byte.

We have implemented both variants of our functional unit (with two and
one S-boxes, respectively) using a 0.35 µm CMOS standard cell library from
austriamicrosystems. For the two-S-box variant, the synthesized circuit has a
size of 1,126 gates with a critical path of 36.7 ns. The variant with a single
S-box required only 791 gates and has a critical path of 46.4 ns. Note that we
have optimized the synthesis result towards minimal area, just setting a maximal
critical path of 50 ns to match the 20MHz maximal clock frequency of state-of-
the-art AVR microcontrollers. The speed of the circuit could easily be increased
by trading off area efficiency.

The smallest AES coprocessor reported in literature so far is by Feldhofer et
al. with a size of about 3,400 gates [70]. Our proposed extensions have less than
a fourth of this size.

9.5.2 Performance

Based on our optimized assembly implementation, we have estimated the number
of clock cycles for a single AES-128 encryption and decryption (including the
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Figure 9.10: Implementation of the functional unit for supporting the AES exten-
sions.

complete on-the-fly key expansion). Thanks to the simple and deterministic
structure of AVR microcontrollers, this estimation can be done with a high level
of accuracy. For all our custom instructions we have assumed a cycle count of
2, which we deem to be realistic for implementation. Executing a single round
function (either for encryption or decryption) requires 106 clock cycles. With
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Figure 9.11: Implementation variant of the functional unit with a single AES S-box.

the overhead from the main function, the cycle count for encryption of a 128-bit
block amounts to 1,262 (including the loading of the plaintext from memory and



136 Chapter 9. Instruction Set Extensions for AES on 8-Bit Architectures

       02

dec var var

01 b02 b

dec var

       02       02

b

04 b08 b

dec: 0 if aesenc(x), 1 if aesdec(x)

var:  0 if x = 1, 1 if x = 2

aesenc(1) 02 b 01 b

aesenc(2) 01 b 03 b

aesdec(1) 0E b 09 b

aesdec(2) 0D b 0B b

Figure 9.12: Implementation of the finite field constant multipliers for the first byte.

the storing of the ciphertext back to memory). Thanks to the symmetry of the
extensions, AES decryption can be done equally fast in 1,263 cycles.

We compare our performance to that of an assembly-optimized software im-
plementation of AES for the AVR architecture reported in [203]. It requires
3,766 cycles for encryption and 4,558 cycles for decryption, where the overhead
for decryption mainly stems from the more complicated InvMixColumns trans-
formation. The speedup factors for our implementation are therefore about 3
and 3.6, respectively.

The coprocessor of Feldhofer et al. has a performance roughly equivalent to
our extensions with a cycle count of 1,032 for encryption and 1,165 for decryption
of a single block [70].

9.5.3 Code Size and RAM Requirements

Our assembly implementation of encryption and decryption requires 1,708 bytes
of code memory. This size can be further reduced with an explicit ShiftRows
at the end of each round function (20 additional mov instructions requiring 20
cycles). In this case, a single round function for encryption and decryption
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Figure 9.13: Implementation of the finite field constant multipliers for the second
byte.

would suffice, which brings the overall code size down to 840 bytes. However,
the number of cycles per encryption and decryption would increase by 180.

In terms of RAM, our implementation requires only four bytes of extra mem-
ory in addition to the use of the general-purpose registers. Note that we are not
considering the memory from which we load the plaintext at the start of encryp-
tion and where we store the ciphertext to at the end.

9.5.4 Summary of Comparison

Table 9.1 summarizes our performance figures with those of the optimized soft-
ware implementation from [203], the custom AES microcontroller from [48],
Feldhofer et al.’s tiny AES coprocessor [70], and the coprocessor in the new
XMEGA devices [19]. We have included both of our implementation variants
for maximal speed (fast) and minimal code size (compact), cf. Section 9.5.3.
The cycle count refers to AES-128 encryption and decryption of a single 16-
byte block. The code size refers to an implementation which can support both
encryption and decryption.

Our proposed solution is considerably faster and requires less code size than
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Table 9.1: AES performance characteristics in comparison to related work.

Encryption Decryption Code size HW cost
Implementation cycles cycles bytes GE

AVR software [203] 3,766 4,558 3,410 none
AES coprocessor [70] 1,032 1,165 n/a 3,400
AES coprocessor [19] 375 a 375 a n/a n/a

AES microcontroller [48] 2,695 b 2,944 b 918 c n/a

This work (fast) 1,259 1,259 d 1,708 791

This work (compact) 1,442 1,443 d 840 791

aExcluding cost for transferring key and data.
bExcluding cost for precomputed key schedule (2,167 cycles).
cTotal size for encryption, decryption and key expansion.
dLast round key supplied to decryption function.

the pure-software approach. Nevertheless, the flexibility of the software solution
is fully retained. Compared to the coprocessor approach, our solution offers
similar performance at much smaller hardware overhead. The AES microcon-
troller has a similar code size as our compact implementation, but is significantly
slower. The AES coprocessor in the new XMEGA devices [19] is considerable
faster than our solution. Unfortunately, there are no figures on its hardware size
available. But it can be assumed that this coprocessor is significantly bigger
than the one of Feldhofer et al. [70]. In any case, both coprocessor solutions
are limited to a key size of 128-bit, while our approach supports all possible key
sizes and is also more flexible in regard to different modes of operation.

9.6 Summary and Conclusions

In this chapter we have presented a set of small and simple AES instruction set
extensions for the 8-bit AVR architecture. We have demonstrated the benefits
of these extensions with an optimized AES encryption implementation, which
is about three times faster than an optimized assembly implementation using
native AVR instructions. The speedup for decryption is even higher, amounting
to a factor of about 3.6. As an additional benefit, code size is small and RAM
requirements are very low. The hardware cost of our extensions ranges around
800 gates. Compared to the smallest AES coprocessor reported so far, our ex-
tensions deliver similar performance at less than a fourth of the hardware cost.
All in all, our extensions provide a very good tradeoff between hardware over-
head, performance gain and implementation flexibility and position themselves
at a favorable section of the design space.
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Design Options for the AES S-box in

Standard-Cell Technology

Cryptographic substitution boxes (S-boxes) are an integral part of modern block
ciphers like the Advanced Encryption Standard (AES). There exists a rich liter-
ature devoted to the efficient implementation of cryptographic S-boxes, whereby
hardware designs for FPGAs and standard cells received particular attention. In
this chapter we present a comprehensive study of different standard-cell imple-
mentations of the AES S-box with respect to timing (i.e., critical path), silicon
area, power consumption, and combinations of these cost metrics. We examined
implementations which exploit the mathematical properties of the AES S-box,
constructions based on hardware look-up tables, and dedicated low-power so-
lutions. Our results show that the timing, area, and power-consumption prop-
erties of the different S-box realizations can vary by up to almost an order of
magnitude. In terms of area and area-delay product, the best choice are imple-
mentations which calculate the S-box output. On the other hand, the hardware
look-up solutions are characterized by the shortest critical path. The dedicated
low-power implementations do not only reduce power consumption by a large
degree, but they also show good timing properties and offer the best power-delay
and power-area product, respectively.

The work described in this chapter provides valuable insights for designers of
a large range of different AES implementations which feature hardware support
for the S-box lookup. This is particularly interesting for high-speed hardware
designs, which typically feature a large number of hardware S-boxes. These
S-boxes make up a considerable fraction of the total silicon area and contribute
a significant portion to the total power consumption. Any improvements of the
S-boxes can have dramatic improvements to the overall efficiency of the design.

139
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Similarly, our results help in designing and implementing optimized functional
units which are capable of supporting the custom instructions described in Chap-
ters 6, 7, and 9.

10.1 Hardware Implementation Aspects of AES

The AES is a flexible algorithm well suited for implementation in hardware. A
multitude of hardware architectures are possible, which allows for optimization
towards different requirements, ranging from high performance to low power con-
sumption and small silicon area. There exists a considerable literature devoted
to efficient hardware implementation of the AES [49, 70, 117, 200, 209, 265].
One possibility to categorize AES architectures is the size of the data path; the
most common values are 8, 32, and 128 bits. A second criterion is whether the
AES rounds are unrolled or not. Thirdly, AES hardware implementations differ
in the number of pipeline stages.

The width of the datapath determines the main characteristics (i.e., perfor-
mance, area, power consumption) of an AES implementation. Since the AES is
byte-oriented, an 8-bit architecture with a single S-box is the natural choice for
applications where small area and low power dissipation are crucial, e.g., smart
cards or RFID tags. At the other end of the spectrum are 128-bit architectures
containing 16 S-boxes to compute the SubBytes function of a 128-bit data block
in one pass. Due to this massive parallelism, 128-bit architectures can reach
high throughput rates at the expense of large silicon area. 32-bit architectures
with four S-boxes constitute a good compromise between the two aforementioned
extremes; they allow for much higher performance than 8-bit architectures but
demand only a fraction of the area of 128-bit implementations.

10.2 Implementation Strategies for the AES
S-box

All AES architectures sketched in Section 10.1 have in common that the Sub-
Bytes transformation occupies a significant portion of the overall silicon area.
The size of SubBytes is, in turn, determined by the number of S-boxes and
their concrete implementation. Various implementation options for the AES
S-box have been investigated in the recent past, which has led to an abundant
literature [27, 41, 163, 172, 178, 209, 259].

The SubBytes transformation substitutes all 16 bytes of the State indepen-
dently using the S-box. Furthermore, the S-box is also used in the AES key
expansion. In software, the S-box is typically realized in form of a look-up ta-
ble since the inversion in the finite field F28 cannot be calculated efficiently on
general-purpose processors. In hardware, on the other hand, the implementation
of the S-box is directed by the desired trade-off between area, delay, and power
consumption. The most obvious implementation approach for the S-box takes
the form of hardware look-up tables. However, since encryption and decryption
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require different tables, and each table contains 2048 bits, the overall hardware
cost of this approach is relatively high.

An implementation option related to standard cells is the usage of ROM
compilers to produce hardware macros. For the technology that we used, a
sufficiently large ROM would require a considerable amount of silicon area. The
critical path delay would be similar to a hardware look-up approach, but the
power consumption of generated ROMs is about two to three orders of magnitude
higher (exact performance figures for ROMs were unfortunately not accessible
for our used technology). Therefore, we did not consider the implementation of
the S-box as ROM.

More advanced approaches calculate the S-box function in hardware using
its arithmetic properties. The focus of such implementations is the efficient
realization of the inversion in F28 , which can be achieved by decomposing the
finite field into the sub-fields F24 and F22 . An inversion in a finite field of
characteristic 2 can be carried out in different ways, depending on the basis
which is used to represent the field elements [158]. The two most common types
of bases for F2m are the polynomial basis and the normal basis. A polynomial
basis is a basis of the form {1, α, α2, . . . , αm−1} where α is a root of an irreducible
polynomial p(x) of degree m with coefficients from F2. On the other hand, a
normal basis can be found by selecting a field element β ∈ F2m such that the
elements of the set {β, β2, β4, . . . , β2m−1} are linearly independent.

Another approach for implementing the AES S-box was proposed by Bertoni
et al. in [27]. By using an intermediate one-hot encoding of the input, arbitrary
logic functions (including cryptographic S-boxes) can be realized with minimal
power consumption. The main drawback of this approach is that it demands a
relatively large silicon area.

10.3 Examined Implementations

All AES S-box implementations analyzed in this chapter can perform forward
and inverse byte substitution for encryption and decryption, respectively. We
implemented the S-boxes either from scratch or obtained them from the authors
of the respective publications1. The examined implementations consist solely of
combinatorial logic, i.e., no pipeline stages have been inserted. In the following
we describe a total of eight different implementation variants of the AES S-box
which can be grouped into three basic categories: look-up implementations, cal-
culating implementations, and low-power implementations. We use figures to
illustrate the most important design concepts. In these figures, Sin and Sout

denote the S-box input and output, respectively, while enc/dec is the control
signal to switch between the forward substitution for encryption and the inverse
substitution for decryption.

The simplest design in our comparison is a straight-forward implementa-
tion of a hardware look-up table. The synthesizer transforms the behavioral

1We would like to thank Johannes Wolkerstorfer and David Canright for providing their
HDL source code for several AES S-box implementation options.
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description of the look-up table into a mass of unstructured standard cells (cf.
Figure 10.1). This approach will be denoted as hw-lut.

Synthesized look-up table

(forward & inverse S-box)

Sin

Sout

enc / dec

Figure 10.1: S-box as hardware look-up table.

Implementations which calculate the S-box transformation in hardware have
been first proposed by Wolkerstorfer et al. [259] and Satoh et al. [209]. In order to
give a general idea, the former approach is depicted in Figure 10.2. Wolkerstorfer
et al.’s solution decomposes the elements of F28 into polynomials over the sub-
field F24 and performs inversion there. Our implementation of this solution is
denoted as wolkerstorfer. Satoh et al.’s solution decomposes the field elements
further into polynomials over the sub-field F22 , where inversion is a trivial swap
of the lower and higher bit of the representation. This implementation is called
satoh in the following. Both of these approaches represent the field elements
by using a polynomial basis. Canright improved the calculation of the S-box by
switching the representation to a normal basis [41]. Like in Satoh’s solution, the
finite field element’s representation is mapped to a polynomial over the sub-field
F22 . This approach will be denoted as canright.

A compromise between hardware look-up and calculation has also been ex-
amined. In this implementation (denoted as hybrid-lut) only the inversion in
F28 is implemented as look-up table. As this inversion is used for both encryption
and decryption, the size of the look-up table is halved in relation to the hw-lut
approach. The affine and inverse affine transformations are done in logic just
as in the calculating implementations of wolkerstorfer, satoh, and canright.
The hybrid-lut solution is shown in Figure 10.3.

The hardware look-up (hw-lut) approach can be modified towards lower
power consumption by the use of sub-tables (cf. Figure 10.4). This reduces
switching activity in the look-up tables in order to reduce power consumption.
We examined solutions with sub-tables of size 16, 32, 64, 128, and 256 bytes,
but in this chapter we only cite the results for sub-tables which are 16 bytes in
size, which will be denoted as sub16-lut).
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Figure 10.2: S-box calculated according to Wolkerstorfer et al.’s approach [259].

The low-power approach of Bertoni et al. [27] is shown in Figure 10.5. It
uses a decode stage to represent the eight bits of the input byte and the control



144 Chapter 10. Design Opt. for the AES S-box in Std.-Cell Technology
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Figure 10.3: S-box as compromise between calculation and hardware look-up
(hybrid-lut).

bit which selects encryption or decryption into a one-hot encoding on 512 lines.
The substitution itself is just a simple rewiring of these lines. As two of the lines
always map to the same 8-bit result (one for encryption and one for decryption),
these line pairs are combined with a logical OR to result in a one-hot encoding
of the result on 256 lines. A subsequent encoder stage transforms this result
back to an 8-bit binary value. Due to this decoder-permute-encoder structure,
there is only very little signal activity within the circuit at a change of the input,
resulting in low power consumption.

Note that the structure of Bertoni et al.’s approach makes it in principle
easily possible to introduce pipeline stages. However, it may be necessary to add
a large number of additional flip-flops when the pipeline stage is placed between
the decoder and encoder, i.e., on the one-hot encoded signal lines. These flip-
flops will increase power consumption considerably and can easily mitigate the
low-power advantages of this solution. For design scenarios where both power
consumption and silicon area are of minor importance, Bertoni et al.’s approach
can offer the best opportunity for reaching very high clock frequencies.

We tested two implementations of Bertoni’s approach: One implementation
uses a decoder with four stages as proposed in the original publication in [27] for
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Figure 10.4: S-box implementation with small hardware look-up tables.
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Figure 10.5: S-box following Bertoni et al.’s approach [27].

minimal power consumption (bertoni). The second implementation, denoted as
bertoni-2stg, uses a different decoder structure with only two stages in order
to reduce the critical path of the circuit.

In the remainder of this chapter we will refer to wolkerstorfer, satoh, and
canright as calculating implementations. We will denote hw-lut and hybrid-
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lut as look-up implementations, and sub16-lut, bertoni, and bertoni-2stg as
low-power implementations.

10.4 Design Flow and Evaluation Methodology

In our earlier work in [232], we used a 0.35µm standard cell library from aus-
triamicrosystems. In contrast, all results in this chapter were obtained with the
VST250 standard cells from Virtual Silicon. These standard cells are built upon
the 0.25 µm process technology L250 of UMC, which provides one poly-silicon
layer and five metal layers. The nominal supply voltage of the VST250 cell
library is 2.5V.

We implemented the eight S-box designs described in Section 10.3 in VHDL
according to the specifications in the respective papers. In order to ensure a
fair comparison and a common interface for all implementations, we provided
the input and output of each S-box with 8-bit registers. The integration of the
registers made it possible to optimize for area and delay during synthesis. The
logic synthesis was done using the Physically Knowledgeable Synthesis (PKS)
tool from Cadence. We varied the constraints for the delay time (i.e., maximum
clock frequency) from the minimum value to a value where the constraints could
just be met. The delays given in Table 10.1 are the actual delays of the synthe-
sized circuit. Empty cells in the table indicate that the respective target delay
could not be achieved by the synthesizer.

After synthesis, the placement and routing of the standard cells was per-
formed with the Cadence tool First Encounter. We did not include I/O cells
into the designs, i.e., we analyzed only the core of the S-boxes consisting of
standard cells and the power supply rings. During placement we used an area
utilization of 70%. All the figures in Table 10.1 are results from synthesis ex-
cluding the clock tree for the input and output registers. After the routing step
we integrated the layouts of the standard cells into the design, which gave us
the full layout in GDS2 format.

We extracted a Spectre netlist from the layout using Assura RCX, whereby
we only considered resistances larger than 1 Ω and capacitances larger than 1 pF.
In contrast to our previous work [232], we obtained the power consumption of
the different S-box designs through simulation with Synopsys NanoSim. All
simulations were performed with BSIM3v3 transistor models characterized for
the UMC L250 technology and the built-in NanoSim models for resistors and
capacitors. The results of the NanoSim simulations shown in Table 10.1 represent
the mean current consumption of the S-boxes at a supply voltage of 2.5 V. We
used a clock frequency of 50 MHz (i.e., new input values are applied to the circuit
with a period of 20 ns) and simulated all 256 possible input patterns.
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Table 10.1: Synthesis results of the eight S-box designs depending on the target delay.

Target delay (ns)
Design Result 2.00 3.00 4.00 5.00 6.00 7.00 8.00 9.00

Act. delay (ns) – – – 4.98 5.00 6.55 6.55 6.55
canright Area (GE) – – – 496 400 303 303 303

Power (µA) – – – 1.78 1.78 1.81 1.81 1.81

Act. delay (ns) – – – – 5.93 6.55 6.99 6.99
satoh Area (GE) – – – – 438 409 385 385

Power (µA) – – – – 2.00 1.73 1.51 1.51

Act. delay (ns) – – – 4.93 5.94 6.48 7.51 7.51
wolkers-

Area (GE) – – – 625 412 415 392 392
torfer

Power (µA) – – – 1.87 1.97 1.75 1.53 1.53

Act. delay (ns) 1.95 2.91 3.90 4.98 5.88 6.61 6.61 6.61
hw-lut Area (GE) 1545 1415 1351 1352 1302 1301 1301 1301

Power (µA) 1.18 0.97 1.00 0.97 0.93 1.00 1.00 1.00

Act. delay (ns) – 2.94 3.92 4.46 4.46 4.46 4.46 4.46
sub16-lut Area (GE) – 2040 1979 1957 1957 1957 1957 1957

Power (µA) – 0.56 0.53 0.55 0.58 0.58 0.58 0.58

Act. delay (ns) – 2.93 3.92 4.86 5.83 6.49 6.49 6.49
hybrid-

Area (GE) – 1222 840 810 799 798 798 798
lut

Power (µA) – 1.34 1.02 0.98 0.95 0.98 0.98 0.98

Act. delay (ns) 1.86 2.90 3.31 3.31 3.31 3.31 3.31 3.31
bertoni Area (GE) 2016 1433 1399 1399 1399 1399 1399 1399

Power (µA) 0.42 0.30 0.27 0.27 0.27 0.27 0.27 0.27

Act. delay (ns) 1.98 2.79 3.53 3.26 3.26 3.26 3.26 3.26
bertoni-

Area (GE) 1941 1446 1436 1421 1421 1421 1421 1421
2stg

Power (µA) 0.42 0.32 0.31 0.33 0.33 0.33 0.33 0.33

10.5 Experimental Results

We synthesized all eight S-box implementations described in Section 10.3 using
the design flow outlined in Section 10.4. For each implementation several syn-
thesis runs were performed, whereby we specified different target values for the
maximal critical path delay, ranging from 2 ns to 9 ns. Table 10.1 summarizes the
actual delay, the area of the synthesized design, and the mean power consump-
tion. We omitted the results of all synthesis runs where the timing constraints
were not met, i.e., when the actual delay was higher than the target delay.

In order to analyze the results we created plots of various combinations of
metrics. In all the plots we use the same color and marker symbols for each
specific S-box implementation. The ordering of names in the legend corresponds
to the occurrence of the respective lines in the plot, e.g. the topmost name in
the legend is also the topmost line in the plot.

In Figure 10.6 the area of synthesized designs with a specific critical path
delay are shown. The area is given in gate equivalents (GE), calculated as total
area divided by the size of a 2-input NAND with the lowest driving strength,
which is the NAN2D1 standard cell in the library we used.
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Figure 10.6: Area vs. critical path delay.

Amongst the three calculating implementations (bottom of Figure 10.6),
canright is clearly the best. It has the smallest size, but suffers from a longer
critical path than the hardware look-up implementations and the low-power im-
plementations. The calculating implementations are smaller than the other two
approaches because they make use of the algebraic structure of the S-box to
implement the substitution. On the other hand, this structure has a relatively
long critical path. The shortest critical path can be achieved with bertoni but
its size is about three times that of canright. Look-up implementations neglect
the algebraic structure of the S-box and just aim at a straightforward realization
of the Boolean equations constituted by the input-output relation. Hence, the
synthesizer has a much higher degree of freedom for optimizing the circuit, which
allows for a much shorter critical path at the expense of silicon area.

The low-power implementations also neglect the arithmetic properties of the
substitution and just implement the Boolean equations of the input-output rela-
tion. However, they use a specific structure (decode-permute-encode) to reduce
signal activity. Although the critical path is similarly short as for look-up im-
plementations, the one-hot encoding requires more silicon area than the look-up
implementations. The sub16-lut approach also has a significant area overhead
introduced by the address decoding of the sub-tables, which makes it the solution
requiring the most silicon area. Moreover, the address decoding logic leads to
a longer critical path. As expected, the compromise between hardware look-up
and calculation (hybrid-lut) lies roughly between hw-lut and the calculating
implementations in regard to both critical path delay and area.

Figure 10.7 shows the total power consumption in relation to the critical
path delay. All power figures have been normalized to the power consumption of
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Figure 10.7: Total power consumption vs. critical path delay.

hw-lut at a 5 ns delay. The low-power implementations based on the approach
by Bertoni et al. (bertoni, bertoni-2stg) show the lowest power consumption.
The original implementation bertoni has the best characteristics while the mod-
ified version bertoni-2stg is slightly worse. Bertoni et al.’s approach is solely
directed towards low power consumption with a minimal level of signal activity
in the circuit. Therefore, it is better than the sub16-lut approach, which tries
to improve a straightforward look-up table implementation (hw-lut) with low-
power measures. The sub16-lut implementation requires almost twice as much
power as bertoni, while hw-lut consumes about three times more power. The
hybrid-lut approach requires about the same amount of power as hw-lut.

The power consumption of the calculating implementations is much higher
than that of the low-power and look-up versions. The algebraic evaluation of
the S-box function in calculating implementations requires re-computation of all
intermediate values even if only a few number of input bits toggle. This behavior
entails very high signal activity. In look-up implementations a change of a few in-
put bits affects the calculation of all output bits separately. As some output bits
will be left unchanged, the signal activity within this particular path is low and
hence limits the power consumption. The most power-efficient variant among
the calculating implementations is canright, which has less than two times the
power consumption of hw-lut. The power consumption of wolkerstorfer and
satoh is a little bit higher.

Figure 10.8 shows our results in terms of the power-area product. This metric
is particularly relevant for applications which require both small silicon area and
low power consumption, e.g., cryptographically enhanced RFID tags or sensor
nodes.
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Figure 10.8: Power-area product vs. critical path delay.

The worst behavior is shown by hw-lut and sub16-lut. The calculating ap-
proaches have all similar characteristics for relaxed path conditions. Both satoh
and wolkerstorfer also have similar properties for more stringent constraints
on the critical path, whereas canright becomes more and more advantageous
for faster designs. For the minimal delay of the calculating implementations,
hybrid-lut is even slightly better than canright. However, hybrid-lut be-
comes very unattractive if the critical path needs to be shorter. The best tradeoff
is delivered by the low-power approaches of bertoni and bertoni-2stg, where
the former is slightly better than the latter.

Figure 10.9 displays total power consumption in relation to required silicon
area. Generally, the points farther away from the point of origin belong to syn-
thesis results for shorter critical path delays. The figure shows that calculating
implementations tend to sacrifice power efficiency to achieve higher speed. On
the other hand, low-power implementations trade silicon area for a shorter crit-
ical path. The sub16-lut implementation shows similar behavior. The look-up
implementations hw-lut and hybrid-lut sacrifice area as well as power efficiency
to approximately the same degree.

To minimize the critical path delay, the synthesizer uses optimization tech-
niques like the utilization of standard cells with higher driving strengths and
duplication of logic paths, which results in a considerable higher power con-
sumption for signal switches. Calculating implementations have an inherently
high number of signal switches and therefore incur an over-proportional increase
in power consumption for reduced critical path delays. Low-power implementa-
tions, on the other hand, have much lower levels of signal activity which only
leads to moderate increases in power consumption for shorter critical paths.
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Figure 10.9: Total power consumption vs. area.

When compared to our practical results reported in [232] (where a 0.35µm
standard-cell technology has been used), the chip area and critical path de-
lay figures correspond quite well to the current ones obtained with the UMC
0.25µm technology. In regard to power consumption, we have noticed that the
current figures indicate a less dramatic difference for the examined S-box imple-
mentations, as those given in [232]. We attribute this deviation to the different
estimation methods used. While the earlier results were obtained via synthesizer
estimation, our current figures result from a much more accurate power simula-
tion of the placed and routed design. This of course has also lead to differences
in all other metrics which include the power consumption results.

10.6 Summary and Conclusions

In this chapter we examined eight AES S-box implementations which follow
three different design strategies. We compared various cost metrics like critical
path delay, silicon area, and power consumption of these implementations based
on synthesis runs with a 0.25µm CMOS standard-cell library. According to our
results, Canright’s S-box design is the best choice for applications where small
silicon area is of utmost importance (e.g., RFID tags). Bertoni et al.’s S-box is
well suited for applications with a demand for low power or energy consumption,
e.g., sensor nodes. In addition, Bertoni et al.’s S-box also has the shortest
critical path, followed by the look-up implementations. While the results for the
calculating implementations only apply to the AES S-box, the insights from the
other two implementation strategies apply to any cryptographic S-box.





11
Effectiveness of Software

Countermeasures Against Side-Channel
Attacks on 32-bit Processors

In this chapter we investigate the impact of instruction set extensions for AES
on the implementation security. We have compared several AES implementa-
tion options which incorporate state-of-the-art software countermeasures against
power analysis attacks—with and without the use of instruction set extensions.
For both scenarios we provide a thorough analysis for different countermeasures
with regard to security, performance, and memory. In our evaluations we take a
conservative stance and tip all odds towards favoring the attacker. In this set-
ting, we have found that a moderate level of protection requires a considerable
overhead both in terms of speed and memory. The instruction set extensions,
which have been solely designed to increase performance, help to reduce this
overhead significantly.

11.1 Introduction to Side-Channel Attacks

Today, most of the commonly used cryptographic algorithms can be considered
to be reasonable secure in the face of mathematical cryptanalytic attacks. How-
ever, an implementation of a cryptographic algorithm in a specific device is not
necessarily secure. Each concrete implementation has physical characteristics
which can convey information about used keys which in turn can violate basic
security assumptions. These exploitable physical characteristics are called side
channels and the most frequently exploited ones are timing behavior [147], power
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consumption [148], and electromagnetic emanation [81, 201]. Any straightfor-
ward implementation on a device is likely to be vulnerable to side-channel at-
tacks. Power analysis attacks, which exploit the power consumption, have been
studied very thoroughly, and many proposals have been made on how to make
them more effective as well as on how to defend against them.

In Figure 11.1, the principles of a side-channel attack are depicted. The
cryptographic device contains a key which is not accessible from the outside
via the device’s output (e.g., ciphertext). However, the key has some influence
on the physical information conveyed by the side channel. Note that the side-
channel output also depends on the device’s input (e.g., plaintext) and other
influences (e.g., voltage, clock frequency). An attacker models the side-channel
output under consideration of the device’s input (and possibly some of the other
influences) and by guessing a part of the unknown key. Statistical analysis is
used to match the modeled side-channel output against the actual one. In this
way, information about the correctness of key hypotheses can be gained and the
key can be revealed piecewise.

Side 

channel 

model
Key

Input
Other 

influences

Output

Side 

channel

Considered

influences

Statistical analysis

Match between key

and key hypothesis

Key 

hypothesis 

(part of key)

Side-channel 

output

Modeled side-

channel output

Cryptographic device

Figure 11.1: Overview of a typical side-channel attack.

While it is unlikely that side-channel attacks can be fully prevented, appro-
priate countermeasures can hamper an attack to the point where it becomes
practically infeasible. Some hardware countermeasures have proven to be rather
effective in doing this. On the other hand, counteracting power analysis in soft-
ware is very hard, as the programmer normally has only a very limited influence
on the power consumption of the processor. To make things even worse, in the
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last years new attack variants have emerged, which are very effective against
software implementations of cryptographic algorithms.

We have investigated the current situation regarding software countermea-
sures against state-of-the-art power analysis attacks. We have focused on 32-bit
embedded processors and on the AES algorithm, but most of the discussed
methods also work for processors of different word size and other cryptographic
algorithms.

11.2 Power Analysis Countermeasures for Soft-
ware Implementations

In power analysis, an attacker has to record the power consumption of a device
while it performs cryptographic operations with an unknown key. A particularly
powerful attack method is Differential Power Analysis (DPA) [148], which pre-
dicts intermediate values of the cryptographic algorithm and an according power
consumption and matches it against the recorded power traces. In this fashion,
the used key can be recovered even if the relevant information is deeply buried
within noise.

In order to secure implementations of cryptographic algorithms against power
analysis attacks, two principal approaches exist: Masking and hiding [166]. Both
have the goal of reducing the correlation between the sensitive data and the
observable side-channel information. Masking tries to break the link between
the predicted intermediate values and the values processed by the device. This
is usually done by concealing intermediate values during the calculation with a
random mask. Hiding seeks to minimize the effect of the processed values on
the power consumption.

Both hiding and masking can be realized in hardware or in software; the
former generally offers more possibilities than the latter. Many concrete coun-
termeasures have been proposed on different levels. Well-known examples are
masking at the algorithmic level (e.g., [32]), randomization of operations (e.g.,
[166]), and the use of secure logic styles (e.g., [246]). For software implementa-
tions on a given platform, the options tend to be limited to masking schemes and
to hiding through the randomization of executed operations in time. Software
countermeasures trade performance for security, i.e., they entail a performance
degradation. On the other hand, hardware countermeasures tend to increase
silicon area and power consumption. In this section we give an overview of the
two types of countermeasures.

11.2.1 Masking

Masking schemes split each intermediate value in a number of shares, which are
then processed independently. Only by combining all the shares, the original
value can be reconstructed. In its simplest form, a value a is split into two shares
am = a◦m and m, where m is a random mask, so that a = am ◦m = (a◦m)◦m.
The masks are generated by the device for each execution of the algorithm and
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they should not be accessible by an attacker. A common choice for the operation
◦ is the logical XOR (Boolean masking).

Generally, we can distinguish between Boolean and arithmetic masking. In
arithmetic masking, intermediate values and masks are combined with an arith-
metic operation like addition or multiplication. For AES, Akkar et al. suggested
a multiplicative masking scheme [3] where the intermediate values are concealed
with a multiplicative mask am = a ·m (mod n). Boolean masking uses the XOR
operation to combine intermediate values and masks am = a ⊕ m. Masking
schemes for software implementations of AES based on Boolean masking have
been proposed in [115] and [136].

The simple reasoning behind the masking countermeasure is that when each
intermediate value is masked with a random value, the power consumption
caused by this value cannot be predicted by an attacker. This holds under
the condition, that each masked value am is independent of a. Usually, the
masks are applied to the plaintext values at the beginning of the algorithm.
During the execution of the algorithm it is necessary to keep track of the mod-
ification of the masks by the operations of the algorithm. For the AES opera-
tions ShiftRows and AddRoundKey, this can be done with virtually no effort,
because they do not change the applied masks1. The MixColumns operation
combines different values of one column of the AES State. As MixColumns is
a linear operation, the modified masks after this step can be calculated easily:
MC(am) = MC(a⊕m) = MC(a)⊕MC(m).

In order to monitor the change of the masks through the nonlinear SubBytes
transformation, a more elaborated approach is needed. A very common way
to implement the SubBytes transformation in software is to use lookup tables:
aout = S(ain), where S denotes the AES S-box, which is used on every byte of
the State for SubBytes. In order to mask the SubBytes transformation, we have
to calculate a masked table S′ such that S′(am) = S′(a⊕m) = S(a)⊕m′. When
implementing such a masking scheme, care has to be taken that all intermediate
values stay masked during the critical computations of the algorithm. At the
end of the calculation of the algorithm all masks have to be removed.

Implementing masking countermeasures correctly is a non-trivial task. Of
special concern is the problem of unintentional unmasking. This can for example
happen in a device which leaks the Hamming distance of subsequently processed
values, i.e., the Hamming weight of the XOR of these two values [166]. In such
a device, two subsequently occurring values which carry the same Boolean mask
could therefore lead to a leakage which is again dependent on the unmasked
values.

Provably-secure masking schemes for AES have been published in [32] and
[192]. These schemes focus on hardware implementations. In [193], a proposal
for a software implementation of the scheme presented in [192] has been made.
This scheme has higher performance rates than a conventional lookup scheme,
as long as a set of masks is only used for a single encryption. In schemes where

1ShiftRows may just change the position of individual masks while AddRoundKey has no
effect on a Boolean mask: (a⊕m)⊕ k = (a⊕ k)⊕m.
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masks are used for more than one encryption, the lookup-table approach is still
faster. This is one of the reasons why we have chosen a lookup-based scheme for
our implementation.

Simple masked implementations (with a single mask) are still vulnerable to
higher-order attacks and template attacks. Such attacks combine information of
the power consumption of the different shares (higher-order DPA preprocessing)
so that the resulting power consumption is again dependent on the unprotected
value a and thus susceptible to a “normal” first-order DPA attack. Higher-order
attacks are discussed in [140, 191, 226, 251]. A template based attack on a
protected AES software implementation has been published by Oswald et al. in
[190]. Due to the presence of these powerful attacks, simple masking is normally
not sufficient to provide adequate protection.

11.2.2 Hiding

In general, hiding can take place in two domains, namely in the time domain
and in the amplitude domain. Hiding in the time domain tries to randomize
the time of occurrence of a specific operation, whereas hiding in the amplitude
domain tries to reduce the effect of the performed operation on the overall power
consumption.

For software implementations, hiding in the time domain is normally easier
to achieve. The goal is to distribute the occurrence of critical operations and
intermediate values over a given period during each execution of an algorithm.
This leads to a reduced correlation of targeted values at specific points in time.
Two appropriate methods to achieve this randomization are the insertion of
dummy operations and the shuffling of operations. Both insertion and shuffling
are controlled by random values generated by the device. Inserted dummy op-
erations should not be distinguishable from normal operations. Otherwise an
attacker could be able to remove their effect from the power trace. Shuffling of
operations means that for each execution of the algorithm, the order of the oc-
curring intermediate values is changed. How these two methods can be applied
to a software implementation of AES is described in Section 11.3.3.

Hiding in the amplitude domain is rather hard for software implementations.
One possibility is to choose only such instructions which leak a minimum amount
of information. This technique highly depends on the used device and its leakage
properties. The statistic effects of hiding have been investigated in [47], [52], and
[165].

11.3 Effectiveness of Software Countermeasures

This section gives a thorough evaluation of software countermeasures that can be
applied to secure an AES implementation on a 32-bit platform. In this context
we have considered two classes of processing platforms. The first class consists
of typical 32-bit embedded processors with a standard RISC architecture. The
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second class includes processors which have explicit support for cryptographic
operations in their instruction set.

For our evaluation, we have selected the high-performance AES extensions
described in Section 7.2.4 of Chapter 7. We give a brief recapitulation of the
functionality of these custom instructions in the following. The AES instructions
work on 32-bit words performing either four parallel AES S-box lookups (sbox4s,
isbox4s, sbox4r) or a MixColumns transformation for a single State column
(mixcol4s, imixcol4s). Our notation uses rs1 and rs2 to denote the two
32-bit input operands and rd for the 32-bit result of the instruction. Brackets
with indices are used to select a part of the respective 32-bit value by specifying a
range of bit indices. The symbol | is used for concatenation of four 8-bit values or
two 16-bit values to a 32-bit value. S substitutes an 8-bit value according to the
AES S-box, while MC transforms a 32-bit value following the AES MixColumns
operation.

The instruction sbox4s is defined as:

rd[31..0] = S(rs1[31..24]) | S(rs2[23..16]) |
S(rs1[15..8]) | S(rs2[7..0])

In the case of mixcol4s, the definition is:

rd[31..0] = MC(rs1[31..16] | rs2[15..0])

The definition of isbox4s and imixcol4s is similar, with the only difference
that the inverse AES S-box and the InvMixColumns transformation are used,
respectively. Finally, the sbox4r instruction has only one input operand (rs1),
whose bytes are transformed with the AES S-box and where the result is rotated
by one byte to the left:

rd[31..0] = S(rs1[23..16]) | S(rs1[15..8]) |
S(rs1[7..0]) | S(rs1[31..24])

The sbox4r instruction is designed for use in the AES key schedule, while
the other instructions are intended to speed up the AES round transformations.

In the following sections we analyze different options for power analysis coun-
termeasures. The most powerful attacks are listed and implementation-specific
details for use of the instruction set extensions are given. The maximum corre-
lation coefficient ρ is stated for each attack.

With the help of ρ, the effectiveness of different attacks and the impact
of various countermeasures can be compared: An attack on the protected im-
plementation requires at least (ρunprotected

ρprotected
)2 more power traces [166]. For our

estimations we have set ρunprotected = 1 and can therefore state the security
gain as ( 1

ρ )2, where ρ always denotes the correlation coefficient for an attack on
the protected implementation. The correlation coefficient has been determined
under the assumption that the Hamming weight of processed operand values
leaks through the power consumption. More specifically, we have restricted the
evaluation to single 32-bit operands. Note that our strategy estimates ρ for envi-
ronments which are free of most noise components which would be encountered
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in practical measurements. Adhering to the classification in [166], the following
noise components are neglected:

• All electronic noise.

• All switching noise, except for switching noise generated by those parts of
the attacked 32-bit operand which are unrelated to the attack at hand.

Hence, our evaluation does not allow to conclude for the absolute effectiveness
of a given attack as this would require to account for the noise2. Nevertheless,
our estimations of ρ are sufficient for a relative comparison of unprotected and
protected implementations.

Formula 6.5 of [166] (replicated below in Equation 11.1) illustrates the con-
nection between the correlation in a noisy and a noise-free setup:

ρ(Hi, Ptotal) =
ρ(Hi, Pexp)√

1 + 1
SNR

(11.1)

In a practical attack, the achievable correlation between a hypothesis Hi

and the noise measurements Ptotal depends on the correlation in a noise-free
environment (ρ(Hi, Pexp)) and the signal-to-noise ratio (SNR). The former is
determined by our evaluations. The SNR will stay more or less the same for
the different attacks and will just constitute a common scaling factor which can
be neglected in relative comparisons.

Many devices leak the Hamming distance of subsequently processed values,
but it is very hard to determine the correlation coefficient for such a setting
without taking many details of the processor architecture and software imple-
mentation into account. We have therefore taken the Hamming-weight leakage
model as a lower bound for devices that leak the Hamming distance. This
assumption holds as long as the software implementation avoids potential vul-
nerabilities due to the Hamming-distance leakage, e.g., unintentional unmasking
as explained in Section 11.2.1.

11.3.1 Unprotected Implementation

An unprotected 32-bit AES software implementation is vulnerable to a multitude
of attacks. One of the most powerful attacks is a first-order DPA on an 8-bit
intermediate result after the S-box lookup (ρ = 1). The key expansion can
also be targeted directly with a template-like attack as described in [164]. This
attack extracts the Hamming weights of 8-bit intermediate values of the key
expansion and uses the dependency of these values to narrow down the number
of potential keys. The use of the instruction set extensions allows to calculate the
key schedule with 32-bit values only, which makes the attack from [164] attack
infeasible.

2The correlation coefficients observed in a practical attack will be lower due to the additional
noise components.
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11.3.2 Masking

A masked implementation protects critical intermediate values with a random
mask. An intermediate value of the AES operation can be considered critical
when it depends on a small portion of the (round) key and on the plaintext or
ciphertext. In this case the attacker can guess the part of the key and verify the
guess through analysis of the measured power traces under consideration of the
actually used plaintext or ciphertext. The choice of masks and the processing
order of masked values must always be done carefully with regard to the leakage
of the device to prevent problems like unintentional unmasking. If, for example,
the device leaks the Hamming distance of two subsequently processed values,
then subsequent values must never carry the same mask. Otherwise, the mask
would be removed, and the device would leak information about the unmasked
values.

If the masking countermeasure is implemented properly, it can prevent first-
order DPA attacks. However, a masked implementation is still vulnerable to
higher-order DPA attacks. In such an attack, several points of each power trace
are combined to form a single value by means of a preprocessing function pre.
The output of pre again depends on some predictable value. The preprocessed
values can then be used in a conventional first-order DPA attack. A second-order
DPA attack is normally sufficient to break a masked implementation, when only
a single mask is used to protect critical intermediate values. The targeted values
for preprocessing are either a masked intermediate value and the corresponding
mask, or two intermediate values with the same mask.

The best vantage point to break a masked AES implementation is the masked
S-box lookup, which is used for SubBytes. This lookup requires masked 8-bit
input and output values, which are easier to target than the masked 32-bit
values resulting from other transformations (e.g., MixColumns). The cost for
precomputing a single masked S-box is very high, and it is therefore necessary
to reuse masked S-box tables. This results in the processing of 8-bit values with
the same mask, which can be targeted in a second-order attack with ρ = 0.24 as
has been shown in [166].

But even if no 8-bit value carries the same mask, the preprocessing function
could use the power consumption of the mask itself3 as second value. In the worst
case for the attacker, this 8-bit mask will only occur in form of a 32-bit word,
where the other 24 bits are random4. Even in this case, the level of protection
against a second-order DPA attack is rather low (ρ ≈ 0.1).

A possibility to prevent the S-box lookup in software is to perform most of the
AES round as table lookup (T-table lookup). However, the precomputation of
masked T-tables would be much more costly than the precomputation of masked
S-boxes. Moreover, a T-table lookup still requires an 8-bit masked input value,
which can be targeted in an attack.

As the effort for higher-order DPA attacks is expected to grow exponentially

3Note that it can normally not be prevented that the mask value influences the power
consumption at some point in time where the mask is generated, stored, loaded, applied, etc.

4Note however, that this can only be achieved with the help of the instruction set extensions.
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with the order, it is assumed that a masking scheme with enough shares will make
practical attacks infeasible. A higher-order masking scheme for AES based on
this idea has been developed by Schramm et al. [218]. However, Coron et al.
have demonstrated that this scheme is susceptible to third-order DPA attacks
irrespective of the number of used shares [53]. Another problem is posed by
the large computational overhead which is required for refreshing the masks.
In [218], it has been shown that a single AES encryption with resistance against
second-order DPA attacks requires over 40 times more clock cycles on an 8-bit
platform (about 200,000 clock cycles in total).

11.3.3 Randomization

In the following, we will denote countermeasures of hiding in the time domain
(cf. Section 11.2.2) as randomization. In a randomized AES implementation, the
occurrence of a specific intermediate value at a specific point in time is reduced to
a certain probability. This can be done by shuffling of operations and by random
insertion of dummy operations. In this case, an attacker needs to capture more
power traces in order to compensate for this uncertainty.

Simple solutions, like the random insertion of nop instructions, are likely
to be detected and removed by an attacker. Therefore, if dummy operations
are added, it is important that they cannot be distinguished from the genuine
operations. This can be achieved by performing the same transformations as in
the normal AES operations on some dummy data.

The best degree of randomization can be achieved by using both the shuffling
of operations and the insertion of dummy operations. In AES, the smallest unit
of data, whose processing can be randomized, is the 8-bit input and output
value used in the S-box lookup. The 16 S-box lookups per AES round can
therefore be shuffled, resulting in a probability of p = 1

16 for a specific value
at a specific point in time. Dummy operations can be inserted by processing a
certain number of dummy values. Processing of complete dummy States (i.e.,
4×4-byte matrices) seems to be a good granularity for that purpose. If N dummy
States are processed in addition to the genuine State, then the probability for
the occurrence of a specific value goes down to p = 1

(N+1)·16 .
It would be very inefficient to perform a selection for each of the (N + 1) · 16

byte values separately. Moreover, the AES algorithm does not allow to perform
all critical round transformations with just a single byte. The smallest value
which is sufficient for all those transformations is a single State column. For
practical implementation it is sufficient to determine the processing order of the
bytes in an orthogonal way: The States are processed one after the other, i.e., the
processing of the genuine State is randomly embedded within the processing of
the dummy States5. For each State, the columns are processed in a fixed order
beginning with a randomly chosen column6. For each column, the bytes are

5Example for N = 3: Process a complete dummy State, followed by the genuine State,
followed by two dummy States.

6Example: Process second column, followed by third, fourth and first column.
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processed separately and also in a fixed order starting with a randomly chosen
byte7.

The randomization degree p determines the resistance against DPA attacks.
The power traces obtained from an implementation with randomization are often
referred to as misaligned power traces. A direct DPA attack on the misaligned
traces would require ( 1

p )2 more traces to compensate for the randomization.
However, Clavier et al. [52] have proposed to sum up all points in the power
trace where the targeted value can occur. This approach is often referred to as
windowing. With this approach, an attacker only requires 1

p = (N +1) · 16 more
traces to defeat the randomization.

Therefore, we can assume that the number of power traces to attack a ran-
domized AES implementation scales up with a factor of only (N + 1) · 16, as
ρ =

√
p = 1√

(N+1)·16
. Most of the overhead of a randomized implementation

comes from the preparation of the randomization and the byte-wise processing of
the AES State. Doubling the security (which corresponds to doubling of (N +1))
roughly doubles the total running time. This results in a considerable overhead.

11.3.4 Masking and Randomization

For better protection, an AES implementation needs to combine masking and
randomization countermeasures. However, there are still several possible attacks
which could break such an implementation rather efficiently.

An attacker will try to defeat the masking with a second-order attack. At
least one of the attacked intermediate values (i.e., a masked 8-bit value) is pro-
tected by randomization. As we have already outlined in Section 11.3.3, a very
effective way to defeat randomization is to sum up the power consumption at all
moments in time where the attacked value can occur (recall that for our consid-
ered randomization there are (N +1) · 16 points in time, where N is the number
of dummy States). The second attacked value can either be the mask of the first
value, or another randomized intermediate value carrying the same mask as the
first value.

There are two main strategies on how to use the second value in an attack.
On the one hand, this value can be employed to introduce a bias in the occurring
masks. On the other hand, the value can be combined with the first one to yield
a result that depends on the unmasked value.

11.4 Attacks on Masked and Randomized AES
Implementations

We have shown in the previous section, that a protection by masking or ran-
domization alone cannot withstand power analysis attacks. In this section we
analyze the possible attacks on software implementations which use a combina-
tion of both countermeasures. The attacks presented in this section have either

7Example: Process third byte, followed by fourth, first and second byte of the column.
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been published and evaluated or are natural extensions or combinations of exist-
ing attacks. The method of windowing (cf. Section 11.3.3) published by Clavier
et al. [52] is fundamental to all of the examined attacks, as it is a very good way
to compensate the effects of the randomization countermeasure. The possibility
of second-order DPA attacks has already been mentioned in the original publi-
cation of Kocher et al. [148]. Second-order attacks on software implementations
of block ciphers have been analyzed in [191].

In [190], Oswald et al. have evaluated the effectiveness of template-based
attacks against masked software implementations and have shown that such
methods can be very effective. However, as long as the targeted operation used
for template-building remains randomized in time, we assume that it is very hard
to create well-matching templates, which lead to better results than techniques
based on counteracting randomization, e.g., windowing.

11.4.1 Biasing Masks and Windowing

A very powerful attack is to introduce a bias into the distribution of masks used
by the device. Such a bias can lead to a dramatic decrease of security. This
idea has been introduced by Jaffe [139], and practically evaluated by Oswald
et al. [190]. In practice, an attacker can use template methods to guess the
mask value and discard all traces where the mask had some specific property.
Figure 11.2 shows the timeline of a power trace, where the time of occurrence
of targeted values is marked at the top. Below the timeline it is shown how the
power consumption values at these times would be used in a biased-mask attack.
Windowing is used to sum up the power consumption at all points in time in
the selected traces where the attacked value can occur (due to randomization).
A classical first-order DPA attack is performed on the resulting preprocessed
power values.

Without instruction set extensions, the 8-bit masks of the S-box can be
targeted directly during the generation of the masked S-box. With instruction
set extensions, the masked S-box can be generated using only 32-bit masks
(provided that four masked S-boxes are used). A bias of either the 8-bit or
32-bit mask has a devastating effect on the security. For example, biasing the
8-bit masks to a Hamming weight (HW) ≥ 6 yields ρ = −0.1 (for N = 1). For
32-bit masks, a bias of HW ≥ 20 results in ρ = −0.05 (again for N = 1).

Increasing the degree of randomization does not lower the correlation coeffi-
cient very effectively (cf. Table 11.2). For example, with 8-bit masks biased to
HW ≥ 6, a doubling of the randomization effort (i.e., N goes up from 5 to 11)
lowers the correlation coefficient only from ρ = −0.06 to ρ = −0.048.

Note that a possible defense against this attack could consist of randomizing
the time of occurrence of each mask. However, the mask and values directly
dependent on the mask occur at several points in the computation, e.g., gener-
ation of the mask, appliance of the mask to the S-box, calculation of the mask

8Remember that N = x means that x dummy State are processed and that each State byte
can be processed at one of (x + 1) · 16 locations.
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Figure 11.2: Information extraction from power traces for biasing masks and win-
dowing.

after MixColumns, (re)masking of the key schedule. Proper randomization of
all these operations would be quite challenging and also incur a considerable
overhead in terms of performance.

11.4.2 Second-Order DPA Followed by Windowing

A second-order DPA can be combined with windowing in order to break the
masking and randomization. This approach can be seen as performing multiple
second-order DPA attacks in parallel. The attack can be done by combining the
power consumption for the mask processing with each of the (N + 1) · 16 points
in time where the targeted masked value can occur (due to randomization) using
the second-order preprocessing function pre.

However, due to the randomization, the attacker does not know which of the
resulting values corresponds to the targeted value. This is the same problem as
in an implementation which has only randomization countermeasures. Conse-
quently, an efficient solution is to sum up all (N + 1) · 16 preprocessed values
and to perform a first-order DPA attack on the result. Figure 11.3 depicts this
approach.

The effectiveness of this attack can be evaluated for both attack stages sepa-
rately. In the first stage, the second-order DPA preprocessing function is applied
to each pair of values (mask and masked value). For our randomization scheme
we have an 8-bit masked value. As already stated in Section 11.3.2 we have
ρ = 0.24 for 8-bit masks and ρ ≈ 0.1 for 32-bit masks (using instruction set ex-
tensions). The summation of the second attack stage corresponds to windowing,
which scales down the correlation coefficient with a factor of 1√

(N+1)·16
. The

overall correlation coefficient stays therefore rather high: For the 8-bit masks we
get ρ = 0.24√

(N+1)·16
, and for 32-bit masks we get ρ ≈ 0.1√

(N+1)·16
. So in order to

achieve ρ = 0.01, we would need at least N = 5.
Principally, it would be desirable to randomize the occurrence of the mask to
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Figure 11.3: Information extraction from power traces for second-order DPA followed
by windowing.

the same degree as the masked value. This measure would require to sum up all
possible combinations where mask and masked value can appear. The number of
combinations is ((N +1) ·16)2, which would lead to a reduction of the correlation
by a factor of (N + 1) · 16 after windowing. At N = 1, the correlation would
already be about as low as ρ = 0.003 for 32-bit masks. However, as already
mentioned in Section 11.4.1, randomization of the mask would be very costly in
terms of performance.

11.4.3 Attack on Weak Randomization

Targeting two randomized intermediate values which carry the same mask is
normally less efficient than to target one fixed (e.g., the mask) and one random-
ized value. However, a weak randomization can be broken more easily with this
strategy.

In this context, a weak randomization is one where two intermediate values
with the same mask always occur with a fixed distance in time. An example
for this are the S-box inputs of the first and second AES round, when the used
S-boxes have the same input masks and the two lookups are not randomized sep-
arately. The attacker can therefore apply the second-order DPA preprocessing
function to each such pair of values, which is depicted in Figure 11.4. The rest of
the attack is exactly the same as the one described in Section 11.4.2 (summation
followed by first-order DPA).

Targeting two 8-bit intermediate values with the same mask is equivalent to
targeting one intermediate value and the according 8-bit mask. The correlation
coefficient is therefore ρ = 0.24√

(N+1)·16
. However, as one of the targeted values

may occur deeper in the AES operation (e.g., the S-box lookup in the second
round), a hypothesis can be harder to obtain. For example, it might be necessary
to hold some parts of the plaintexts constant so that the intermediate values stay
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Figure 11.4: Information extraction from power traces when attacking a weak ran-
domization.

predictable. Moreover, it could also become necessary to formulate hypotheses
for more than a single key byte.

The effectiveness of this attack can again be evaluated for both attack stages
independently. In the first stage, the second-order DPA preprocessing function
is applied to each pair of values with the same mask. For our randomization
scheme we have two masked 8-bit values, which yields ρ = 0.24 [166]. The
summation of the second attack stage again corresponds to windowing, which
reduces the correlation coefficient by a factor of 1√

(N+1)·16
. The resulting cor-

relation coefficient remains rather high with 0.24√
(N+1)·16

(e.g., ρ = 0.01 would

require N = 35).
To counteract this attack it would be necessary to prevent a fixed distance

in time between identically-masked values. In our example the S-box lookup in
the first and second AES round would need to be randomized separately9.

11.4.4 Windowing Followed by Second-Order DPA

Another way to combine second-order DPA and windowing is to perform win-
dowing first to counteract the effects of randomization, and to do a “classical”
second-order DPA attack on the result. Figure 11.5 depicts the processing steps
performed on every power trace. The resulting value can then be subjected to
a first-order DPA attack. A preprocessing function pre, which is generally very
effective, is the absolute difference of the inputs: pre(a, b) = |a−b| [166]. For this
function, it is important that both a and b are of the same magnitude, e.g., if a
is a single point from the trace and b is a sum of n points, then the preprocessing
function should scale a up to b: pre(a, b) = |n · a − b|. It should be noted that

9The same applies to the S-box lookups in the last two rounds.
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the proposed preprocessing function is very sensitive to the amount of noise10.
Therefore, this attack is presumed to be very ineffective in a practical setting.

Mask m Masked value (a   m)

...

t

2nd-order DPA preprocessing

...

Figure 11.5: Information extraction from power traces for windowing followed by
second-order DPA.

For a randomization degree of N = 1, the correlation is about ρ = 0.013 for
8-bit masks and ρ = 0.012 for 32-bit masks. Doubling the randomization degree
approximately halves the correlation coefficient. As can be seen, this attack is
even rather ineffective in our evaluation setting with reduced noise.

11.5 Performance Estimation

The security evaluation of the last section has shown that there are powerful
attacks which can break implementations even when they employ very sophis-
ticated countermeasures. Under the assumptions of our analysis, one might be
inclined to regard the use of software countermeasures as futile. Nevertheless,
there are scenarios where a protected implementation might be desired, even if
our evaluations indicate only a rather moderate protection:

• In our evaluations, all odds are tipped in the attacks favor. It is unlikely,
that this will also be the case in practical attack scenarios.

• In a device with a fixed processor, the use of software countermeasures
is likely to be the only available option. In some applications, a certain
degree of implementation security could still be much better than none at
all.

• The most powerful attacks used in our security evaluation might not be
applicable due to other security measures of the device (e.g., limited num-

10The noise distributions differ for n · a (multiple of a single distribution) and b (as the sum
of n independent distributions).
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ber of AES encryptions/decryptions, plaintext/ciphertext not selectable
by the attacker, etc.).

• The device has some hardware countermeasures (e.g., noise generators) and
the resistance against power analysis should be amplified by the software
countermeasures.

In order to provide performance estimations for different countermeasures,
we have implemented AES-128 encryption with both masking and a scalable ran-
domization. With the help of this implementation we have estimated the perfor-
mance for several design options and degrees of randomization. First, we present
the most important design decisions and implementation characteristics of our
solution. Then we give the performance figures for interesting implementation
variants regarding expected security level, speed, and memory requirements.

11.5.1 Features of Our Protected AES Implementation

Some basic design decisions for our 32-bit implementation are similar to the
secure AES implementation for 8-bit microcontrollers presented in [115]. This
mainly concerns the basic types of countermeasures (masking and randomiza-
tion), the concept of randomized zones, etc. We assume the availability of a
random number generator to provide mask values and randomization parame-
ters.

The masking scheme requires six distinct byte masks as input. Two mask
bytes are used to derive a masked S-box lookup table with input mask M and
output mask M’. The remaining four bytes (denoted M1, M2, M3, and M4)
mask each input column of the MixColumns transformation. The corresponding
output masks can be derived by performing MixColumns on the mask values.
More precisely, M1 to M4 are used as an input column for the MixColumns
transformation, resulting in the output masks M1’, M2’, M3’, and M4’.

All operations which yield intermediate results depending on a relatively
small portion of the key are executed in a randomized fashion. Randomization
is achieved both by shuffling of operations as well as the addition of dummy
operations. The processing of the AES State is shuffled so that each byte is pro-
cessed at one of 16 moments in time with equal probability. Dummy operations
are inserted as normal AES round transformations, but work on a random State
(dummy State). The processing of the genuine State is randomly embedded in
between the processing of several dummy States. The parts of the encryption
where execution is randomized are denoted as randomized zones. The random-
ized zone at the beginning of the AES encryption reaches up to and including
the SubBytes operation of round 2, while the randomized zone at the end starts
with SubBytes in round 9. Figure 11.6 gives a general overview of the program
flow for the AES implementation and shows the masks on the State as well as
the randomized transformations.

Randomization of operations is costly in terms of performance. Therefore it
is desirable to keep the randomized zones as short as possible. In our implemen-
tation, we have reordered the round transformations so that ShiftRows is not
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Figure 11.6: Program flow of masked and randomized AES encryption.

included in the randomization. This reordering requires the first and last round
key to be transformed with ShiftRows and InvShiftRows, respectively.

In order to reduce the overhead for masking, the AddRoundKey operation is
used for remasking whenever possible. This requires masks to be applied on some
of the round keys. The masks on these round keys must be renewed whenever the
masks change. When the masks are changed for each AES encryption—which is
the ideal case—then it would be equally efficient to change the mask explicitly
during the AES encryption.

In our implementation, the rounds 3 to 8 are not masked. AddRoundKey
of round 2 removes the masks from the State, and AddRoundKey of round 8
masks the State again. All unmasked intermediate values have therefore been
subjected to three AddRoundKey transformations and depend on sufficiently
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many key bytes, to prevent an efficient DPA attack11. The advantage of the
unmasked inner rounds is that the AES instruction set extensions can be fully
used.

The randomization follows the concepts described in Section 11.3.3. In the
randomized zones, only values which depend on a single State byte are processed.
This allows for a randomization degree of (N + 1) · 16, where N is the number
of dummy States.

11.5.2 Performance Figures

Table 11.1 contains the execution times and RAM requirements for several im-
plementations of AES-128 encryption with masking and randomization counter-
measures. The performance figures are given for the case without instruction
set extensions (pure software) as well as with instruction set extensions (ISE).
The RAM requirements for a specific implementation are always the same for
both cases. The cycle counts are given in dependence of the number of dummy
States (N).

We have given performance figures for three protected implementations,
which employ both masking and randomization countermeasures. The cycle
counts include all overhead when the masks are refreshed for each new encryp-
tion. The first implementation (1SB WR) uses 1 masked S-box and a weak
randomization (weak in the sense defined in Section 11.3.4). The second imple-
mentation (4SB WR) is similar, but uses 4 masked S-boxes. The last implemen-
tation (4SB SR) has a strong randomization.

For comparison, the performance figures of an unprotected implementation,
as stated in [237], are provided.

Table 11.1: Performance and RAM requirements of AES-128 encryption implemen-
tations.

Countermeasures Pure Software ISE Memory (RAM)
cycles cycles bytes

None 1,637 196 176
1SB WR 6, 465 + 1, 888N 2, 023 + 1, 028N 476
4SB WR 14, 958 + 1, 888N 3, 631 + 1, 028N 1,248
4SB SR 15, 332 + 2, 208N 3, 978 + 1, 348N 1,388

Table 11.2 gives a complete analysis of the security/performance trade-off for
the three protected implementations. Note that SW denotes the software im-
plementation, while ISE denotes the respective implementation with instruction
set extensions. The table lists the estimated correlation coefficients for the four
attacks presented in Section 11.4: Biasing masks and windowing (BM), second-
order DPA followed by windowing (2W), attack on weak randomization (WR),

11In the best case for the attacker, 240 hypotheses are required to mount an attack on the
unprotected inner rounds.
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and windowing followed by second-order DPA (W2). The maximum correlation
coefficient is listed in the last column.

Table 11.2: Analysis of the security/performance trade-off.

Implementation Performance BM 2W WR W2 max(ρ)

1SB WR (SW), N = 0 6,465 -0.14 0.06 0.06 0.03 -0.14
1SB WR (SW), N = 3 12,129 -0.07 0.03 0.03 < 0.01 -0.07
1SB WR (SW), N = 5 15,905 -0.06 0.02 0.02 < 0.01 -0.06
1SB WR (SW), N = 11 27,233 -0.04 0.02 0.02 < 0.01 -0.04

1SB WR (ISE), N = 0 2,023 -0.14 0.06 0.06 0.03 -0.14
4SB WR (ISE), N = 0 3,631 -0.05 0.03 0.06 0.02 0.06
4SB SR (ISE), N = 0 3,978 -0.05 0.03 n/a 0.02 -0.05
4SB SR (ISE), N = 1 5,326 -0.04 0.02 n/a 0.01 -0.04
4SB SR (ISE), N = 3 8,022 -0.03 0.01 n/a < 0.01 -0.03
4SB SR (ISE), N = 5 10,718 -0.02 0.01 n/a < 0.01 -0.02
4SB SR (ISE), N = 11 18,806 -0.01 < 0.01 n/a < 0.01 -0.01

For the pure software implementation, the biased-mask attack (BM) is the
most powerful one. In software, the only option is to increase the randomization
degree N . However, the correlation coefficient only decreases very slowly with
rising N . When instruction set extensions are available, we can work exclusively
with 32-bit masks if we use four masked S-boxes instead of one (4SB WR).
In that case, the attack exploiting the weak randomization becomes the most
efficient one. In order to counteract, we use the implementation with strong
randomization (4SB SR), which makes this attack inapplicable. Then the biased-
mask attack becomes again the most effective one. With heavy randomization
(N = 11), the correlation coefficient can be pushed down to ρ = −0.01. This
corresponds to an increase of the security level by four orders of magnitude in
comparison to an unprotected implementation. This comes at the price of an
execution time, which is increased by two orders of magnitude (cf. Table 11.1).
Compared to the unprotected pure software implementation, the execution time
is increased by one order of magnitude.

11.6 Summary and Conclusions

In this chapter we have provided a thorough evaluation of power analysis coun-
termeasures in software in the face of state-of-the-art attacks. We have con-
centrated on 32-bit embedded processors, but most of the results could also be
applied to 8-bit and 16-bit processors. By means of an AES implementation we
have shown the impact of power analysis countermeasures on the performance
and RAM requirements. When restricted to the original instruction set archi-
tecture, the attainable degree of protection of our protected implementation is
increased by three orders of magnitude. If the processor is equipped with cus-
tom instructions for AES, then a protection level of four orders of magnitude
is achievable. However, the performance penalty is rather high, so that it is
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probably not acceptable for all applications.
In Chapter 12 we investigate the use of hardware countermeasures to facili-

tate the secure use of instruction set extensions. In Chapter 13 we demonstrate
the practicability of the advanced DPA attacks presented in this chapter.



12
Secure Implementation of Instruction-Set

Extensions on 32-bit Processors

In this chapter we discuss and analyze different techniques for increasing the
side-channel resistance of AES software implementations which use instruction
set extensions. As instruction set extensions emphasize the hardware/software
co-design paradigm, we also investigate the problem of secure implementation
by having an integrated view of both hardware and software components. We
propose a combination of hardware and software-related countermeasures and
investigate the resulting effects on performance, cost, and security. Our experi-
mental results show that a moderate degree of protection can be achieved with a
simple software countermeasure. Hardware countermeasures can lead to a much
higher resistance against side-channel attacks at the cost of a moderate increase
in silicon area and power consumption. Although we put a focus on the situation
for AES, most of our proposed countermeasures are generic and can principally
be used for the secure implementation of any cryptographic algorithm.

12.1 Side-Channel Attacks on Instruction Set Ex-
tensions

Generally, side-channel attacks on a cryptographic device are possible when in-
termediate values with a close relation to the key have an influence on an exter-
nally observable physical value. If an attacker can measure this physical value
while the device performs operations with some unknown key, a portion or even
all of this key might be disclosed. Well-known examples of such physical values
are execution time, power consumption, and electromagnetic emanation [166].

173
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Side-channel information can be used in different methods to extract sensitive
data. So-called differential methods are especially powerful as they employ sta-
tistical analysis to extract information even from very noisy measurements. In
the case of the power consumption side channel, the corresponding method is
differential power analysis (DPA), which has first been published by Kocher et
al. [148]. Our work centers around methods to increase the resistance of AES
implementations against DPA.

DPA targets intermediate values which depend on a small portion of the key
and the plaintext or ciphertext. We denote such vulnerable intermediate results
as critical data and manipulations of such values as critical operations. For
secret-key algorithms, critical data is commonly processed at the beginning and
at the end of the algorithm, where the intermediate results are strongly related
to the plaintext or ciphertext. In order to defend against DPA, we first need to
analyze the flow of critical data through the processor and its potential impact
on the overall power consumption.

Figure 12.1 depicts a typical datapath of a RISC processor augmented with
a custom functional unit. This example shows four pipeline stages:

• Decode stage between the register file and the op1 and op2 registers.

• Execute stage between the op1 and op2 registers and the result register.

• Memory stage between the result register and the wr.result register.

• Write stage between the wr.result register and the register file.

There are several feedback paths from different stages back into the decode
and execute stage. The memory stage is connected to the data cache. Also de-
picted are inputs and outputs for the control flow (ex.PC, jmpl address, wr.PC ).
The functional unit for the instruction set extensions (ISE FU) is located in
parallel to the original ALU/Shifter unit.

In order to analyze the side-channel leakage of this datapath, we assume that
the reg1 bus carries critical data, which can be subjected to a side-channel attack.
The parts of the datapath indicated by bold lines process or hold values that
are related to the original value of reg1. It is important to note that the critical
data passes through both the ALU/Shifter as well as the ISE FU, irrespective
of the result selected by the following multiplexer. Also note that all feedback
paths, the jmpl address, as well as the data cache input carry critical values.

An analysis of AES software using the instruction set extensions has revealed
that almost all instructions which process critical data can be easily rearranged
in a way so that no feedback path needs to be used (i.e., no forwarding occurs).
Moreover, critical data is not used for control transfer and is never stored in
memory. Therefore, our first step to improve implementation security is to
detach these paths from the ISE datapath. The resulting, slightly modified
datapath is shown in Figure 12.2.

Two important changes can be seen in this figure. Firstly, operands for the
functional units (op1 and op2 ) can be blocked from entering the ALU/Shifter
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Figure 12.1: Typical datapath of a processor with instruction set extensions.

whenever the ISE FU is active. Secondly, additional multiplexers in the feed-
back paths and output paths allow to prevent propagation of critical data. All
multiplexers which suppress the propagation of the critical value related to reg1
are marked with dashed lines. Through these simple measures, the portion of
the datapath carrying critical data (and hence requiring side-channel analysis
countermeasures) is reduced significantly in comparison to the datapath in Fig-
ure 12.1.
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Figure 12.2: Modified processor datapath to suppress propagation of critical values.

12.1.1 Proposed Countermeasures

Based on the analysis of the critical sections of a typical processor datapath, we
examine three different strategies to increase the resistance against side-channel
attacks in Sections 12.2 to 12.4. These three solutions differ with respect to the
ease of implementation, the level of security, and the impact on the critical path,
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area, and power consumption. These properties are examined in Section 12.5.

12.2 Complete Datapath in Secure Logic

The straightforward way to secure the processor containing the extended data-
path shown in Figure 12.2 is to implement all critical parts in a DPA-resistant
logic style. For example, the circuit could be built using Wave Dynamic Dif-
ferential Logic (WDDL), as proposed by Tiri and Verbauwhede in [246]. This
solution is applicable to secure all types of cryptographic instruction set exten-
sions, provided that the critical values do not leave the secured datapath, e.g.,
are stored to unprotected cache or memory.

Note that it is also necessary to include the register file in the secure im-
plementation. As modern embedded RISC processors can have a large number
of registers, securing the register file can become very costly in terms of silicon
area. For example, SPARC V8 processors feature a number of so-called register
windows. Each such window features 24 individual 32-bit registers and there
are eight additional registers shared between all windows. In order to limit the
overhead in terms of area, it is possible to implement only a part of the registers
in a secure logic style, and restrict critical values to these registers.

12.3 Random Precharging

Another measure to increase resistance against power analysis is to randomly
charge the datapath before and after a critical value is processed (precharge,
postcharge). This measure can be implemented solely by careful modification of
the cryptographic software, but delivers at best a moderate increase in security.
A similar countermeasure was proposed in [36] for hardware implementations.

Random precharging can be realized in software by prefixing and suffixing
each instruction that processes critical data with the same instruction using
random operand values. As the same instruction is used, the same paths will
be active and loaded with random values. An example of this is given for the
sbox4s instruction (see also Section 7.2.4) in Figure 12.3.

We show in this section that for the critical instructions for AES, the result
of the execute stage is a uniformly distributed random value if both operands are
also uniformly distributed. This property is necessary to ensure that all vulner-
able paths after the functional unit are also charged with uniformly distributed
random values.

The random charging of the datapath before and after critical instructions
can, of course, not completely prevent side-channel leakage. Nevertheless, the
switching activity for the critical values is randomized to a certain degree. When
the preceding value of a bit line is randomized, then the transition characteristics
with respect to a fixed second value will also be randomized. When the preceding
value of a critical value was fixed to 0 and becomes uniformly distributed, the
switching characteristics change accordingly:
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! pre: Operands for sbox4s in %o1 and %o2

! Random precharge values stored in memory

! starting at address ’rand’

! post: S-box output in %o0

! Load random values

ld [rand], %o3

ld [rand+4], %o4

ld [rand+8], %o5

ld [rand+12], %o6

; Precharge

sbox4s %o3, %o4, %o0

; Actual S-box lookup

sbox4s %o1, %o2, %o0

; Postcharge

; Result discarded (write to %g0)

sbox4s %o5, %o6, %g0

Figure 12.3: S-box transformation using sbox4s instruction with random precharg-
ing.

• 0→ 0 transitions become 0→ 0 or 1→ 0 transitions.

• 0→ 1 transitions become 0→ 1 or 1→ 1 transitions.

A similar situation occurs when a preceding value fixed to 1 gets randomized:

• 1→ 0 transitions become 1→ 0 or 0→ 0 transitions.

• 1→ 1 transitions become 1→ 1 or 0→ 0 transitions.

Without loss of generality, we can limit our analysis to the first case. We can
observe that a 0 for the second (i.e., the critical) value will result in a 0→ 0 or
1 → 0 transition with equal probability. If the critical value is 1, then a 0 → 1
or 1→ 1 transition can occur. An attacker who correctly predicts a 0 or 1 of the
critical value will have to distinguish the effects of 0→ 0 and 1→ 0 transitions
from 0 → 1 and 1 → 1 transitions. When no random precharging is employed,
it is sufficient to distinguish 0 → 0 from 0 → 1 transitions, which is generally
much easier. By the same argument, an attacker has to distinguish 0 → 0 and
0 → 1 transitions from 1 → 0 and 1 → 1 transitions for an instruction with
random operands occurring after the attacked instruction.

We now examine the case for AES instruction set extensions in more depth.
We use the high-performance extensions presented in Section 7.2.4, namely the
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instruction families sbox4s/isbox4s/sbox4r and mixcol4s/imixcol4s. The
sbox4s instruction takes two bytes each from the first and second operand and
substitutes them according to the AES S-box. The isbox4s instruction does
the exact same with the inverse S-box. The sbox4r instruction substitutes the
four bytes of the first operand, followed by a rotation to the left of the result
by one byte. For mixcol4s, an AES State column is assembled from two bytes
of each of the operands. This column is transformed according to the AES
MixColumns operation, yielding the corresponding output column of the AES
State. The imixcol4s instruction does the same with the AES InvMixColumns
transformation.

These two families of instructions are almost sufficient to implement ma-
nipulations of critical data for the whole AES algorithm. The only additional
instruction required is the xor instruction.

One important point to show is that it suffices to execute a custom instruc-
tion with uniformly distributed random operands to charge every node in the
extended datapath to a uniformly distributed random value. To this end, we
have to examine the result for each extended instruction with random operands:

• sbox4s/isbox4s/sbox4r: The input to the ISE functional unit is assem-
bled and calculated from independent bytes of the two operands. The AES
S-box itself is a bijective mapping. Therefore, two uniformly distributed
random operands produce a uniformly distributed result.

• mixcol4s/imixcol4s: The input to the ISE FU is again assembled from
independent bytes of the operands. For each byte of the resulting output
column, the four bytes of the input column are linearly transformed (mul-
tiplied by a constant in GF(28)), and then added (XORed) together. Both
does not change the uniform distribution of the input operands.

• xor: An XOR of two uniformly distributed operands, yields a uniformly
distributed result.

12.3.1 Further Implementation Details

It is important to know which instructions process critical data with respect
to power analysis and therefore need to be precharged. Generally, these are all
instructions which process data that depends on the plaintext or ciphertext and a
small portion of one or more round keys. We consider the initial AddRoundKey,
all four transformations of the first round, and SubBytes of the second round as
potentially vulnerable. At the end of the AES algorithm, all transformations of
round nine and ten need to be protected. The intermediate values in the middle
rounds depend on five or more bytes of the cipher key, thus requiring at least 240

hypotheses for a DPA attack. We consider this level of protection to be sufficient
for most applications. However, it is not difficult to extend the protection to
further rounds.

As we have already noted in Section 12.1, we want to avoid the use of feedback
paths for critical data whenever possible. In our example of the 4-stage data
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pipeline, we can prevent the propagation of critical values via feedback paths by
inserting at least two unrelated instructions between the instruction generating
the critical value and the first instruction using it as an operand. In the case
of the examined AES instructions set extensions, this criterion can be fulfilled
with no or little performance loss, by rearranging the instructions in an assembly
implementation.

For the examined AES extensions and the previously outlined degree of pro-
tection, it is sufficient to protect 20 instructions at the beginning and 20 in-
structions at the end of the algorithm. This means that a total number of 160
random 32-bit words (i.e., 640 random bytes) are required for each block cipher
call. Depending on the implementation of the random number generator, they
could be generated on-the-fly or loaded from a pregenerated array of random
values in memory. Loading from memory should be done in a consecutive man-
ner, so that only the Hamming distances of different random values leak. This
way, the threat of second-order DPA attacks can be alleviated. The number of
required random 32-bit words could be reduced in an elegant way through the
use of the AES extensions themselves. Once a random 32-bit word has been used
for precharging, its four bytes could be transformed using the AES S-box (e.g.,
with the sbox4s instruction), yielding a new 32-bit word suited for precharging.
For an attacker who does not know the input word, the new word would appear
equally unpredictable.

12.4 Protected Mask Unit

In this section we present another method for securing cryptographic instruction
set extensions based on the application of secure logic styles. The basic idea is
to split the processor into an insecure and a (relatively small) secure zone1.
The hardware of the insecure zone is left unchanged, e.g. it remains in standard
CMOS. Protection of critical data in the insecure zone is achieved by the use of
Boolean masks. Critical values always appear with a Boolean mask. This mask
is never reused and does not occur separately in the insecure zone. First-order
DPA attacks are prevented by the mask. Second-order and higher-order DPA
attacks cannot be performed, as there is no second data value for preprocessing
available. The secure zone contains storage for the mask currently used in the
insecure zone, a mask generator and the functional units for the extensions. The
secure zone is implemented in a secure logic style in order to protect the masks.
Note that only in the secure zone the masks only occur separated from the values
they protect.

Figure 12.4 depicts the principal structure of the secure zone. The register
addresses of the masked operands op1m and op2m select the corresponding masks
from the storage section. Then the operands are unmasked and processed by the
functional unit, yielding the result res. The generator produces a new random
mask and applies it to the result res before it leaves the secure zone. This new

1The terms insecure and secure refer to the protection offered by the hardware alone.
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Figure 12.4: Secure zone of the processor.

mask is also saved in the mask storage for the register which receives resm.
Outside of the secure zone, the critical values remain masked and can therefore
be handled without restrictions, e.g., stored to cache and memory. The insecure
zone does not require any special architectural modifications or a more careful
implementation in comparison with the corresponding part of the unprotected
processor.

This countermeasure confines the processing of the unmasked critical values
almost exclusively to the secure zone, as these values retain their Boolean mask
in the insecure zone. An important exception from this rule is the XOR operation
of a masked value (um) with an unmasked value (v), as this does not change
the mask: um ⊕ v = u⊕m⊕ v = (u⊕ v)⊕m = (u⊕ v)m. The AddRoundKey
operation of AES is an example where the State is the masked value and the
corresponding round key is the unmasked value. Note that the round key is not
dependent on the plaintext or ciphertext and is therefore not directly vulnerable
to a DPA attack. Template attacks which target the round key are believed to
be infeasible on 32-bit processors (see Chapter 11 for further details).

In the case of the AES extensions, it is sufficient to include the functional
units for the sbox4s and mixcol4s instruction families in the secure zone. The
critical values can be confined to seven 32-bit registers during execution of the
AES algorithm, so the mask storage unit only needs to be able to store seven
32-bit masks. SubBytes, ShiftRows, and MixColumns would then be performed
unmasked in the secure zone, while AddRoundKey could be done using the
masked State in the insecure zone.

The registers whose masks are held in the mask storage could either be fixed
or dynamically changed with the help of a tiny content-addressable memory
(CAM), similar to a cache. A mechanism for masking plaintext and unmasking
ciphertext is also required, for example, a dedicated instruction.
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The cycle count for AES operations would remain almost the same for a
protection solution with a mask unit (requiring just a few additional cycles
for masking at the beginning and unmasking at the end). The architecture of
the ISE FU can also remain unchanged since the critical values are processed
unmasked. A drawback of the solution with the mask unit is that it introduces
a resource (namely the mask storage unit) which can only be used by a single
processor task. To share this mask unit between tasks, its content needs to be
saved on a task switch, e.g., in memory. In this way, the masks would leave
the secure zone and open up a potential vulnerability against second-order DPA
attacks, as now both the masked value and the corresponding mask would appear
in the insecure zone. However, it might still be possible to save the contents of the
mask storage into the unprotected memory on a task switch, without impairing
the overall security. If an attacker cannot control or predict task switches, then
it would be very hard to observe leakage related to specific critical values. Such
functionality could be implemented both in the processor’s hardware or in the
operating system.

12.5 Security and Performance Analysis

In this section we compare the three proposed solutions with respect to a number
of implementation aspects, whereby we try to keep the scope as broad as possible.
However, for some metrics it is necessary to take certain design choices into
account. We have selected WDDL [245, 246] as an example of a secure logic
style. All figures for silicon area, critical path, and power consumption are given
for an implementation based on a 0.13µm standard-cell library. The cycle count
refers to an AES-128 encryption using instruction set extensions.

12.5.1 Applicability and Implementation Complexity

Implementing the complete datapath in secure logic (cf. Section 12.2) can be ap-
plied to any kind of instruction set extension. It requires a careful partitioning
of the processor into an insecure and a secure part as well as the implementation
of the latter in a secure logic style. The software only needs to be modified to
restrict critical operations to the secure datapath. Random precharging (cf. Sec-
tion 12.3) is also generally applicable to cryptographic instruction set extensions.
Being a software countermeasure, it can be flexibly adapted to protect specific
operations which are deemed vulnerable. The hardware can be left unchanged.
The solution with a protected mask unit (cf. Section 12.4) is only applicable if
almost all critical operations can be limited to the secure zone. Its implementa-
tion is easier than a complete datapath in secure logic, as the boundary between
insecure and secure zone is simple and well-defined. Changes to the software
are not necessary, apart from explicit masking and unmasking operations at the
beginning and end of the cryptographic operation.
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12.5.2 Security

We express security as the factor by which the number of power traces necessary
for mounting a successful DPA attack increases2. For the solutions employing a
secure logic style (cf. Sections 12.2 and 12.4), this factor solely depends on the
security of the chosen logic style. For a careful implementation of WDDL in an
ASIC, an empirical evaluation has shown this factor to be over 750 [245].

In order to assess the security of random precharging (cf. Sections 12.3),
we have compared an unprotected and a protected AES software implementa-
tion. We have prototyped the LEON2-CIS processor with AES extensions on
an FPGA-board designed for power measurements [214, 215]. Then, we have
performed a DPA attack on both AES software implementations using 100,000
power traces. Although the absolute results may differ from those of an ASIC
implementation, the relative comparison gives an indicator for the security im-
provement. Figures 12.5 and 12.6 show the result for the DPA attack on the
unprotected and the protected AES implementation, respectively.
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Figure 12.5: Result of DPA attack on
unprotected AES imple-
mentation.
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Figure 12.6: Result of DPA attack on
AES implementation with
random precharging.

The empirical results indicate that the correlation coefficient ρ can be reduced
significantly from 0.284 to 0.055. Therefore, the maximum correlation is reduced
by a factor of 5.16, which corresponds to an increase of the number of required
power traces by a factor of over 26 [166].

12.5.3 Performance

Table 12.1 shows how the different solutions impact the performance of a single
AES-128 encryption. Using a secure logic style such as WDDL requires an extra
precharge cycle for every operation performed in the secure part. This concerns
every instruction when the complete datapath is in secure logic, and therefore
leads to a doubling of the cycle count. For the protected mask unit, we assume
that only the critical instructions—which constitute only a small fraction of the
total instructions—require an extra precharge cycle for the secure logic. Random

2Note however that side-channel attacks remain a major research topic and that no evalu-
ation of a countermeasure can so far guarantee any fixed increase in absolute security.
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Table 12.1: Cycle count for AES-128 encryption.

Performance Overhead
Implementation cycles %

Baseline implementation [237] 196 0%
Complete datapath in secure logic 392 100%
Random precharging ∼ 600 ∼ 206%
Protected mask unit ∼ 230 ∼ 17%

precharging in software leads to a higher overhead as it needs one precharge and
one postcharge instruction per critical instruction, and also extra instructions to
load or generate the random precharge values.

In summary, the cycle count for our protected implementations ranges ap-
proximately between 230 and 600 cycles for a single 128-bit AES encryption. An
unprotected implementation on a processor without instruction set extensions
requires about 1,637 cycles (cf. Chapter 11). When compared to the overhead of
the software countermeasures introduced in [243], which ranges between a factor
of ten and 100, our proposed solutions remain very fast.

12.5.4 Implementation Overhead

For the random precharging solution, the hardware—and therefore also silicon
area, critical path and power consumption—remain unchanged. For the other
two options, the employed secure logic style plays a crucial role in determin-
ing the overhead for these factors. For a standard-cell implementation using
WDDL, the area typically increases by a factor of about 3.2–3.6. The increase
of the critical path has been shown to range between 1.07–1.42 while the power
consumption increases by a factor of about 3.5 [246]. For this evaluation we will
use a factor of 3.5 for area, 1.2 for the critical path, and 3.5 for power consump-
tion. In our case, only a fraction of the total processor needs to be implemented
in the secure logic style, which alleviates the total overhead factors.

We now try to give a rough estimation of this overhead for the case of the
LEON2-CIS processor. The extended integer unit was reported to have a size
of 16,370 gate equivalents (GEs) at a delay of 4 ns (UMC 0.13 µm technology).
About half of the integer unit will have to be implemented in the secure logic
style for protecting the complete datapath (cf. Section 12.2), requiring about
16, 370 · 1

2 · 2.5 ≈ 20, 500 GEs extra3. Additionally, the register file also needs
to be implemented securely. This will lead to a considerable increase in silicon
area due to two reasons: Firstly, it will be necessary to change the register file
implementation from a custom memory block to flip-flops. Secondly, if WDDL
flip-flops are used, the area for a single flip-flop is increased by at least a factor
of 4 [246]. The size of a 32-bit CMOS register is about 235GEs, and therefore
a 32-bit WDDL register costs about 940GEs. Depending on the number R of

3Note that if the size increases by 3.5, the extra area is (3.5 − 1) = 2.5 times the original
area.
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secured registers, we get an area of about 940R GEs for the secure register file.
For example, a complete register window of a SPARC V8 processor consisting
of 32 registers would cost about 30,000 GEs for secure implementation. This
illustrates that the complete datapath in secure logic is very costly in terms of
silicon area. Taking our estimated overhead factor of 1.2, the critical path will
increase to 4.8 ns.

For the protected mask unit, the secure part of the circuit mainly consists
of three parts: The ISE functional unit (FU), the mask storage, and the mask
generator. The area of the ISE FU is about 3,000 GEs [237]. The mask storage
includes seven 32-bit registers, which requires about 1,700GEs. For the mask
generator, we estimate the size of a radix-32 version of the key generator of
the Trivium stream cipher, based on the figures reported in [108]. Such a circuit
would require about 5,500 GEs and will be able to deliver 32 fresh pseudo-random
bits per cycle. Taking into account circa 1,000 GEs for additional circuitry (e.g.,
XOR gates), the total overhead would be (3, 000 + 1, 700 + 5, 500 + 1, 000) ·
2.5 = 28, 000 GEs. The critical path through the ISE FU would also be slightly
increased by the XOR stages and the decode logic in the mask storage unit
(see Figure 12.4), so that it can be estimated to about 5 ns when compared
to the complete datapath in secure logic. Table 12.2 summarizes the overhead
estimations. It should be noted that these figures should only give a rough idea
of the magnitude of overhead.

Table 12.2: Estimation of overhead for silicon area and critical path.

Silicon Area4 Critical Path
Implementation GE ns

Complete datapath in secure logic + (20, 500 + 940R) + 0.8 (+ 20%)
Random precharging – –
Protected mask unit + 28, 000 + 1.0 (+ 25%)

12.5.5 Combination with Other Countermeasures

In Chapter 11, software countermeasures were proposed to secure AES imple-
mentations using instruction set extensions. Since implementing the complete
datapath in secure logic is an orthogonal solution, both countermeasures could
be directly combined to increase implementation security further. Both random
precharging and the protected mask unit can be combined with the countermea-
sures of [243] to a certain degree (e.g., randomization of operations), which also
leads to a further increase in resistance against power analysis attacks.

4R denotes the number of secured 32-bit registers.
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12.6 Summary and Conclusions

In this chapter we have investigated three different approaches for increasing
the DPA-resistance of AES software implementations executed on a 32-bit RISC
processor with cryptography extensions. The first approach is to implement all
security-critical parts of the processor datapath—including (parts of) the register
file and functional units—using a DPA-resistant logic style. This approach comes
at a high cost in terms of area since a significant portion of the processor has to
be implemented in DPA-resistant logic. The security depends primarily on the
security of the used logic style.

The second approach can be realized as a software countermeasure and uses
random precharging at the instruction level. A major advantage of this ap-
proach is that it does not require any modifications of the processor hardware.
However, the achievable security gain is rather moderate. Furthermore, random
precharging also increases execution time. Due to the instruction set extensions
the performance of the protected implementation is still significantly higher than
that of an unprotected implementation on a conventional SPARC V8 processor
(600 cycles vs. 1,637 cycles).

The third approach involves both hardware and software. It is based on the
use of a secure mask unit. This approach splits the processor into a secure zone
and an insecure zone, whereby the secure zone—containing storage for the mask,
a mask generator, and the functional units for the extensions—is protected with a
DPA-resistant logic style. The hardware cost of this approach has been estimated
to be 28,000 GEs, which is significantly less than the hardware cost of the first
approach. Similar to the first approach, the exact security and additional area
depends on the properties of the used DPA-resistant logic style. The benefit of
this approach is that it has only a minimal impact on performance, and that it
does not impose any restrictions on the operations outside of the secure zone.

In summary, the side-channel countermeasures discussed in this paper enable
different tradeoffs between performance, hardware cost and security, which are
not achievable with pure software or pure hardware implementations.



13
Practical Evaluation of State-of-the-Art

Software Countermeasures for AES

In Chapter 11, software countermeasures against power analysis attacks have
been evaluated in a more or less theoretical approach. New combinations of
existing attacks have been proposed and evaluated. In this chapter, we exam-
ine the practicability of these proposed methods by applying them to break a
protected AES software implementation on a programmable smart card. We
demonstrate with two different successful attacks that they indeed pose a secu-
rity threat. Our results also allow comparison of the effectiveness in relation to
traditional DPA attacks on unprotected implementations. We also refine and
improve the original attacks, so that they can be mounted more efficiently. Our
practical results indicate that the effort required for attacking the protected im-
plementation with the examined methods is more than two orders of magnitude
higher compared to an attack on an unprotected implementation.

Note that we did not have the goal to develop new attacks on these counter-
measures. Furthermore, we stress that—as with any practical evaluation—our
results may not necessarily be optimal for the targeted device. Therefore, the in-
crease in the number of required power traces for the protected implementation
indicated in Section 13.4 should not be taken as a fixed “security gain factor”
but only as an upper border of this factor.

13.1 Protected AES Software Implementation

The protection of our AES software implementation is based on the strategy of
combining masking, shuffling and dummy operations as published in [115]. At

187
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the beginning and at the end of the AES operations there are so-called random-
ization zones. Within each zone all intermediate values are protected with a
single mask and the sequence of processing of the bytes of the State is random-
ized. In [115], the initial zone extends to the first MixColumns transformation.
However, Jaffe showed that it is possible to attack the AES after the MixColumns
operation [138]. This principally means that a protection of the first round alone
would be insufficient. Nevertheless, in Chapter 11 we showed that it is quite easy
to extend this randomization zone beyond the second SubBytes operation [243],
thus thwarting Jaffe’s attack1. Note that in our implementation we are only ex-
amining the operations until the first MixColumns operation because our attacks
are mounted on the output of the first SubBytes transformation, and therefore
it is sufficient to protect this part of the AES.

We are using the same masking scheme with six different random masks as
published in [115]. One mask is used for S-box inputs (M), one for S-box outputs
(M’), and one for each State row before MixColumns (M1, M2, M3, and M4).
All other occurring masks (e.g., after MixColumns: M1’, M2’, M3’, and M4’)
are derived from these six masks. All intermediate values of the State and the
key are masked. The masks used during the steps of AES encryption are shown
graphically in Figure 13.1.

In our implementation, the randomization is achieved by shuffling of the se-
quence of operations on the bytes of the State. Furthermore, it would be possible
to process additional dummy States to increase the degree of randomization. The
randomization is controlled by random values which are—similarly to the mask
bytes—unknown to the attacker. We denote the degree of randomization with
R, i.e., the number of points in time where a specific State byte can be processed
during a specific AES encryption. In our case, the 16 bytes of the AES State are
fully shuffled and no dummy States are added. This means that the randomiza-
tion degree R = 16. Hence, a specific byte of the State will be processed with
a probability of p = 1

16 at one of the 16 possible points in time. One protected
AES encryption requires less than 12,000 clock cycles on our targeted platform,
which is described in Section 13.3. The cost per additional dummy State would
be about 1,000 clock cycles.

The consequences of this randomization for a plain first-order DPA attack
are illustrated in the following. In Figure 13.2, the result of an attack on the first
S-box output of an unmasked and randomized implementation is shown. Note
that only the section of the trace which corresponds to the SubBytes transfor-
mation was used. One can clearly identify four groups of peaks. When zooming
into one of these groups, again four pairs of peaks can be identified. Each group
of peaks corresponds to the transformation of a single State column, which again
encompasses four State bytes. As a specific State byte can occur at any of these
times, there are all in all 16 different positions where the output value of the
unmasked S-box correlates. Furthermore if we compare the achieved correlation
of this attack to the achieved correlation of an attack on the unprotected im-

1The randomization zone at the end can be extended in a similar fashion to protect against
Jaffe’s attack.
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Figure 13.1: Masks used in protected AES encryption.

plementation (cf. also Figure 13.6 in Section 13.3) we end up with a correlation
which is reduced by a factor of approximately 16. As expected, the correlation
coefficient scales down linearly with the degree of randomization R for a simple
first-order DPA attack [166].

13.2 Description of the Advanced DPA Attacks

From an implementor’s view, a combination of masking and operation random-
ization countermeasures is a good bet for protecting software implementations of
secret-key cryptographic algorithms against power analysis. Proper masking can
prevent first-order DPA attacks while the randomization of operations in time
can offer some protection against more elaborate attacks like higher-order DPA
and template-based methods. At the same time, the implementation complexity
and overhead can be kept within somewhat acceptable limits.

Higher-order DPA attacks and template attacks have been shown to be
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Figure 13.2: Result of DPA attack on randomized AES implementation using the
Hamming weight model and compressed traces.

very effective to circumvent masking. In higher-order DPA attacks, power
leakage of several intermediate values is combined in such a way that the re-
sulting power consumption value is again dependent on the original unmasked
value [140, 191, 226, 251]. Template-based methods can be applied to enhance
higher-order DPA attacks or to make first-order DPA attacks feasible [166, 190].
On the other side, the technique known as windowing is a good way to limit the
protection of randomization of operations [52]. In this method, all R possibili-
ties of appearance of a protected value are considered and combined so that the
effective protection of the countermeasure is lowered.

We have demonstrated in Chapter 11 that the attacks on masking and ran-
domization can be combined to form effective attacks on implementations which
employ a single mask and which randomize the course of operations. Three
possible combinations have been presented and their effectiveness has been com-
pared by estimations techniques and high-level simulation which neglected most
of the noise components.

Figure 13.3 shows the timeline for a part of the execution of a protected
secret-key cipher implementation. Towards the beginning at time index t0, the
mask m is processed in some form (it is generated, stored, used in some precom-
putation, etc.). Subsequently, the intermediate value a masked with m appears.
The occurrence of this masked intermediate value is protected by randomiza-
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Figure 13.3: Points in time relevant for an attack.

tion, i.e., in each execution the specific value a ⊕ m can appear in any of the R
points at the times t1..tR with equal probability p = 1

R . The power consump-
tion at these points in time is used in all attacks described in Chapter 11. An
adversary must therefore be able to find these points in time. It will be shown
in Section 13.5 that the constraints for t1..tR can be relaxed, so that knowledge
of the exact time indices is not necessary. The attacks are summarized in the
following.

13.2.1 Biasing Masks and Windowing

One precondition for effective masking is that the used masks must be uniformly
distributed. If this condition is not met, first-order DPA attacks can become
feasible. Therefore, the principal idea of this attack is to try to determine the
Hamming weight of the used mask and to select a subset of the collected power
traces, where the mask fulfills some property, e.g., has a high Hamming weight.
This selection of power traces effectively equals a bias which is introduced into
the distribution of the mask values. The selected power traces are then only
protected by the randomization of the operations (t1..tR), whose effect can be
minimized by windowing. A subsequent first-order DPA attack can be success-
fully applied on the selected power traces. This attack has been shown to be
rather effective under most circumstances in Chapter 11.

13.2.2 Second-Order DPA Followed by Windowing

The idea of this attack is to take the randomization of the operations into account
during second-order DPA preprocessing. The power consumption values for m at
t0 and a ⊕ m at t1..tR are pairwise combined (second-order DPA preprocessing).
For each pair, this preprocessing results in a joint leakage value of the two points.
If the correct points in time have been chosen, one of these R joint leakage points
is always dependent on the actual unmasked value. Which of these points is
the correct one is determined by the randomized course of operations of the
corresponding execution. When all points are windowed (i.e., summed up), the
correct one is inevitably included and the resulting power consumption is to
some degree dependent on the unmasked value. A first-order DPA attack can
then be mounted to determine the correct key hypothesis. This attack has been
evaluated in Chapter 11 to be less effective than the first one in most cases.
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13.2.3 Windowing Followed by Second-Order DPA

A third option for attacking is to reverse the order of windowing and second-
order DPA preprocessing. First, randomization is compensated by summing up
all R points in time where the targeted masked value a ⊕ m can occur. Then,
second-order DPA preprocessing is performed with this sum and a point of the
power trace which depends on the corresponding mask m. The result of this
preprocessing can be attacked with a first-order DPA attack. In Chapter 11,
this attack variant has been shown to be rather ineffective in comparison to the
previous two methods.

13.3 Attacked Device

The device used to implement and attack the protected AES software imple-
mentation is a smart card with an ATMega163 core [14]. The ATMega163 is an
8-bit microcontroller based on AVR, which is a single-cycle instruction RISC ar-
chitecture from Atmel. It is equipped with 1,024 bytes of internal RAM, 16 KB
in-system self-programmable FLASH and 512 bytes of EEPROM. The core of
the controller contains 32 general-purpose registers which are directly connected
to the arithmetic-logic unit (ALU). Three register pairs can be used to store a
16-bit address for operation on the internal memory.

The used smart card is shipped without any software or operating system.
This means the card is under full control of the designer and all parts of the
software (including boot code and operating system) have to be implemented
from scratch. In our scenario, there is only a minimum version of an operating
system implemented which can handle the basic functions of the T=1 protocol
specified in ISO 7816 [132]. The card can execute the protected AES implemen-
tation described in Section 13.1. For the sake of performance, the randomization
parameters and mask bytes are sent to the smart card along with the plaintext.
The key used for the AES encryption is stored in the EEPROM of the smart
card.

The following paragraph gives a brief overview of the leakage behavior of
the used device. In general, the device leaks the Hamming weight as well as the
Hamming distance of the processed values. When attacking the non-randomized
S-box output using the Hamming weight model, the maximum achievable cor-
relation is 0.458. In a similar attack using the Hamming distance between
the S-box input and the S-box output—which occur as subsequent values of
a register—the maximum correlation is 0.257. The results for these attacks on
uncompressed traces are displayed in Figure 13.4 and in Figure 13.5. It can be
seen that for this device and the sequence of instructions used to implement the
S-box lookup, the Hamming weight model leads to a higher correlation.

For minimization of the amount of data used for an attack, it is a common
technique to compress the measured traces [166]. When using the compression
described in Section 13.4.2, the achievable correlation using the Hamming weight
model reduces from 0.458 to 0.383. With the Hamming distance model the
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Figure 13.4: Result of DPA attack on
unprotected AES imple-
mentation using the Ham-
ming weight model and un-
compressed traces.
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Figure 13.5: Result of DPA attack on
unprotected AES imple-
mentation using the Ham-
ming distance model and
uncompressed traces.

correlation reduces from 0.257 to 0.236. The results of an attack on compressed
traces can be seen in Figure 13.6 and Figure 13.7. For our practical attacks, this
means that most of the information is preserved in the compressed power traces.

400 450 500 550 600
-0.1

0

0.1

0.2

0.3

0.4

Clock Cycle

C
or

re
la

tio
n

Figure 13.6: Result of DPA attack on
unprotected AES imple-
mentation using the Ham-
ming weight model and
compressed traces.
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Figure 13.7: Result of DPA attack on
unprotected AES imple-
mentation using the Ham-
ming distance model and
compressed traces.

13.4 Practical Results

In order to demonstrate the effectiveness and practicability of the methods de-
scribed in Chapter 11, we have attacked the protected AES software implemen-
tation presented in Section 13.1. For the randomization of operations, we have
used full shuffling of the 16 State bytes, i.e., R = 16. Power traces were col-
lected with a LeCroy LC584AM digital oscilloscope and a differential probe by
measurement over a 1 Ω resistor in the ground line of the smart card reader. A
trigger signal has been supplied by the smart card at the beginning of encryption.
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We have collected a set of 500,000 power traces, which took about 134 hours in
our measurement setup, i.e., a rate of approximately one trace per second. The
uncompressed traces required about 50 GB of disk space. For comparison, a set
of compressed traces was between 700 MB and 2 GB in size, depending on the
actual compression function. An uncompressed trace contained 100,000 points,
whereas a compressed trace consisted of about 1,800 points (one per clock cycle).

The power traces included about 1,800 clock cycles at the start of AES
encryption spanning over various precomputations (parts of the masked key
scheduling, mask preprocessing, and the masking of the plaintext), the initial
AddRoundKey, and the first AES round. In order to keep the size of the traces
small, the sampling rate has been limited to 200 · 106 samples/second.

All statistical analyses were carried out on a PC featuring a quad-core Intel
Xeon processor at 2.33 GHz and with 8 GB of RAM. Attack times were generally
determined by the number and size of the analyzed traces, and not by the kind of
statistical analysis. An attack using all 500,000 power traces took about 140 s for
compressed traces and about 1,7 hours for uncompressed traces. For an attack
with biased masks, the template-building took about 160 s when 100 traces were
used for each of the nine templates. The time for attacks involving fewer traces
would scale down almost linearly.

For our attacks we have used the S-box output of the first round as interme-
diate value a and the S-box output mask as corresponding mask m. The time
indices t1..t16 for a ⊕m were determined by first-order DPA attacks using the
known masked S-box outputs as attacked intermediate values. Suitable indices
t0 were found accordingly by using the S-box output mask as attacked value.
For both cases, the time indices resulting in high correlation values were used.

13.4.1 Biasing Masks and Windowing Followed by First-
Order DPA Attack

For the purpose introducing a bias in the mask values, we have used templates
to estimate the Hamming weight of the mask m. Templates were built from the
uncompressed traces for each Hamming weight of the mask. We used 100 traces
per template with 16 interesting points per trace. The multivariate Gaussian
distribution model has been employed. The traces used for the first-order DPA
attack have been compressed (integration of absolute values per clock cycle).
Randomization has been countered by windowing, i.e., the power consumption
values at times t1..t16 have been summed up. The Hamming weight of an un-
masked S-box output byte has been used as predicted power consumption. The
attack itself is therefore similar to the one described in [190] (“Templates During
Preprocessing”), except for the additional compensation of the randomization
countermeasure.

In practice, it is important to find a good tradeoff between a sharp bias and
a minimal number of discarded traces. For example, only choosing traces with a
mask Hamming weight of 8 (i.e., m = 0xFF) will lead to the highest correlation
but on the other hand, this would mean to discard 255

256 = 99.6% of the recorded
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power traces. Selecting masks with a Hamming weight greater or equal to six
has been shown to be a good choice [166, 190] and therefore we have also used
it for our evaluations.

The effectiveness of the attack depends on the accuracy of the biasing process.
In order to show the best outcome, we have also biased the masks following their
actual values (ideal case). The results for biasing with the actual Hamming
weights and with the Hamming weights predicted by template matching are
show in Figures 13.8 and 13.9, respectively.
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Figure 13.8: Result of attack with ideal
mask biasing.
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Figure 13.9: Result of attack with mask
biasing through templates.

In the ideal case, the correlation for the correct key hypothesis was about
−0.04 while the use of template matching yielded a correlation of about −0.025.
With increasing accuracy of the template method in predicting the actual Ham-
ming weight of the used mask, the result of the attack should get closer to that
of the ideal case. We use the rule of thumb from [166] to estimate the required
number of power traces for a successful attack. We have also taken those traces
into account which were discarded during the biasing process (about 85% of
all traces). For ideal biasing, about 122,000 power trace are sufficient, for our
biasing with templates, about 305,000 power traces are required.
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Figure 13.10: Evolution of correlation in dependence on number of traces for mask
biasing through templates.

Figure 13.10 shows the evolution of the correlation with increasing number
of power traces for the attack depicted in Figure 13.9. Note that the trace count
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on the x-axis also includes the discarded traces. The correct key hypothesis is
plotted in black, the incorrect hypotheses are displayed in light gray. The outer
dark gray lines indicate the confidence interval for ρ = 0. Roughly speaking,
this is the expected region for incorrect key hypotheses. The point where the
correct key hypothesis leaves this region gives another estimation for the number
of traces required for a successful attack. In this case, the estimate lies in the
vicinity of 300,000 traces, which is in line with the result from the rule of thumb.

13.4.2 Second-Order DPA Followed by Windowing

This attack can be seen as multiple second-order DPA attacks in parallel, with
their results combined by windowing. Nevertheless, a successful attack is not
quite as simple to achieve as in a conventional second-order DPA attack. Nor-
mally, most second-order DPA attacks can be conducted in a more or less “brute-
force” manner. More precisely, it is not necessary to determine the exact points
in time which carry the most information about the targeted intermediate values
and which are therefore suited best for second-order DPA preprocessing. In fact,
it is sufficient to predict the general regions of the power traces which are ex-
pected to contain the required points. By examining all possible combinations of
the points of both regions in a first-order DPA attack, the correct key hypothesis
can be identified without giving much thought to the actual points of the power
trace which carry the required information.

When there is a need to compensate for the randomization countermeasure
as well, it quickly becomes evident that this “brute-force” approach is no longer
feasible. Even if all of the R parallel second-order DPA attacks could be done in
this manner, the subsequent windowing of the results requires that only those
points are summed up which might contain information about the unmasked
intermediate values. Our experiments have shown that the attack result is ex-
tremely sensitive even to slight variations in time of the two input points to the
second-order DPA preprocessing function. Therefore, choosing the best points
from the power trace becomes a crucial precondition for windowing. Unfortu-
nately, the best points only become known after a successful attack.

An effective way out of this dilemma can be made with a suitable compres-
sion function. If there is only a single point per clock cycle in the power trace,
the second-order DPA preprocessing and windowing can be done at the exact
points in time where the maximal information is contained. However, care must
be taken that not too much information is lost during compression. Our exper-
iments have shown that none of the standard compression functions (maximum
extraction, integration) [166] deliver satisfying results. After careful analysis of
the second-order DPA leakage profile of the attacked device, we have developed
a new compression function, which retains most of the required information and
hence delivers good results. Our new compression function extracts a small
range of points around the maximum of each clock cycle and forms the average
value of those points. At our sampling rate of 200 · 106 samples/second, a range
of two points around the maximum (i.e., 5 points in total per clock cycle) was
sufficient to achieve satisfying results.
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As second-order DPA preprocessing function we have employed the absolute
of the difference of the two input points, as it has the best correspondence to
single bits of unmasked values and still a good correspondence to the Hamming
weight of larger values [166]. We have used the bit model (LSB of the S-box
output) as power model for our attack. The results are shown in Figure 13.11.
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Figure 13.11: Result of second-order
DPA followed by window-
ing.
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Figure 13.12: Evolution of correlation in
dependence on number of
traces.

The correlation peak for the correct key hypothesis has a height of approxi-
mately 0.024, requiring about 50,000 power traces for a successful attack [166].

Figure 13.12 shows the evolution of the correlation with the number of power
traces used in the attack. In this case, the correlation curve for the correct
key hypothesis leaves the confidence interval for ρ = 0 at about 65,000 traces.
Note that this number is a bit higher than the estimate from the rule of thumb
from [166]. In our experience, the evolution of the correlation is quite dependent
on the measurements, so the rule of thumb should normally be preferred as a
more general prediction.

13.4.3 Windowing Followed by Second-Order DPA

This attack had already a very low effectiveness in the simulated evaluation of
Chapter 11. For completeness, we have conducted attacks with this method on
all 500,000 power traces. As suspected, this number of power traces was not
sufficient to lead to a correct prediction of the key.

13.4.4 Dependence of Attack Efficiency on Randomization
Degree

The AES implementation allows to change the degree of randomization R in
order to trade performance against security. Table 13.1 shows how the effective-
ness of the two attacks from Section 13.2.1 and 13.2.2 changes with increasing
R. Conceptually, the correlation coefficient should scale down with a factor of√

R (cf. Chapter 11). It can be seen from Table 13.1 that both attacks approxi-
mately follow this behavior, whereby the second one (second-order DPA followed
by windowing), tends to perform worse at a higher R.
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Table 13.1: Maximal absolute correlation coefficient in dependence on randomization
degree R.

Randomization degree R

Attack 1 2 4 8 16

Biasing masks and windowing 0.104 0.072 0.052 0.035 0.025
Second-order DPA and windowing 0.125 0.102 0.073 0.042 0.024

13.5 Discussion of the Practicality of the At-
tacks

As shown in Section 13.4, two of the three examined attacks succeeded with
a reasonable amount of samples. Mask biasing turned out to lead to a po-
tentially higher correlation, which is in line with the estimation results from
Chapter 11. However, this attack requires to discard a large number of power
traces, which increases the total number of required power traces considerably.
Furthermore, the second-order DPA followed by windowing puts less demands
on the attacker’s knowledge and control over the device. An attack based on
mask biasing succeeded with about 305,000 power traces (including discarded
ones), while the second-order DPA followed by windowing required only about
50,000 power traces.

In order to introduce a bias in the mask, templates for the mask values
have to be built. This requires the availability of a device for profiling which is
sufficiently similar to the attacked one. Moreover, the profiling device must offer
the possibility to extract some information about the actually occurring mask
values in order to allow template building. Depending on the attack scenario,
these preconditions might not be always given.

Both methods require a windowing for the time indices t1..tR, i.e., all points
in time where the attacked masked intermediate value can occur due to the
randomization countermeasure (cf. Figure 13.3). However, for a practical attack
it is not necessary to identify the exact points in time, but it is sufficient to
know the distance between those points. In our attack, we have first compressed
the power traces (see Section 13.4.2) so that there was only a single power
consumption value per clock cycle. When the distance (in clock cycles) between
the R points in time is known, all possible combinations of points with this
distance can be used in the attack. The selection of possible combinations of
R points can be seen as pulling a comb with R teeth over the power trace.
The distances between the comb’s teeth correspond to the clock cycle distances
between the possible occurrences of the masked value a ⊕ m. This is illustrated
in Figure 13.13.

For each position of the comb and each point in time where the mask value
m is suspected to appear (“area for mask m” in Figure 13.13), a new correla-
tion value can be calculated. More precisely, second-order DPA preprocessing is
applied with the current mask point and each comb tooth. The resulting 16 pre-
processed points are then summed up (windowed) to produce a single predicted
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Figure 13.13: Extracting viable points for second-order DPA preprocessing.

power consumption value for the attack.
Normally, an attacker has some general idea of the order of operations which

are performed by the attacked device so that it is possible to specify some areas
in a power trace where certain values are likely to appear. This limits the number
of possible combinations of comb positions and mask positions and makes the
attack faster. But even if all possible combinations are used in our case, the
total number ranges around 3 · 106, which is quite feasible for an attack2.

Depending on the scenario, an attacker can obtain information about the
distance of the R randomized points (i.e., the distance between the teeth of the
comb) through different means. If a device is available for profiling, then the
relevant points in time can be determined through a DPA attack with known
intermediate values. When the relevant sections of the implementation’s source
code are available, the distances can be derived with a cycle-accurate simulator.
Even if those options are not available, some general knowledge about the pro-
tected implementation can be enough to establish a set of candidate combs with
different distances between the teeth. If this set is not too large, the correct
comb can be determined by trying out all combs of the set in an attack.

For our protected AES implementation it would be sufficient to know that
there is a randomization of the columns of the State and a randomization of the
bytes within each column. The distance between the processing of the columns
and between the four S-box lookups of one column are constant. Thus there are
only two configuration parameters for the comb, resulting in a manageable set
of candidate combs.

Hence, the method of second-order DPA followed by windowing can be re-
garded as a fairly generic attack which requires only little more knowledge about
the implementation than a plain first-order DPA attack.

13.6 Summary and Conclusions

In this chapter we have practically demonstrated the effectiveness of advanced
DPA attacks on an AES smart card implementation with state-of-the-art soft-
ware countermeasures. We have evaluated the three principal attack methods
described in Chapter 11, which have so far only been subject to theoretical

2There are about 1,800 points per compressed trace, which is hence the upper limit for comb
positions and mask positions. The maximal number of combinations is therefore 1, 800·1, 800 =
3, 240, 000.
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estimation and high-level simulation. Two of these methods work well in de-
feating the masking and randomization of operations countermeasures of the
AES software implementation. One of the methods leads to a potentially higher
correlation, but requires the attacker to be able to profile the attacked device
in detail. The second attack is not quite as effective but is more general. It
can be mounted without profiling and requires only little knowledge about the
implementation. Nevertheless, it must not be overlooked that the effort for the
attacks is considerably larger than for an unprotected implementation. While
100 power traces are usually enough to break the unprotected implementation,
the advanced DPA attacks on the protected implementation require a minimal
number of about 50,000 traces for success. Hence, DPA becomes more than two
orders of magnitude (i.e., 100 times) harder under use of the described attacks.
Although there is no guarantee that there are no better attacks on a specific
implementation, our work has delivered empirical evidence that a combination
of masking and operation randomization can offer significant protection against
advanced DPA attacks.
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Conclusions

The work described in this thesis has investigated the efficient and secure support
of cryptography on embedded processors. This endeavor is of special significance
as modern applications of digital computing shift more and more computational
tasks to constrained devices like smart cards, wireless sensor nodes, or RFID
tags. With the potential gains and risks of such applications, the inclusion of
sound security measures becomes imperative. It is of utmost importance that the
designers of future embedded applications are provided with efficient and secure
implementations of cryptographic algorithms as a solid foundation to build up
such security measures. Otherwise, cryptography risks as being perceived as
too costly and many application designers might opt for no or inferior ad-hoc
security solutions, which will in turn lead to a multitude of security problems in
the long run.

We have focused on the promising approach of instruction set extensions,
which integrates cryptography support directly into the core of the processor,
and makes this support available by means of additional custom instructions.
While the field of research has been reasonably covered for public-key cryp-
tography, our efforts have concentrated on secret-key algorithms. We believe
that future generations of embedded processors should support a core set of
algorithms with dedicated support in hardware, while retain the flexibility to
cater for legacy algorithms in software. We envision Elliptic Curve Cryptogra-
phy and the Advanced Encryption Standard as key components of such a core
set. Therefore, our work has centered around the efficient and secure support of
the Advanced Encryption Standard and possible synergies with Elliptic Curve
Cryptography.

We have given a motivation of our work and a description of important pub-
lications in Chapter 1. Chapter 2 contains a brief introduction to cryptography
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and provides details on ECC and the AES. The implementation options for
cryptographic algorithms on embedded systems are reviewed in Chapter 3 and
special focus is put on the approach of instruction set extensions.

We have motivated the approach of instruction set extensions for cryptog-
raphy with an example for Elliptic Curve Cryptography over GF(2m) in Chap-
ter 4. We have presented two inexpensive multiply-step instructions which allow
to speed up Elliptic Curve point multiplication by a factor between 1.9 and
10 (depending on the implementation’s flexibility to deal with different curve
parameters). In Chapter 5, we have investigated the synergies of public-key
cryptography and secret-key cryptography. We have demonstrated how elabo-
rate instructions for ECC support can also be used to speed up the AES by up
to 25%.

We have investigated corresponding instruction set support for different em-
bedded processor platforms. The main focus has been set on 32-bit architectures,
where we have used the SPARC V8-compatible LEON2 processor in our prac-
tical work as a typical representative. In Chapter 6, table lookups have been
identified as a potential bottleneck for implementations on constrained devices
as well as a hazard for cache-based side-channel attacks. We have proposed and
a simple, yet flexible instruction to remedy the problem, which increases perfor-
mance by a factor of up to 1.43, while reducing the code size by over 40%. In
Chapter 7, a performance-oriented investigation has yielded several sets of possi-
ble custom instructions for AES which offer different performance-area tradeoffs.
But even the high-performance variant is relatively cheap with a cost of about
3 kGates. In return, AES performance is increased by a factor of up to 10 and
code size can be reduced by well over 80%. Furthermore, the proposed extensions
have very favorable properties for implementation in superscalar processors. We
also proposed a new functional unit for the support of both ECC and AES in
Chapter 8. The cost for the added AES support range around 1.3 kGates. In
Chapter 9, we have described our design of AES instruction support for a typical
modern 8-bit architecture which can achieve a speedup of up to 3.6. At a cost
of about 800 gates, code size can be reduced by up to 75%. An outstanding
feature of our optimized reference AES implementation are the extremely low
RAM requirements of only 4 bytes.

Different design options for the AES S-box in hardware with standard-cells
have also been examined in Chapter 10. For the metrics of area, critical path,
power consumption, and combinations thereof we have determined the more
favorable candidates. We have also evaluated state-of-the-art software counter-
measures against side-channel attacks both theoretically and practically. The
role of the proposed instruction set extensions as well as new attacks have been
investigated in detail in Chapter 11. Hardware countermeasures for processors
with cryptography enhancements have been proposed in Chapter 12. A practi-
cal evaluation of state-of-the-art software countermeasures has be described in
Chapter 13. While side-channel attacks continue to remain a serious threat to
device security we believe that our software and hardware countermeasures can
be used to increase implementation security significantly.
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In any case we need to stress that strong cryptography is only a building
block for sound security. Correct application of these primitives in cryptographic
protocols and security architectures is of equal importance, as security can only
be as good as it’s weakest link. Preparing the embedded world for the security
challenges, which arise with new applications, is therefore an ongoing process.
We hope that our work serves as a useful contribution to this process.
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[238] S. Tillich and J. Großschädl. Power-Analysis Resistant AES Implementa-
tion with Instruction Set Extensions. In P. Paillier and I. Verbauwhede,
editors, Cryptographic Hardware and Embedded Systems – CHES 2007, 9th
International Workshop, Vienna, Austria, September 10-13, 2007, Pro-
ceedings, volume 4727 of Lecture Notes in Computer Science, pages 303–
319. Springer, September 2007.
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